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Abstract

Four Perspectives on Gibbs Measures

by

Mriganka Basu Roy Chowdhury

Doctor of Philosophy in Statistics

University of California, Berkeley

Professor Shirshendu Ganguly, Chair

Although originating in statistical physics, the study of Gibbs measures has found a second home

in modern probability theory, an interaction that has resulted in a host of new problems and

techniques. This thesis aims to illustrate and showcase some of these perspectives through four

examples in different subdomains around this broad theme.

The problems under consideration include (a) large deviations for subgraph counts in sparse

random graphs in Chapter 2, (b) analysis of the number of independent sets in random subgraphs

of the hypercube in Chapter 3, a model supporting infinitely many phase transitions, (c) universality
of the Gibbs measure arising from exponentiating log-correlated fields, referred to as the Gaussian

multiplicative chaos measure (in the Gaussian case) in Chapter 4, and finally (d) a spectral approach

to understanding the ground state in the Edwards-Anderson spin glass in Chapter 5.

Along the way, we will develop and discuss a host of general-purpose probabilistic tools, expected

to have broader applications.
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Chapter 1

Introduction

1.1 Background and motivation
This dissertation explores four themes in the analysis of Gibbs measures. A Gibbs measure is

simply a probability measure, providing a mechanism to assign weights to different outcomes,

often called configurations or states in this context. Somewhat surprisingly, at least in the sense

broadly adopted in the probabilistic literature, the term “Gibbs measure” does not refer to a

specific class of probability measures. As will become clear shortly, any probability measure can be

represented as a Gibbs measure. Therefore, the topic represents more of a change of perspective
on the study of probability measures, one that originates from, and is deeply connected to the

field of statistical physics, and more recently, quantum field theory. But before we describe

the numerous connections between the fields, we should define a Gibbs measure: Given a base
probability measure µ on some space (say the uniform distribution on the interval [0, 1]), and a

Hamiltonian H , which is simply a function
1
on the same space, the corresponding Gibbs measure

is the exponential tilt of µ by H , suitably normalized. That is,

ν(dx) =
e−βH(x)

Zβ

µ(dx), where Zβ =

∫
e−βH(x)µ(dx), (1.1)

where the normalizerZ is called the partition function and β ≥ 0 should be thought of as the inverse
of temperature2 T . To see why β deserves this name, note that a small β (i.e., high temperature)

essentially ignores the tilt, leading to a system where the constraints imposed by H are not felt, a

feature of high-temperature states in physics. Conversely, at large β (and low temperatures), the

Hamiltonian dominates. For instance, at infinite β, i.e., zero temperature, the measure freezes and
concentrates entirely on the minimizers of H . This is also consistent with the interpretation of H
as an energy function, since low temperatures encourage low-energy states.

As indicated above, somewhat trivially, every probability measure is a Gibbs measure. Firstly, it

is a Gibbs measure with respect to itself as the base measure by choosingH ≡ 0 as the Hamiltonian.

1
We suppress all measurability considerations here. Everything is assumed to be sufficiently nice.

2
Assuming that the temperature is measured in appropriate physical units so that Boltzmann’s constant kB = 1.
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−1

1−1

1

0

x
y

f
(x
,y
)

Figure 1.1: A sample from the two-dimensional Gaussian free field (GFF). The GFF is a canonical

example of a Gibbs measure over “functions” (so a sample is a random function, as shown in the

figure), where the Hamiltonian is given by H(f) =
∫
∥∇f∥2dx, penalizing the squared gradient.

It appears ubiquitously in statistical physics and quantum field theory, often forming the basis for

other, more complicated, models. Note the roughness of the surface, which disqualifies it from

being a classical function.

This is not a very useful perspective, since we prefer to think of the base measure as somewhat

“simple” (in the case of multidimensional spaces, this often means a product measure). A second

and more useful perspective is to consider measures ν that possess a density g with respect to

some base measure µ. In this case, we may define the Hamiltonian as H(x) = − log g(x), so that

(1.1) holds with β = 1 and Zβ = 1.

1.2 Why Gibbs measures?
Perhaps the original physical motivation for Gibbs measures comes from the study of thermo-
dynamic systems in equilibrium. Here, the Boltzmann distribution prescribes that the ratio of
probabilities p(x)

p(y)
of two states x, y depends on their energy difference H(y)−H(x) as

p(x)

p(y)
= e−β(H(x)−H(y)), (1.2)

from which (1.1) follows. The derivation of (1.2) is based on the law of equiparition of energy

among subsystems in equilibrium and the thermodynamic definition
3
of temperature; however, a

3
The second law of thermodynamics suggests that two systems in equilibrium share the same value of

∂S
∂E , where

S is the entropy and E the energy of the system (under appropriate boundary conditions). This common value is
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discussion of this is beyond the scope of this introduction. From the mathematical perspective,

the key motivation for Gibbs measures comes from the maximum entropy principle, which states

that among all probability measures satisfying certain constraints (for instance, a fixed expected

energy), the Gibbs measure minimizes the relative entropy with respect to the base measure µ,
that is, it minimizes

DKL(ν ∥ µ) =


∫

log

(
dν

dµ

)
ν(dx), if ν ≪ µ,

+∞, otherwise.
(1.3)

We will later see why the relative entropy is a natural quantity to consider in this context, but

suffice it to say that the relative entropy is a natural measure of distance4 between probability

measures. Further, thinking of the base measure as having the highest possible entropy, minimizing

the relative entropy to it is equivalent to maximizing the entropy of ν.
Let us quickly see why this is the case, at least heuristically. Suppose the density of ν with

respect to µ exists, call it g (if it does not, the distance is infinite anyway). We will apply the

perturbation method, so consider a small perturbation of g as g + εh for some small ε→ 0 and a

fixed function h. If g is the minimizer, g+ εh should not decrease the relative entropy to first order

in ε, but only for those directions h which preserve the constraints (for instance, fixed expected

energy, and the normalization constraint

∫
g dµ = 1). Writing these out, the perturbation in the

entropy is

∆DKL(ν ∥ µ) =
∫

log(g + εh) · (g + εh)dµ−
∫

log(g) · g dµ (1.4)

=

∫ [
log(g) · gεh

g
+ ε log(g) · h+O(ε2)− log(g) · g

]
dµ (1.5)

= ε ·
∫
h · [1 + log(g)]dµ+O(ε2). (1.6)

Meanwhile, the constraints impose

0 = ∆E[H] =

∫
H · (g + εh)dµ−

∫
H · gdµ = ε ·

∫
H · h dµ, (1.7)

and

0 = ∆

∫
g dµ =

∫
(g + εh)dµ−

∫
g dµ = ε ·

∫
h dµ. (1.8)

then defined to be the inverse temperature β. Note that the positivity of this ratio is an interesting question, since we

expect temperature to be positive, which would imply that entropy always increases with energy. Surprisingly, this is

not always the case, and there exist systems which possess negative temperature, first discovered experimentally in

1951 (Purcell and Pound). Some counterintuitively, these negative temperature systems are hotter than all positive

temperature systems, donating energy when they come in contact, because they both increase their entropy!

4
Although not technically a metric due to the lack of symmetry.
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Variational calculus then suggests the following key point
5
: Since h is arbitrary subject to the

linear constraints (1.7) and (1.8), the only way for (1.4) to be zero for all such h is if 1 + log(g) is a
linear combination of H and 1, i.e., there exist constants λ1, λ2 such that

1 + log(g) = λ1H + λ2 =⇒ g = eλ1H+λ2−1. (1.9)

This is precisely the Gibbs form (1.1) upon identifying β = −λ1 and Zβ = e1−λ2
.

A related but simpler to analyze perspective is to consider the unconstrained minimization of

the free energy6

F (ν) =

∫
H(x)ν(dx) + β−1DKL(ν ∥ µ). (1.10)

Here, we wish to minimize the expected energy as well as the relative entropy simultaneously,

with the strength of the entropy term modulated by β−1
(i.e., the temperature). Let us define

νβ(dx) =
e−βH(x)

Zβ

µ(dx), (1.11)

so that for any ν,
dν

dµ
=

dν

dνβ
· dνβ
dµ

=
dν

dνβ
· e

−βH(x)

Zβ

. (1.12)

Expanding out the relative entropy in (1.10) using (1.12), we have

F (ν) =

∫
H(x)ν(dx) + β−1

∫
log

(
dν

dµ

)
ν(dx) (1.13)

=

∫ [
H(x) + β−1 log

(
dν

dµ

)]
ν(dx) (1.14)

=

∫ [
H(x) + β−1 log

(
dν

dνβ

)
−H(x) + β−1 logZβ

]
ν(dx) (1.15)

= β−1 logZβ + β−1

∫
log

(
dν

dνβ

)
ν(dx) (1.16)

= β−1 logZβ + β−1DKL(ν ∥ νβ) (1.17)

≥ β−1 logZβ. (1.18)

5
We note that in finite dimensions (which would happen if µ only took values in a finite set), this is essentially the

method of Lagrange multipliers, and the claim here is analogous to saying the following for three vectors v1, v2, v3: if
every vector w orthogonal to v2 and v3 is also orthogonal to v1, then v1 is a linear combination of v2 and v3. This, of
course, follows from elementary dimension/rank considerations. Matters are much more subtle in infinite dimensions,

which is why this is only a heuristic argument.

6
Note that our definition is consistent with the Helmholtz free energy in physics, defined as F = E − TS,

where E is the energy, T the temperature, and S the entropy. Principles of thermodynamics suggest that systems

spontaneously minimize their Helmholtz free energy at constant temperature and volume. We have a plus sign

connecting the two terms instead of a minus sign because we use relative entropy instead of entropy itself. Recall

that minimizing relative entropy to µ should be thought of as maximizing entropy.
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The relative entropy is always non-negative, and is zero if and only if ν = νβ , suggesting that the

free energy is minimized precisely at the Gibbs measure νβ .
Due to its rich connections to physics, the Gibbsian perspective entails a vast array of structural

questions about the resulting probability measures. One often assumes particular forms of the

Hamiltonian H , often encoding the possible interactions between different components of the

system. Rather commonly, these assumptions are spatial, where the components lie on some

space, and the Hamiltonian only allows interactions between “nearby” components. Depending

on these assumptions, one may study questions about the correlation decay, or long-range order in
the system (essentially asking about the influence of one part of the system on another, distant

part). Viewed in another way, one asks “how do local specifications (encoded by the Hamiltonian)

influence global behavior (encoded by the resulting Gibbs measure)?” To discuss these aspects in

detail, it will be helpful to first introduce a simple example, which nevertheless captures many of

the interesting phenomena studied in this field.

1.3 A simple example: the Curie-Weiss model
We will now introduce a simple model which will serve to illustrate some of the ideas in this

introduction. Consider n spins, which are variables taking values ±1 (these should be thought of

as microscopic magnets that can point up or down, placed close to each other). We refer to the

values of these spins as σ1, . . . σn so that the configuration space is {−1, 1}n. To specify a Gibbs

measure on this space we require two ingredients: the base measure and the Hamiltonian. We will

take the base measure µ to be the uniform measure on {−1, 1}n, i.e., each configuration is equally

likely with probability 2−n
. Note that this is a product measure, since each spin is independent and

uniformly distributed on {−1, 1}. Next we introduce the Hamiltonian
7

H(σ) = − 2

n

∑
1≤i<j≤n

σiσj, (1.19)

so that the overall Gibbs measure is given by

ν(σ) = νβ(σ) =
e−βH(σ)

Zβ

µ(σ) =
1

Zβ

· exp

(
2β

n

∑
1≤i<j≤n

σiσj

)
· 2−n. (1.20)

This is referred to as the Curie-Weiss model, a simple model for ferromagnetism. Note that a pair

(i, j) with aligned spins (i.e., σi = σj) contributes −1 to the Hamiltonian, thereby lowering the

energy, while misaligned pairs (i.e., σi ̸= σj) contribute +1, thereby increasing the energy. Thus,

the Hamiltonian encourages alignment of spins. The corresponding Gibbs measure at inverse

temperature β is then prescribed by (1.1): The Curie-Weiss model is one of the few exactly solvable
7
The choice of the factor of 2 will simplify the calculations later without changing the “physics” of the situation.

The choice of the n−1
factor has deeper considerations, and we will discuss it soon.
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models in statistical physics, and one may derive a rather exact expression of the partition function

Zβ . To see how, let us rewrite the Hamiltonian. Note that

2
∑

1≤i<j≤n

σiσj =
n∑

i=1

n∑
j=1

σiσj −
n∑

i=1

σ2
i =

(
n∑

i=1

σi

)2

− n, (1.21)

so the Hamiltonian may be expressed as

H(σ) = − 1

n

(
n∑

i=1

σi

)2

+ 1. (1.22)

Introduce the magnetization variable

M(σ) =
1

n

n∑
i=1

σi, (1.23)

shortening the Hamiltonian to

H(σ) = −nM(σ)2 + 1. (1.24)

Returning the partition function, we have

Zβ =
∑

σ∈{−1,1}n
exp
(
β
(
nM(σ)2 − 1

))
· 2−n. (1.25)

We now observe that the overall weight (the weight of a set A is Zβν(A) =
∑

σ∈A exp(−βH(σ)) ·
µ(σ), that is the unnormalized “probability” of A) of configurations with a fixed magnetizationM
is also just a function ofM . Indeed, if a configuration has n+ spins equal to +1 and n− = n− n+

spins equal to −1, then its magnetization is
n+−n−

n
= 2n+

n
− 1, so n+ = n(1+M)

2
. But n+ + n− = n,

so that we may solve

n+ =
n(1 +M)

2
, n− =

n(1−M)

2
. (1.26)

The number of configurations with magnetizationM is therefore the number of ways to choose

n+ spins to be +1 out of n, which is simply(
n

n+

)
=

(
n

n · 1+M
2

)
. (1.27)

Therefore, the overall partition function may be expressed as

Zβ =
∑

M∈Mn

(
n

n · 1+M
2

)
· 2−n · exp

(
β(nM2 − 1)

)
, (1.28)

whereMn is the set of possible magnetizations, i.e.,

Mn =

{
−1,−1 +

2

n
,−1 +

4

n
, . . . , 1− 2

n
, 1

}
. (1.29)
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Although exact, (1.28) is somewhat unwieldy. It will be convenient to use the approximation of

Binomial probabilities

Pσ∼µ(M(σ) =M) =

(
n

n · 1+M
2

)
· 2−n ≈ exp

(
−n · I

(
1 +M

2

))
, (1.30)

where

I(p) = log 2−H(p), H(p) = −p log p− (1− p) log(1− p), (1.31)

The updated partition function is then

Zβ ≈ e−β ·
∑

M∈Mn

exp

(
n ·
[
H

(
1 +M

2

)
+ βM2 − log 2

])
. (1.32)

Note that each term in (1.32) corresponds to the total weight, over all σ with magnetizationM .

Since n → ∞, the overall sum in (1.32) will be dominated
8
by the largest term, and therefore,

in the Gibbs measure νβ , the most likely magnetizations are those that maximize the exponent

(dropping the constant − log 2):

H

(
1 +M

2

)
+ βM2. (1.33)

This quantity holds the key to understanding the behavior of the system with varying β.
Before proceeding to discuss the optimization of (1.33), let us take this opportunity to comment

on the choice of the n−1
factor in the Hamiltonian (1.19). Note that without this factor, (1.33)

would have a dependence on n. For instance, if the n−1
factor was absent, the (1.33) would be

replaced by

H

(
1 +M

2

)
+ βnM2, (1.34)

and thus, as n → ∞, the maximizer would always beM = ±1 for any fixed β > 0. This is the
same behavior as the zero-temperature case. Conversely, if we have n−2

, for instance, we would

instead end up with

H

(
1 +M

2

)
+
β

n
M2. (1.35)

In any case, there is an imbalance between the two terms that play in deciding the behavior of

the system. If the n−1
factor was absent (or even weakened), the Hamiltonian would be too strong,

and if the n−1
factor was strengthened, H

(
1+M
2

)
would dominate, and the Hamiltonian would be

too weak to influence the system. Recall that this H
(
1+M
2

)
term originates from the number of

configurations with magnetizationM , and is referred to as the entropic term. Therefore, the right

scaling at which the Gibbs measure exhibits interesting behavior is when the energy and entropy
terms compete on the same scale.

8
We use the fact that as n → ∞, the sum of exponentials like exp(nx) + exp(ny) is essentially dominated by

max(x, y), that is exp(nx) + exp(ny) ≈ exp(nmax(x, y)).
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1.4 Phase transitions
A key aspect of the study of Gibbs measures is the analysis of their phase transitions. Essentially, a
phase transition refers to a change in the qualitative behavior of the system as some parameter,

commonly temperature or β is varied. Perhaps the most common instance of this is the melting of

water, although the phenomenon is much more complex and nuanced in this setting. However,

even simple models, like the Curie-Weiss model, exhibit interesting transitions. Let us return to

analyzing (1.33) dictating the likely magnetizations. The first two plots in Figure 1.2 show the

behavior of (1.33) for different values of β. At low β, the maximizer is M = 0, and therefore,

there is no magnetization in this regime. However, as β crosses
1
2
, the maximizer is nontrivial, and

there are two symmetric maximizers at ±M⋆
. Observe the sudden transition in the last plot in

Figure 1.2, which plots the optimizers of (1.33) as a function of β. Even though the optima are

symmetric, in practice, a slight magnetic field would break the symmetry of the situation, and

the system would choose one of the two maximizers spontaneously. Conversely, and perhaps

more easily performed as an experiment, as a magnet is heated (β decreased), it suddenly loses its

magnetization at a critical temperature. This temperature is called the Curie temperature in the

physics literature.

β = 0.1

M−1 1

1
β = 0.6

M−1 1

1

M⋆

β0

1
2

Figure 1.2: The first two plots show the functionM 7→ H
(
1+M
2

)
+ βM2

in (1.33) for β = 0.1, 0.6
respectively. The third plot shows the optimalM , denotedM⋆

, as a function of β. Note the phase
transition at β = 1

2
, where the optimal magnetization changes from zero to non-zero values. The

symmetric nature of the Hamiltonian means that both magnetizationsM⋆
and −M⋆

are optimal.

Although the Curie-Weiss model exhibits a single phase transition, there exist models with

much richer phase diagrams, one of which will be our focus in Chapter 3. Further, the nature of the

low-temperature phase is often much more complex than the simple magnetization phenomenon

seen here. Some of these aspects will be discussed below in the context of disordered Gibbs

measures.
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1.5 Large deviations
One of the many interfaces between the Gibbsian perspective and the rest of probability happens

through the theory of large deviations9. The essence of this theory is to study the probabilities of

rare events. Formally, consider a sequence of random variables {Xn}n≥1 taking values in some

space (say Rd
, or even functions). For a fixed set A, how does the probability

P(Xn ∈ A) (1.36)

behave as n→ ∞? The focus is onAwhich are atypical, so thatP(Xn ∈ A) → 0. For concreteness,
suppose ξ1, ξ2, . . . are i.i.d. random variables with law µ on R, and supposeXn = 1

n

∑n
i=1 ξi is the

empirical mean. Then, usual laws of large numbers suggest Xn → m wherem = Eξ1 is the true
mean. Suppose A = [a,∞) for some a > m, so that

P(Xn ∈ A) = P(Xn ≥ a) = P

(
n∑

i=1

ξi ≥ na

)
. (1.37)

This is one of the most classical settings of large deviations, with a rather complete answer provided

by Cramér’s theorem. Note that we are considering fluctuations of size≥ na−nm = O(n), which

are of much larger order than the typical O(n
1
2 ) fluctuations predicted by central limit theorems,

justifying the name large deviations.
Let us spend a fewmoments on the Cramér argument. Wewill assume that µ has all exponential

moments, i.e.,Zβ := Eeβξ1 <∞ for all β > 0 (as wewill see shortly,Zβ will be a partition function).

Then, the exponential moment of nXn is

E
[
eβnXn

]
= E

[
eβ

∑n
i=1 ξi

]
= E

[
eβξ1

]n
= Zn

β , (1.38)

by independence. Markov’s inequality applied to exp(βnXn) then implies

P(Xn ≥ a) = P(nXn ≥ na) ≤ e−βna · E
[
eβnXn

]
= exp(−n(βa− logZβ)). (1.39)

This holds for all β > 0, so we can optimize over β to get

P(Xn ≥ a) ≤ exp

(
−n · sup

β≥0
(βa− logZβ)

)
= exp(−nI(a)), (1.40)

where

I(a) := sup
β>0

(βa− logZβ) (1.41)

is called the rate function. Note that, by definition, I(a) ≥ 0 (since Z0 = 1), and also convex (since

it is a supremum of linear functions in a). This is the starting point of deep connections between

9
We refer the reader to the book by Dembo and Zeitouni [Dem09] for more precise statements as well as further

discussions about everything considering in this section.
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large deviations and convex analysis, but this perspective will not be pursued here. We quickly

remark that connecting back to the Curie-Weiss example, the crucial approximation (1.30), the

function I defined in (1.31) was precisely the rate function for the binomial distribution (of n trials,

each succeeding with probability
1
2
).

The upper bound discussed above will inspire a way to construct the corresponding lower

bound. We quickly note that logZβ is convex in β, since for any λ ∈ (0, 1) and β1, β2 > 0,
Hölder’s inequality with p = 1

λ
, q = 1

1−λ
gives

Zλβ1+(1−λ)β2 = E
[
e(λβ1+(1−λ))ξ1

]
≤ E

[
eβ1ξ1

]λ · E[eβ2ξ1
]1−λ

= Zλ
β1

· Z1−λ
β2

. (1.42)

Let us also assume that Zβ is differentiable
10
in β, with β⋆ > 0 being the optimal β in (1.41) for

a > m. The first order condition is that

a =
d

dβ
logZβ

∣∣∣
β=β⋆

= Z−1
β

d

dβ
E
[
eβξ1

]∣∣∣
β=β⋆

=
E
[
ξ1e

β⋆ξ1
]

Zβ⋆

. (1.43)

Equations (1.40) and (1.43) may be summarized as

P(Xn ≥ a) ≤ e−nI(a) = e−n(β⋆a−logZβ⋆ ) = e−nβ⋆aZn
β⋆ , (1.44)

where β⋆
is such that

a =
E
[
ξ1e

β⋆ξ1
]

Zβ⋆

. (1.45)

The form of (1.45) suggests that we consider a new Gibbs measure µ′
on R defined by tilting µ

with the Hamiltonian H(x) = −x as

µ′(dx) =
eβ

⋆x

Zβ⋆

µ(dx). (1.46)

Note that Zβ⋆ is the partition function for this measure, as indicated earlier, and β⋆
is the inverse

temperature. Then, equation (1.45) simply says that the mean of µ′
is a, i.e.,

E′[ξ1] =

∫
xµ′(dx) =

∫
x
eβ

⋆x

Zβ⋆

µ(dx) =
E
[
ξ1e

β⋆ξ1
]

Zβ⋆

= a,

where E′
is expectation

11
with respect to µ′

. Therefore, the tilt is chosen so that the new measure
will have Xn ≈ a typically.

To achieve (1.44), let us compare E and E′
. For any function of one variable X = X(ξ1), we

have

E[X] =

∫
X(ξ1)µ(dξ1)

(1.46)

=

∫
X(ξ1)

e−β⋆ξ1

Zβ⋆

µ′(dξ1) = Z−1
β⋆ E′[X · e−β⋆ξ1 ]. (1.47)

10
Recall that differentiability is almost free given convexity.

11
We abuse notation slightly here. Under E, we think of ξ1, . . . , ξn with law µ i.i.d.. Under E′

the same holds but

with µ′
instead of µ (still i.i.d.).
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Similarly, if X depends on all of ξ1, . . . , ξn, we have

E[X] =

∫
X(ξ1, . . . , ξn)

n∏
i=1

µ(dξi) =

∫
X(ξ1, . . . , ξn)

n∏
i=1

(
Zβ⋆e−β⋆ξ1µ′(dξi)

)
= Zn

β⋆ · E′
[
X · e−β⋆

∑n
i=1 ξi

]
. (1.48)

Let us choose X = 1{Xn≥a} in (1.48), so that

P(Xn ≥ a) = Zn
β⋆ · E′[1{Xn≥a} · e−β⋆nXn

]
. (1.49)

Now recall that under E′
, Xn ≈ a by usual law of large numbers, so the indicator inside is

successful with high probability. Thus, we expect the right hand side to look like Zn
β⋆ · e−β⋆na

,

which will match the upper bound (1.44). To make this rigorous, observe that we can restrict Xn

to a small interval near a to get a lower bound:

E′[1{Xn≥a} · e−β⋆nXn
]
≥ E′[1{a≤Xn<a+ε} · e−β⋆nXn

]
≥ e−β⋆n(a+ε) · P′(a ≤ Xn < a+ ε), (1.50)

where P′
is the probability under µ′

. From this, the lower bound (up to leading order in the

exponential) will follow by sending ε→ 0 and using the law of large numbers under P′
.

Note that even though we used the upper bound to motivate the lower bound, (1.49) directly

yields the correct upper bound by using

E
[
1{Xn≥a} · e−β⋆nXn

]
≤ e−β⋆na. (1.51)

Therefore, the Gibbsian comparison yields both upper and lower bounds simultaneously, suggest-

ing that µ′
, the tilt that makes the event Xn ≥ a barely typical12 is the right measure to study the

large deviation event, at least up to leading exponential order.

Let us perform a short computation to substantiate this last point. Suppose ξi are standard
Gaussians, and consider the probability of the large deviation event (a = 1):

P(Xn ≥ 1) = P

(
n∑

i=1

ξi ≥ n

)
. (1.52)

The choice of Gaussians is convenient, since

∑n
i=1 ξi ∼ N (0, n), so that

P

(
n∑

i=1

ξi ≥ n

)
=

∫ ∞

n

1√
2πn

exp

(
−x2

2n

)
dx. (1.53)

Write x = n+ t so that we may exactly compute

P

(
n∑

i=1

ξi ≥ n

)
=

∫ ∞

0

1√
2πn

· exp
(
−(n+ t)2

2n

)
dt

=
exp(−n/2)√

2πn
·
∫ ∞

0

exp

(
−t− t2

2n

)
dt. (1.54)

12
In the sense that we use the least tilt strength β to make the event typical.
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Thus, as n→ ∞,

P

(
n∑

i=1

ξi ≥ n

)
= exp

(
−n
2
+O(log n)

)
. (1.55)

We point out that this matches the large deviation rate function calculated from (1.41), since with

a = 1,

I(1) = sup
β≥0

(
β · 1− logE

[
eβξ1

])
= sup

β≥0

(
β − β2

2

)
=

1

2
. (1.56)

Now to justify that, under this conditioning, Xn is converted to a distribution where Xn is barely

larger than 1, we consider the conditional law of the excess
∑n

i=1 ξi − n. From (1.54), we have

P

(
n∑

i=1

ξi − n ∈ dt
∣∣∣ n∑

i=1

ξi ≥ n

)
=

exp
(
−t− t2

2n

)
dt∫ ∞

0

exp

(
−s− s2

2n

)
ds

. (1.57)

It is not hard to show that as n → ∞, this converges to an Exponential distribution with mean

1, i.e., the density converges to exp(−t)dt on [0,∞). Thus, the excess over the threshold n is of

order O(1), and thus the conditional law of Xn given Xn ≥ 1 is

Xn | Xn ≥ 1 ≈ 1 +
1

n
· θ, where θ ∼ Exp(1). (1.58)

That is, conditioned on the rare eventXn ≥ 1, it is extremely reluctant to go even higher, reducing

its prior variance of O(n−1/2) to just O(n−2). This is a common phenomenon in large deviations,

where the conditional law collapses around the threshold of the rare event. Unsurprisingly, a

common maxim in the theory of large deviations states that an unlikely event happens in the
likeliest possible way.

Still, it might appear that the form of the Gibbs measure constructed in (1.46) is a trick specific

to the proof. Curiously, this is not the case, and, in fact, the measure µ′
is exactly the right

modification of µ under the conditioning, a statement (and related generalizations) that goes by

the name of Gibbs conditioning principle. Given samples ξ1, . . . , ξn from µ, consider the empirical

measure

µ̂n :=
1

n

n∑
i=1

δξi , (1.59)

which is a random variable in the space of probability measures on R. Informally, the Gibbs

conditioning principle
13
says that the conditional law of ξ1 given that µ̂n is in some (atypical) set

13
The formal proof of this statement is rather nontrivial and goes via Sanov’s theorem, which states that the

empirical measure µ̂n satisfies a large deviation principle with rate function given by the relative entropy DKL(· ∥ µ),
that is

P(µ̂n ∈ A) ≈ exp

(
−n · inf

ν∈A
DKL(ν ∥ µ)

)
. (1.60)

This rate function is the origin of the relative entropy in this context, see [Dem09] for more details.
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A is close to the Gibbs measure that minimizes the relative entropy with respect to µ among all

measures in A. That is
14
,

P(ξ1 ∈ · | µ̂n ∈ A) ≈ argminν∈ADKL(ν ∥ µ). (1.61)

In our setting, A is the set of all probability measures with mean at least a, so that

A :=

{
probability measure ν :

∫
x · ν(dx) ≥ a

}
, (1.62)

Under a wide range of circumstances, the optimizer in (1.61) will have exactly mean a, so that the

optimization problem becomes

argminνDKL(ν ∥ µ) over ν such that

∫
x · ν(dx) = a. (1.63)

Note that this is precisely the optimization problem that led us to Gibbs tilt in (1.9), suggesting

an optimizer of the form exp(λ1x− λ2) · µ(dx) for some λ1, λ2. To solve for λ1, λ2, we use the
constraints. The probability constraint gives

1 =

∫
exp(λ1x− λ2)µ(dx) = e−λ2 · Zλ1 , (1.64)

so that eλ2 = Zλ1 . Meanwhile, the mean constraint gives

a =

∫
x · exp(λ1x− λ2)µ(dx) =

Eξ∼µ

[
ξeλ1ξ

]
Zλ1

, (1.65)

suggesting that λ1 = β⋆
from (1.45). Thus, the Gibbs measure constructed earlier is indeed the

optimizer of the relative entropy problem, and therefore, by Gibbs conditioning principle (1.61),

the correct conditional law of ξ1 given the large deviation event.

Although we have discussed the Gibbsian perspective as it arises in the context of classical

large deviations, perhaps an even greater beneficiary of this perspective is the budding theory

of nonlinear large deviations (see [Aus19], [CD16], [Eld18]). The key idea is as follows. One may

import the classical linear theory to study nonlinear functions, as long as the function admits a

piecewise linear approximation with not “too many” pieces. A vast array of these problems arise

naturally in combinatorics and random graphs, and such a problem will be our focus in Chapter 2.

1.6 The effect of disorder
Chapters 3, 4 and 5 of this dissertation will be devoted to understanding the multifaceted effect of
disorder on Gibbs measures, a crucial tool for modeling complex behavior in systems, such as glassy

14
Of course, in general, the argmin might not be unique, but we ignore such considerations here.
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dynamics in physics, or perhaps more recently, neural networks and optimization landscapes in

machine learning. We will consider several examples of this phenomenon in later chapters, such

as independent sets under the influence of hardcore constraints, Gaussian multiplicative chaos

modelling intermittency, or spin glasses in lattice environments. But first let us introduce the

main principles for the simpler, and already alluded to context of the Curie-Weiss model.

Generically, in a disordered setup, the Hamiltonian H itself is random (in contrast to deter-

ministic Hamiltonians considered till this point), typically depending on some underlying noise

field. A classical example of this is the Sherrington-Kirkpatrick (SK) model of spin glasses [SK75],

which is a disordered version of the Curie-Weiss model we already introduced above. Recall the

Curie-Weiss Hamiltonian from (1.19):

H(σ) = − 2

n

∑
1≤i<j≤n

σiσj. (1.66)

In this expression, all the coefficients
15
of σiσj are the same and equal to 1. These coefficients are

called couplings in the physics literature, and in the SK model, these couplings are replaced by

i.i.d. standard Gaussian random variables {Jij}1≤i<j≤n, so that the Hamiltonian
16
becomes

H(σ) = − 1√
n

∑
1≤i<j≤n

Jijσiσj. (1.67)

Since the Hamiltonian is random, so is the Gibbs measure

µSK

β (σ) ∝ exp(−βH(σ)). (1.68)

The literature often uses the term quenched disorder17 to refer to µSK

β , where the randomness in H
is frozen, in contrast to annealed disorder, where one also averages over the randomness in H :

µannealed SK

β (σ) = EJ [µ
SK

β (σ)]. (1.69)

The study of the SK model, in particular the quenched Gibbs measure, has been an extremely rich

interface between probability, physics, and optimization. We refer the reader to the comprehensive

account in [Tal03] for more specifics. Note that although the SK model is remarkably well

understood at this point, it is significantly more complicated compared to the Curie-Weiss model,

exhibiting what is called full replica symmetry breaking at low temperatures. Let us briefly explain

this terminology.

15
We will ignore the scaling 2/n for the moment. The scaling is always chosen so that the entropy and energy

compete, as discussed earlier.

16
The n−1/2

scaling comes again from energy-entropy considerations.

17
The term “spin glasses” as well as “quenched disorder” originates from the physical motivations of these models.

The process to create usual glass involves heating silica (and other ingredients) to a molten, disordered state. This

molten glass is then cooled rapidly (called quenching) so that the microstructure is frozen in the disordered state. The

energy landscape is so complex that this trapped state is highly difficult to escape from, leading to unusual physical

properties, referred to as “glassy” behavior. The SK model is a heavily idealized model of such systems, which is

nevertheless rich enough to capture many of the phenomena observed in real glasses.
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A primary aspect of distinction between the Curie-Weiss and SK models is the via the overlap
distribution of two independent samples from the Gibbs measure. For any two samples σ1, σ2 ∈
{−1, 1}n, their overlap is defined as

1

n
σ1 · σ2 =

1

n

n∑
i=1

σ1
i σ

2
i .

If the measure is in high temperature, we expect the samples to be close to i.i.d. {±1}, so that

the overlap is ≈ n−1/2
by central limit theorem. In low temperature, we expect the measure to

concentrate on a few modes, with the samples having the form

mode+ small noise, (1.70)

so that the overlap is essentially dictated by themodes of the two samples. For instance, in the Curie-
Weiss model at low temperature, the measure concentrates on two modes, with magnetization

±M⋆
, which depends on the temperature (see Figure 1.2). If a sample σ is from the mode with

magnetizationM⋆
, then the law of σ is close to i.i.d. ±1 with meanM⋆

. Then, two independent

samples σ1, σ2
from this mode will have overlap

1

n
σ1 · σ2 ≈ P(σ1

i = σ2
i )− P(σ1

i ̸= σ2
i ) ≈

1 + (M⋆)2

2
− 1− (M⋆)2

2
= (M⋆)2, (1.71)

and similarly if two samples are from opposite modes, the overlap will be ≈ −(M⋆)2. Thus, in
the Curie-Weiss model at low temperature, the overlap distribution (the law of the overlap of two

independent samples) is supported on two points: {−(M⋆)2, (M⋆)2}. The fact that the overlap
distribution has two masses should be interpreted as the measure having only two “modes”, arising
from the symmetry of the Hamiltonian.

The situation is significantly more complicated in the SK model at low temperature. Here, the

overlap distribution
18
is continuous and hence supported on infinitely many points in [−1, 1]. This

suggests that the measure has infinitely many corners, each contributing nontrivially to the overlap
distribution, a phenomenon called full replica symmetry breaking in the physics literature. The

first computation of this overlap distribution was performed by Parisi [Par79], with a rigorous

version following later in [Tal06].

Although the strength of the disorder is immaterial to the SK model (since the couplings

are Gaussian, so that scaling them is equivalent to scaling the temperature), in many disordered

systems, the strength does play a crucial role in the phase diagram. In Chapter 3, we will explore

the uniform independent set model on a disordered hypercube (see Figure 1.3), which is predicted

to exhibit infinitely many phase transitions as the disorder strength is varied.

Yet another effect of disorder is the origin of intermittent behavior. In Chapter 4, we will explore
the flagship model exhibiting this phenomenon, the Gaussian multiplicative chaos (GMC), a Gibbs

measure where the Hamiltonian is a Gaussian process. Before getting to the setup of interest in this

18
Since the SK measure is random, the overlap distribution shown here is averaged over the noise J . That is, the

replicas are sampled and compared with quenched noise, and finally, the overlap probabilities are averaged over J .
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Figure 1.3: A percolated hypercube in d = 3 dimensions. The dashed edges have been dropped

due to the percolation. The shaded vertices, which are all vertices with odd sum of bits, constitute
a maximum independent set when all the edges are present. In the absence of a few edges, the

independent set starts to develop defects. An extended version of this figure appears later as Figure
3.1.

thesis, analogously to the Curie-Weiss example, let us start with the simplest instance where the

phenomenon may be encountered. This is the random energy model (REM), which may be viewed

as a simplification of the SK model. Recall that in the SK model, each configuration σ ∈ {−1, 1}n
is assigned the energy

H(σ) = − 1√
n

∑
1≤i<j≤n

Jijσiσj. (1.72)

Note that H(σ) is itself Gaussian, with mean 0 and variance

Var(H(σ)) = E
[
H(σ)2

]
=

1

n

∑
1≤i<j≤n

E
[
J2
ij

]
=

1

n
· n(n− 1)

2
≈ n

2
. (1.73)

The random energy model (REM) suggests replacing the complicated Hamiltonian in (1.72) by i.i.d.

Gaussian energies:

H(σ) ∼ N
(
0,
n

2

)
i.i.d. over σ ∈ {−1, 1}n. (1.74)

Studying this Gibbs measure is essentially equivalent to studying the extrema of the random

field {H(σ)}σ∈{−1,1}n , which is a collection of 2n i.i.d. Gaussians. Consider any value t ∈ R. The
“density” of the number of Gaussians close to t is

N(t) := 2n · 1√
πn

exp

(
−t

2

n

)
. (1.75)

Each of these Gaussians contribute exp(−βt) to the partition function, so that the total contribution
from this “layer” is approximately

Zβ(t) := N(t) · exp(−βt) = 2n · 1√
πn

exp

(
−t

2

n
− βt

)
. (1.76)
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As earlier, the dominant layer is found by optimizing over t. Let us set t = ns to remove the n
dependence in the exponent, yielding

Zβ(ns) =
1√
πn

exp
(
−n(s2 + βs− log 2)

)
, (1.77)

which is minimized at s⋆ = −β/2, suggesting that the dominant layer
19
is at

t⋆ = ns⋆ = −nβ
2
. (1.78)

That is, the typical energy of a sample from the Gibbs measure is −nβ/2. The level set analysis
performed above may also be extended to understand the “support size” of the Gibbs measure. It

will turn out that the support is of lower dimension compared to the dimension n of the ambient

space, showing that the field is intermittent, producing large values on a random, small set of

locations.

While the REM is simple on account of the absence of any spatial correlation in the underlying

field, the key challenge in this area is to develop an understanding of analogous examples with

nontrivial correlations. The already mentioned GMC corresponds to the situation where the

correlation structure is logarithmic. This arises rather naturally in a variety of contexts in statistical
physics and probability theory, for instance, as scaling limits of critical 2D systems and as models of

planar conformal invariance. The particular perspective we will take in Chapter 4 is to understand

the question of universality of the GMC measure, that is, to what extent is the GMC measure stable

under replacing the Gaussian field by a more general field with the same covariance structure. We

postpone a detailed discussion to the introduction of the chapter itself.

Finally, we conclude this section by mentioning that, although largely glossed over in the

above discussion in favor of the typical sample, quite often the ground state (i.e., the state with
the least energy) is of significant interest in disordered systems. This is because, unlike simple

systems like the Curie-Weiss model, the ground state is often rather nontrivial to locate due the

presence of frustration, see Figure 1.4.
The difficulty of the situation is already evident in the SK model, where the ground state

must minimize the nontrivial quadratic form in (1.67) over the discrete hypercube {−1, 1}n, a
nonconvex discrete optimization problem that is computationally hard to solve exactly. In Chapter

5, we consider the ground state of Edwards-Anderson (EA) model of spin glasses [EA75], which is a

disordered version of the Ising model on the lattice Zd
(a formal definition will be provided in the

chapter). Originally, the SK model was proposed as a simpler, mean-field version of the EA model,

since the EA model is notoriously untractable, even via non-rigorous methods. We postpone a

more detailed discussion of the EA model and the associated hardships to the introduction of

Chapter 5.

19
Although we do not go into details here, note that this cannot be true for all β, since the maximum of 2n

Gaussians with variance n/2 each is 2
√

n
2 log 2n = n

√
log 2
2 . Thus, for β > 2

√
log 2, the behavior of the system

changes.
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σ1 = ±1 σ2 = ±1

σ3 = ±1

a < 0

b > 0c > 0

Figure 1.4: A frustrated triangle. We wish to assign ±1 values to the three nodes to minimize

the energy H = aσ1σ2 + bσ2σ3 + cσ3σ1. Here, the edge with negative coupling a < 0 prefers

σ1 ̸= σ2, while the other two edges with positive couplings b, c > 0 prefer σ2 = σ3 and σ3 = σ1.
It is impossible to satisfy all three constraints simultaneously, leading to frustration, where the

ground state must reconcile conflicting requirements. The true ground state will depend on the

values of the couplings a, b, c. Illustration is inspired by [Mou24].
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Chapter 2

Large deviations

The material in this chapter is based on the paper [Bas25]. We consider the upper tail question for
regular subgraph counts in the Erdős-Rényi random graph, a problem falling broadly within the
realm of nonlinear large deviations. The particular regime under consideration is the sparse case,
where the expected number of copies of the subgraph is constant. We uncover a remarkable phase
transition in the upper tail behavior, previously only understood in the simpler triangle case.

2.1 Introduction
We begin by introducing the Erdős-Rényi random graph:

Definition 2.1. The Erdős-Rényi random graph G(n, p) is a distribution on all graphs with n
vertices. In a sample G from this distribution, each of the

(
n
2

)
edges is present independently with

probability p.

It is easy to see that G(n, p) is a Gibbs measure with a simple Hamiltonian: for any collection

of edges E (say on a fixed vertex set V with |V | = n), the probability thatG ∼ G(n, p) has exactly
these edges is

p|E|(1− p)(
n
2)−|E| ∝ exp(−λ|E|), where λ = log

(
1− p

p

)
, (2.1)

where the proportionality hides a constant depending only on n and p. Thus, the Erdős-Rényi
graph encodes a model where the energy is dependent only on the number of edges in the graph.

Note that λ can be both positive or negative (i.e., encouraging less or more edges), depending on

whether p < 1/2 or p > 1/2, respectively.
At this point, many aspects of the Erdős-Rényi graph have been studied in great detail, with

some blooming into entire subfields of research. Of these, a particularly impressive body of work

has been devoted to the analysis of subgraph counts, also the focus of this chapter. We now

spend a few moments to setup the necessary background.
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Definition 2.2 (Subgraph counts). For a fixed graph H , and any graph G, let QH(G) be the

number of copies ofH inG. These copies are counted upto isomorphism. That is, a copy ofH inG
can be identified with a subset of edges of G (such that the corresponding subgraph is isomorphic

to H).

In fact, understanding the distribution of this count was already the focus of the seminal paper

of Erdős and Rényi [ER60], and the mantle has been carried by numerous subsequent works,

studying the number of copies as a function of the edge probability p (both fixed, and varying

with n).
Before we continue, let us briefly perform a few computations to help us guide our intuition.

Suppose H is a fixed graph on q vertices, and e edges (so e = |E|). We will pretend that q is
fixed and n is large (p can be fixed or varying with n). What is the expected number of copies

of H in G ∼ G(n, p)? Upto a constant depending only on H , the probability that a given subset

of q vertices of V hosts an isomorphic copy of H is Θ(pe). Since there are
(
n
q

)
such subsets, the

expected number of copies is

EQH(G) =

(
n

q

)
·Θ(pe) = Θ(nqpe). (2.2)

If p ≪ n−q/e), the first moment method now directly shows that QH(G) = 0. What about the

distributions when p = Θ
(
n−q/e

)
or p≫ n−q/e

? In the former case, since the expected count is

Θ(1), we expect a distributional limit, with Poisson being a natural guess. In the latter case, the

expected count diverges, and one expects Gaussian behavior to emerge. Indeed, these results have

been established in a series of works [Sch79; Bol81; Ruc88].

At this point, we wish to highlight a key point, perhaps illustrating the subtlety of the situation

at hand. The asymptotic Poisson distribution cannot truly hold for all choices of H . To see why,

consider the following example of H :

Figure 2.1: K5 plus an edge

This graph has q = 6 vertices and e = 11 edges, suggesting the critical threshold p = n−6/11
,

so that, naively, one expects Poisson behavior at this point. However, the critical threshold for

just K5 (the black vertices) on its own is p = n−5/10 = n−1/2 ≫ n−6/11
, suggesting the obviously

false statement that when we start to see copies of H , the number of copies of K5 is zero with high
probability.

What went wrong above? The issue is that one must not conflate the expected count with the

true count. In the graph H above, the expectation is constant at p = n−6/11
even though the K5
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does not occur with high probability. This happens because, even thoughK5 is rare, when it does

occur, it produces many copies of H , since you can produce a copy of H simply by adding one of

the many edges to the K5. Consequently, the count is large on a rare event, balancing out the

expectation. It is also possible to check to directly. The probability that we observe a clique at p =
n−6/11

is governed upto first order by the expected count Θ(n5p10) = Θ
(
n5−60/11

)
= Θ

(
n−5/11

)
.

However, as mentioned, when it does occur, it produces on the order of np = Θ
(
n5/11

)
copies of

H , making the expected count Θ(1).
Intuitively, this issue arises because the “hardest” subgraph of H to form is not H itself, but

theK5 subgraph of H . This situation does not occur for the so-called “strictly balanced” graphs,

which is the class of graphs for which [Bol81] establishes asymptotic Poissonian behavior. We will

define this class later in Section 2.3 (Definition 2.3), but suffice it to say that the most important

members of this class are the regular graphs, i.e., graphs with all vertices having the same degree

∆. Note that, in this situation, the critical probability p = n−2/∆
, since e = q∆/2.

Armed with the knowledge of the typical case behavior, we now turn our focus to the true

focus of this chapter, the upper tail problem. This is the study of the probability P(QH(G) > kn),
for some sequence kn to infinity. Perhaps the most studied instance of this question is to compute,

P(QH(G) > (1 + δ)EQH(G)), (2.3)

that is, we look for the probability that the count exceeds its expectation by a constant factor.

This problem was dubbed the “infamous upper tail” by Janson and Ruciński [JR02], and is already

extremely challenging even in the case of H = K3, the triangle.

An alternate perspective frequently employed in such settings is to view the Erdős-Rényi

graph as a distribution on bit-strings {0, 1}(
n
2), where each bit corresponds to an edge, and is 1 if

the edge is present, and 0 otherwise. Calling the edge variables x1, . . . , x(n2)
, note that the count

(say when H = K3) is simply the degree-3 polynomial

QH(G) =
∑

1≤i<j<k≤n

xijxjkxki. (2.4)

Thus, the large deviations question at hand is to probe the behavior of a nonlinear polynomial of

Bernoulli variables. It turned out that the classical theory of large deviations, which is very well-

developed for linear functions of independent variables, is not effective in this setting, spurring

the development of the theory of nonlinear large deviations. We note some of the key landmarks

in this area:

• Chatterjee and Varadhan [CV11] established asymptotically sharp estimates for the proba-

bility for fixed p. Their primary tools were the theory of dense graph limits (i.e., graphons)

and the Szemerédi regularity lemma [Sze75]. This allowed them to reduce the problem to a

natural “mean-field” variational problem.

However, due to poor quantitative estimates in the regularity lemma, their arguments could

only be extended to p decaying as a negative power of log n, see [LZ17].
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• The framework of nonlinear large deviations are established in [CD16]. This allowed p to
decay polynomially in n, slightly slower than n−1/42

in the case of triangles. A subsequent

work of Eldan [Eld18] improved this to p≫ n−1/18
.

• However, the mean-field variational problem is expected to hold as long as p ≫ log n/n.
Major progress was achieved by Augeri [Aug18] and Cook and Dembo [CD20], extending

the range of valid p to≫ n−1/2
, overcoming a significant barrier in this problem.

• Finally, developing the technique of entropic stability, Harel, Mousset and Samotij [HMS22]

essentially solved the upper tail problem in the regime p≫ 1/n, using methods inspired

by the classical moment arguments of Janson, Oleszkiewicz and Ruciński [JOR04]. Their

arguments form the basis of the current work and will be reviewed in detail later.

As noted earlier, the behavior when p = Θ
(
n−q/e

)
is Poissonian (note that when H = K3,

p = Θ(n−1), called the sparse Erdős-Rényi graph). Consequently, the traditional large deviations

problem 2.3 is not meaningful since a (constant-order) Poisson exceeds any multiple of its mean

with constant probability. Therefore, we turn to the following natural question.

How fast does kn have to grow to exhibit nontrivial upper-tail behavior for the problem
P(QH(G) > kn)?

ForH = K3, the cumulative efforts of Ganguly, Hiesmayr and Nam [GHN22] and Chakraborty,

van der Hofstad and den Hollander [CHH21] uncovered the following remarkable structural phase

transition:

• For k
1/3
n log kn ≪ log n (solved at approximately kn of order log3 n), the upper tail is

governed by the occurrence of many disjoint triangles.

• For k
1/3
n log kn ≫ log n, the upper tail is governed by the occurrence of a large clique

containing most of the requisite triangles.

Since the (limiting) number of triangles is a Poisson variable with tail

P(Pois(µ) ≥ k) = exp(−k log(k/µ) + smaller order terms), (2.5)

one expects the upper tail to follow the same for slowly growing kn. However, when kn is large, a

natural competing mechanism is the formation of a clique of size roughly k
1/3
n , containing almost

all of the requisite triangles. Similar computations as earlier show that the probability of the clique

is exp
(
−Θ
(
k
2/3
n log n

))
. Although completely unclear a priori, [GHN22; CHH21] conclude that

these two are indeed the only mechanisms that matter, so that the upper tail is

P(QH(G) ≥ kn) = exp
(
−Θ
(
min(kn log kn, k

2/3
n log n)

))
, (2.6)

(their results include precise constants for the exponent). Such a result for the triangle naturally

leads to the following question, which forms the main focus of this chapter:
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Does a similar phase transition occur for other subgraphs H?

The main theorem of this chapter answers this in the affirmative for regular graphs.

Theorem 2.1. Let H be a fixed connected ∆-regular graph on q vertices, with ∆ ≥ 2 and q ≥ 3.
Denote by p = pn = n−2/∆ the critical threshold. If kn ≥ 2 is sequence of numbers, andG ∼ G(n, pn),
the probability of QH(G) ≥ kn satisfies

C1exp(−C2Ln) ≤ P(QH(G) ≥ kn) ≤ C3exp(−C4Ln), where, (2.7)

Ln := min(kn log kn, k
2/q
n log n). (2.8)

Here the constants C1, C2, C3, C4 > 0 only depend on H .

It is easy to extend this result for pn = dn−2/∆
for any constant d > 0, but we choose d = 1

for notational simplicity. To relate this result to the threshold growth rate log3 n for the triangle

case, one may check that the two terms in the minimum are equal when k
1−2/q
n log kn = log n,

which is solved to be approximately kn of order logq/(q−2) n.
We conclude this introduction with a few questions still left unanswered by our result. Firstly,

we do not achieve precise constants in the exponent, which would be an effective first step towards

a structure theorem following [GHN22; CHH21]. Secondly, and perhaps a less serious restriction,

is that the theorem holds only for regular graphs, and not for the full class of strictly balanced

graphs.

The remainder of this chapter is focused on the proof of Theorem 2.1. A concise overview of

the main ideas is presented in the next section, Section 2.2. The lower bound in (2.7) is rather easy,

and its proof occupies Section 2.3. However, the bulk of this work is devoted to the upper bound.

Section 2.4 describes a key inequality that is used repeatedly in the proof. With this inequality in

hand, the proof splits into two parts, depending on whether kn is growing slowly (Section 2.5) or

fast (Section 2.6).

2.2 Main ideas
Throughout this chapter, we will inherit the notation from Theorem 2.1. All constants may depend

on H unless explicitly indicated otherwise. For any graph G, we will use V (G), E(G) to denote

the vertex set and the edge set respectively, while v(G), e(G) will be the respective sizes of these
sets. Further, dv will denote the degree of a vertex v (this is why we avoided using d for the degree
of H , and used ∆ instead). C will denote a constant which may change from line to line.

The lower bound is rather simple, since it only consists of showing that the two mechanisms

described in the introduction occur with the respective probabilities claimed for them. All the

main ideas go into the upper bound, which is what we will discuss in this section.

As described earlier, there are two main subparts to the upper bound, depending on whether

kn is small or large (in that sense that kn grows slowly or fast). It will turn out that the first part,

inspired by the arguments in [GHN22], will work all the way up to kn = nc
for some small c. The
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second part, borrowing ideas from [HMS22; CHH21], will work for all kn that grow faster than

everything that is poly log n. It is therefore clear that these cases cover the entire range of kn. The
predicted phase transition will emerge in the first part of the proof.

2.2.1 Small kn
Let us focus on the case of small kn first. Our goal is to show that for kn sufficiently small, the

optimal way to have kn copies ofH is to have them be disjoint. Suppose some connected subgraph

G′
, containing ℓ copies of H , occurs in G. We want to show these are unfavored by the measure,

if G′
contains more than one copy ofH . If G′

is not too large, the probability of G′
occurring is of

order

nvpe = n−( 2e
∆
−v), where v = v(G′), e = e(G′). (2.9)

At this point, [GHN22] crucially uses the fact that ∆ = 2 for the triangle, so that the above

probability is of order n−(e−v)
, an exponent that may be interpreted via the number of “tree-excess

edges” e− v + 1 of G′
after choosing a spanning tree. This interpretation is unavailable in our

setting, and we have to resort to a more general strategy.

Regardless, ifG′
is somewhat dense, one expects the exponent to be governed primarily by the

edge count e. Further, since G′
contains ℓ copies of H , one also expects e to be of order at least

ℓ2/q. The latter is not too hard to justify, since it is intuitive that the clique is the “most efficient”

allocation of edges, atleast for reasonable subgraphs H . For general regular graphs, such a lower

bound is indeed true, and follows (Lemma 2.7) from the general Hölder-type inequalities described

in Section 2.4.

In fact, even for general G′
, the exponent turns out to be dictated primarily by the edge count

(Lemma 2.11), resulting in a probability upper bound of order

n−Ce ≤ exp
(
−Cℓ2/q log n

)
. (2.10)

Note that to produce kn copies of H , one has to split up the contributions among some m
connected subgraphs G′

1, . . . , G
′
m, contributing ℓ1, . . . , ℓm copies respectively (such that they add

up to kn). These subgraphs are individually not too big, since kn itself is rather small in this

case. Consequently, their occurrences are essentially independent, resulting in a probability upper

bound of order

exp

(
−C log n

m∑
i=1

ℓ
2/q
i

)
. (2.11)

Assuming for the moment that the effective entropy of the choices is not too high, the union

bound will essentially yield that an upper bound of the probability is

exp(−C logMn), Mn = min
ℓ

m∑
i=1

ℓ
2/q
i . (2.12)

Due to the concavity of ℓ 7→ ℓ2/q, the optimal solution is then to set one ℓ1 = kn and the rest

to zero, explaining why the clique is a dominant mechanism, at least in certain regimes. However,
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there is another mechanism at play. For small kn, the Poisson asymptotic is effective, yielding a

tail of order exp(−kn log kn). This tail occurs due to the occurrence of disjoint copies of H , and

is the only other mechanism that can contribute to the probability. Note that the Poisson tail

is competitive only because of the log kn factor instead of a log n factor in the exponent. Recall

that the source of this log n factor is due to the fact that the clique entropy cannot compete with

the clique occurrence probability, which produced this log n factor. However, the Poisson tail is

entropy governed, removing the log n factor. Therefore, the final probability is the minimum of

two regimes, one where the entropy dominates (Poisson) and one where the energy dominates

(clique), resulting in the minimum in (2.7).

2.2.2 Large kn
Now we turn to the case of large kn, where we employ ideas from [HMS22; CHH21]. The key

observation is the following. We wish to replace the upper tail probability by the probability of

certain subgraphs occurring in G. These subgraphs are essentially defined by the property that, if

planted, they push the typical H count to near kn. A certain moment-type argument, essentially

verbatim from [HMS22; CHH21] and inspired by the classical moment arguments of [JOR04]

shows that one may indeed find such subgraphs with edge-count comparable to k
1/q
n -size cliques.

These subgraphs are called “cores”.

The bulk of the work is therefore in analyzing the structure of these cores, which is quite

challenging especially due to the lack of structure in H . Since the only a priori control we have
on cores come from the H-count when planted in G, we employ the Hölder-type inequalities of

Section 2.4, now inverted to deduce structural information about the cores. The goal is to produce

sufficiently strong constraints so as to facilitate an efficient classification for a union bound.

However, to illustrate the difficulties involved, let us consider a small example. Let H = C4,

the cycle on 4 vertices. In the case kn ∼ n, it turns out that all the complete bipartite graphs

K2,m (i.e. 2 vertices on one side) with m = O(
√
n) qualify as cores. Note that their count is of

the order of

(
n
m

)
= exp(O(

√
n log n)) whose exponent exactly matches the probability bound of

order exp(−Ck2/qn log n) = exp(−C
√
n log n) as claimed by Theorem 2.1 in this case. Therefore,

the viability of the union bound hangs on a delicate game of constants.

For certain simple subgraphs, notably the triangle, but even for general cycles, sufficiently

strong constraints are not hard to derive via direct combinatorial arguments. But, for arbitrary

regular graphs, a more general strategy is required. Once again, we employ the Hölder-type

inequalities of Section 2.4, but now in a more involved fashion. Although unlikely to be the only

effective combination, we choose to prove two crucial estimates, Lemmas 2.16 and 2.17, upon

which rests the entire classification of cores.

Lemma 2.16 is concerned with showing that cores contain almost as many as the required

number of copies of H . This, in turn, forces the edge count of the core to be comparable to that of

the optimal clique. Lemma 2.17 is perhaps less intuitive. It shows that for every edge (u, v) in a

core, the product of the degrees dudv is comparable to that of a clique. Note that both of these

results bring us closer to the structure of a clique.
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Armed with these two estimates, Lemma 2.18 classifies the cores and executes the promised

union bound. Essentially, we partition the vertices of the cores into two halves, the high-degree

and low-degree vertices. Further, the product condition in Lemma 2.17 forbids low-degree to

low-degree edges. It turns out that the high-degree vertices are not too numerous, and thus may

be fixed with a relatively low entropic cost. In fact, after a dyadic decomposition of the degrees,

the only difficult-to-fix vertices appear to be those with extremely low degrees, since their count is
very high. We omit a more detailed description of the proof here, referring to the short discussion

above Lemma 2.18 for more details.

We end this sectionwith aword about asymptotic notation. In addition to the usualO(·),Ω(·),Θ(·),
we also use Õ(g(n)) ∋ f(n) to mean that f(n)/poly log n = O(g(n)), and Ω̃(g(n)) ∋ f(n) to

mean that f(n)poly log n = Ω̃(g(n)). Finally, õ(g(n)) ∋ f(n) if and only if f(n)h(n) = o(g(n))
for every h(n) that is poly log n. So, for example, n0.9 = õ(n) but n/ log100 n ̸= õ(n). In fact

n/ log100 n = Ω̃(n).

2.3 Lower bounds
This short section collects the necessary results allowing us to assert the lower bound in Theorem

2.1. As promised in the introduction, we begin by describing the class of strictly balanced graphs,

since we will employ the result concerning their asymptotic Poisson behavior as established in

[Bol81].

Definition 2.3 (Density and strictly balanced graphs). For a graphH , denote by ρ(H) the density
e(H)/v(H), and call a connected graph strictly balanced if for any proper subgraph H ′ ⊊ H ,

ρ(H ′) < ρ(H).

Remark 2.1. Note that connected regular graphs are strictly balanced. Indeed, if H is ∆-regular,

then ρ(H) = ∆/2. However, any proper subgraph H ′ ⊊ H must have some vertex with degree

< ∆ (due to connectivity) so that ρ(H ′) < ∆/2.

With these definitions, [Bol81] establishes the following result.

Theorem 2.2 (Theorem 1 from [Bol81]). LetH be a fixed strictly balanced graph, andG ∼ G(n, p =
pn) with pn = n−1/ρ(H). Then QH(G)

d
=⇒ Pois(µ) for some constant µ depending on H .

[Bol81] describes µ explicitly, but we will not require a precise expression here. With this

result in hand, we proceed to lower bound the probability of the disjoint occurrence mechanism.

Lemma 2.3 (Disjoint occurrence). Let Ds denote the event that there are s disjoint copies of H in
G ∼ G(n, p = pn). Fix ε > 0. If s ≤ n1−ε,

P(Ds) ≥ Cexp(−Cs log s)

for all sufficiently large n depending on ε and constants depending only on H , as usual.
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The matching upper bound is stated in Lemma 2.10.

Proof. Partition the n vertices of Kn into s (almost) equal sized groups of size either ⌊n/s⌋ or
⌈n/s⌉. Setm := ⌊n/s⌋. Then,

P(s disjoint copies of H) ≥ P(G(m, pn) has a copy of H)s (2.13)

To lower bound the probability of the latter, observe that pn = n−2/∆ ≥ (2ms)−2/∆
, as long as

2ms ≥ n ⇐⇒ 2⌊n/s⌋ ≥ n/s,

which happens for all sufficiently large n depending on s (and uniformly in s ≤ n1−ε
depending

on ε). We assume this holds below. Then

P(G(m, pn) has a copy of H) ≥ P(G(m, (2ms)−2/∆) has a copy of H). (2.14)

We now employ a two stage sampling procedure as follows: to sample a G(m, (2ms)−2/∆), we first
sample a G(m,m−2/∆), and then keep each of its edges independently with probability (2s)−2/∆

.

It is clear that the resulting graph is a sample from G(m, (2ms)−2/∆). But crucially, we may

employ Theorem 2.2 to conclude that

P(G(m,m−2/∆) has a copy of H) ≥ c,

for a constant c depending on H for all sufficiently largem. A given copy of H in G(m,m−2/∆)
survives the second round of the procedure only if all its edges survive, which happens with

probability (
(2s)−2/∆

)e(H)
= (2s)−

2
∆

q∆
2 = (2s)−q.

Putting these together,

P(G(m, (2ms)−2/∆) has a copy of H) ≥ c(2s)−q,

so that we can invoke (2.13) and (2.14) to obtain

P(s disjoint copies of H) ≥
(
c(2s)−q

)s ≥ Cexp(−C ′s log s),

for sufficiently large n depending on ε.

The next lemma is a lower bound on clique occurrence probabilities.

Lemma 2.4 (Clique). The probability that there is a clique of size s ≥ 2 in G ∼ G(n, p = pn) is at
least exp(−cs2 log n) where c depends only on ∆.
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Proof. The probability of having a clique of size s is at least that of the event that any fixed set of

s vertices have all edges in between themselves. The probability of this latter event is exactly:

p
(s2)
n ≥ exp

(
−1

2
(s− 1)2 log(1/pn)

)
= exp

(
−cs2 log n

)
,

where c = c(∆). This proves the result.

These two results together imply

Lemma 2.5 (Lower bound of Theorem 2.1). In the notation above,

P(QH(G) ≥ kn) ≥ Cexp(−C ′Ln) = Cexp
(
−C ′min(kn log kn, k

2/q
n log n)

)
for constants C,C ′ depending on H .

Proof. Given the lemmas above, the only remaining part is that the smallest clique containing at

least kn copies of H is of size Ck
2/q
n , but this is immediate from a counting argument.

2.4 Finner’s inequality
As described earlier, one of the most important results we require throughout the rest of this

chapter is the following variant of Hölder’s inequality, essentially incorporating the combinatorial

structure of the factors involved. Applications of this inequality in the context of large deviations

on random graphs first appeared in [LZ15], where they used it to analyze the variational problem

associated with the upper tail deviations for G(n, p) with fixed p. In addition to [Fin92], [LZ15]

also contains a short inductive proof of this lemma (see Theorem 3.1 therein).

Lemma 2.6 (Finner’s inequality, [Fin92]). Let µ1, µ2, . . . , µn be probability measures on spaces
Ω1,Ω2, . . . ,Ωn respectively and define Ω =

∏n
i=1Ωi and µ =

∏n
i=1 µi. Also let A1, A2, . . . , Am

be nonempty subsets of [n] = {1, . . . , n}, and for any subset A ⊆ [n], denote µA =
∏

i∈A µi and
ΩA =

∏
i∈A Ωi. Suppose fi ∈ Lpi(ΩAi

, µAi
) (i.e., fi has finite pi-moment over the involved measures)

for each i ∈ [m], such that for all x ∈ [n], ∑
i:x∈Ai

p−1
i ≤ 1.

Then we have the inequality ∫ m∏
i=1

|fi|dµ ≤
m∏
i=1

(∫
|fi|pidµAi

)1/pi

.

Here, on the left-hand side, one should think of each fi extended to a function on Ω which depends
only on the coordinates in Ai.
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Remark 2.2. An important special case of this inequality, particularly in the study of the upper

tail problem for triangles, is the following. Suppose f ≥ 0 is a function on Lp([0, 1]2). Then,∫
f(x, y)f(y, z)f(z, x) dxdydz (2.15)

≤
(∫

f(x, y)pdxdy

)1/p

·
(∫

f(y, z)pdydz

)1/p

·
(∫

f(z, x)pdzdx

)1/p

, (2.16)

as long as p ≥ 2. Here n = 3,m = 3 and A1 = {1, 2}, A2 = {2, 3} and A3 = {3, 1}. The left
hand side of (2.15) turns out to the triangle count in a so-called graphon representation of the

graph, while the right hand side is related to the edge count.

Our primary application of this will be to count homomorphisms from H to G, using the

graphon representation of G.

Definition 2.4 (Graphon representation of a finite graphG). LetG be a finite graph on n vertices,

and without loss of generality, suppose its vertices are v0, . . . , vn−1. The graphon (representation)

of G is defined as a function fG : [0, 1]2 → {0, 1} as follows.

fG(x, y) = 1 ⇐⇒ ∃ 0 ≤ i, j < n :
i

n
≤ x <

i+ 1

n
,
j

n
≤ y <

j + 1

n
, (vi, vj) ∈ E(G)

else it is zero.

The graphon representation is essentially a continuous version of the adjacency matrix of G.
For, instance if G = K3, the adjacency matrix is

AG =

0 1 1
1 0 1
1 1 0

 . (2.17)

Meanwhile, its graphon, plotted as a heightmap over [0, 1]2 (with the convention that white is 0
and black is 1) is

The utility of this representation lies in the fact that this converts combinatorial counts into

integrals, for which we may apply analytic tools like Finner’s inequality. For instance, it is a

classical result (revealed by a direct computation) that the number of homomorphisms from H to

G is given by (see, for instance, [Lov12, Chapter 7], or [Cha17, Chapter 3]),

nq

∫
[0,1]q

∏
(u,v)∈E(H)

f(tu, tv)
∏

u∈V (H)

dtu. (2.18)

We will apply Lemma 2.6 to this integral and extract useful upper bounds on QH(G). The next
lemma records a particular instance of this technique, although stated for graphs H that are not

necessarily regular or connected. While this result may also be deduced from [LZ15, Corollary

3.2], we include a short proof for completeness.
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fG(x, y) =

0 1
3

2
3

1

1
3

2
3

1

Figure 2.2: Graphon representation of K3

Lemma 2.7. Let H be q-vertex e-edge (not necessarily connected) graph with each degree bounded
above by ∆. Let G be a graph with graphon fG. Write n = |V (G)|, and m = |E(G)|. Then the
number of homomorphisms of H in G, NH(G) is at most

NH(G) ≤ Cnq−2e/∆me/∆.

In particular for a regular H , 2e/∆ = q, so we have NH(G) ≤ Cmq/2.

Proof. We apply Finner’s inequality with Ωi = [0, 1] for all i ∈ [n], and µi being the uniform

measure on [0, 1]. For each edge e = (u, v) of H we choose Ae = {u, v} and pe = ∆. Then the

conditions are satisfied, and we get∫
[0,1]q

∏
(u,v)∈E(H)

fG(tu, tv)
∏

u∈V (H)

dtu ≤
∏

(u,v)∈E(H)

(∫
[0,1]2

fG(tu, tv)
∆ dtudtv

)1/∆

=

(
2m

n2

)e/∆

≤ Cme/∆n−2e/∆,

where we use the fact that fG is zero-one valued, so, f∆
G = fG. This finishes the proof.

The graphon representation and the formula for homomorphism density (2.18) is also useful

in bounding the expected number of copies of a particular graph H in a random graph G with

independent edges. To that end, we will first generalize our definition of a graphon representation.

For a given collection of probabilities 0 ≤ puv ≤ 1 for u < v ∈ [n], consider the random graph

model on the vertex set [n] where the edge (u, v) is present with probability puv , independently of

other edges (undirected edges). For such a model we define:

Definition 2.5 (Graphon representation of a finite random graph G with independent edges). For
the model described above, the associated graphon is defined as a function fG : [0, 1]2 → [0, 1]
satisfying

fG(x, y) = pij ⇐⇒ ∃ 0 ≤ i, j < n :
i

n
≤ x <

i+ 1

n
,
j

n
≤ y <

j + 1

n
, (i, j) ∈ E(G)
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else it is zero.

Finner’s inequality also produces the following result about the number of copies of H in G
containing a given edge e ∈ G, which, as alluded to in section 2.2, will be crucial in our analysis

of the core, see Lemma 2.17. This is a rather technical result, and the reader may wish to come

back to it only when it is first employed in Section 2.6.

Lemma 2.8. Let G∗ be a subgraph of Kn (with vertex set [n]), and let f be the graphon associated
with the random graph model G on [n] where the edges in G∗ are present with probability 1, and
every other edge is present with probability p independently. Suppose G∗ has a distinguished edge
(a, b), and let H be a ∆-regular graph with q vertices as in Theorem 2.1. Then, the expected number
of copies of H in G containing (a, b) is at most:

EQH(G) ≤ C ·
(
da + np∆

)∆−1
∆
(
db + np∆

)∆−1
∆
(
e+ n2p∆

) q
2
−2+ 1

∆

where e = e(G∗) and da, db are the degrees of a, b respectively in G∗.
Further, if Q′

H(G) is the number of expected number of copies of H in G containing (a, b) with
the additional constraint that some edge must come from outside G∗, then

EQ′
H(G) ≤ C ·max(B1, B2, B3)

where

B1 :=
(
da + np∆

)∆−2
∆
(
db + np∆

)∆−1
∆
(
e+ n2p∆

)q/2−2+1/∆
pn1/∆,

B2 :=
(
da + np∆

)∆−1
∆
(
db + np∆

)∆−2
∆
(
e+ n2p∆

)q/2−2+1/∆
pn1/∆,

B3 :=
(
da + np∆

)∆−1
∆
(
db + np∆

)∆−1
∆
(
e+ n2p∆

)q/2−2
pn2/∆.

Throughout, C is a constant depending only on H .

The terms B1, B2, B3 correspond to the cases when the edge coming from outside G∗
is

adjacent to a, b or none, respectively.

Proof. We begin by proving the first claim. Observe that

QH(G) ≤
∑
u∼v

N(u, v),

where

N(u, v) :=
∑

ϕ:V (H)→[n]
ϕ(u)=a,ϕ(v)=b,

ϕ injective

∏
x∼u

1(ϕ(u),ϕ(x))∈E(G)

∏
y∼v

1(ϕ(v),ϕ(y))∈E(G)

∏
w∼z

w,z ̸=u,v

1(ϕ(w),ϕ(z))∈E(G). (2.19)

N(u, v) counts all (injective) mappings ϕ : H → [n] preserving edges in H , such that the edge

(u, v) maps to (a, b). Here by x ∼ y we mean (x, y) ∈ E(H) (for brevity, in this proof we also
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adopt the convention that for u, if we write x ∼ u, we assume that x ̸= v, and similarly for v).
Also, w, z ̸= u, v means that {w, z}∩{u, v} = ∅. Regardless, from (2.19), it is clear that it suffices

to fix u ∼ v and prove the result, because summing over all distinct u ∼ v will only change the

constant C(H). For fixed u ∼ v we have

EN(u, v) ≤
∑
ϕ

E

∏
x∼u

1(ϕ(u),ϕ(x))∈E(G)

∏
y∼v

1(ϕ(v),ϕ(y))∈E(G)

∏
w∼z

w,z ̸=u,v

1(ϕ(w),ϕ(z))∈E(G)

,
where ϕ is understood to satisfy the conditions in the sum in (2.19). Since ϕ is injective, all the

edge random variables in the expectation above are independent, so we can write:

=
∑
ϕ

∏
x∼u

E
[
1(ϕ(u),ϕ(x))∈E(G)

]∏
y∼v

E
[
1(ϕ(v),ϕ(y))∈E(G)

] ∏
w∼z

w,z ̸=u,v

E
[
1(ϕ(w),ϕ(z))∈E(G)

]
.

For any vertex α ∈ [n], define the block of α as Bα := [α/n, (α + 1)/n). Then note that,

for instance, E
[
1(ϕ(x),ϕ(y))∈E(G)

]
= f(tx, ty) for any tx ∈ Bϕ(x), ty ∈ Bϕ(y). For any collection

{tx ∈ Bϕ(x) : x ∈ H}, we then have that:

=
∑
ϕ

∏
x∼u

f(tu, tx)
∏
y∼v

f(tv, ty)
∏
w∼z

w,z ̸=u,v

f(tw, tz).

Fix tu ∈ Ba, tv ∈ Bb. Since the summand is a constant over all choices of (tx)x̸=u,v as long as

(tx)x̸=u,v ∈
∏

x̸=u,v Bϕ(x), the above sum is the same as

= nq−2
∑
ϕ

∫
∏

x̸=u,v Bϕ(x)

∏
x∼u

f(tu, tx)
∏
y∼v

f(tv, ty)
∏
w∼z

w,z ̸=u,v

f(tw, tz)
∏
x̸=u,v

dtx,

where the factor of nq−2
is because the volume of each block Bϕ(x) is n

−1
. Finally observe that

across various choices of ϕ, the domains

∏
x̸=u,v Bϕ(x) are disjoint, so that the above is

≤ nq−2

∫
[0,1]q−2

∏
x∼u

f(tu, tx)
∏
y∼v

f(tv, ty)
∏
w∼z

w,z ̸=u,v

f(tw, tz)
∏
x̸=u,v

dtx.

At this point we apply Finner’s inequality with the sets given by {x} for all x ∼ u, {y} for all

y ∼ v, and {w, z} for all w ∼ z with w, z ̸= u, v. We use the weights pi ≡ ∆ for all these sets. It

is easy to verify that the conditions in Lemma 2.6 hold, and therefore:

≤ nq−2
∏
x∼u

(∫
f(tu, tx)

∆dtx

)1/∆∏
y∼v

(∫
f(tv, ty)

∆dty

)1/∆

∏
w∼z

w,z ̸=u,v

(∫
f(tw, tz)

∆dtwdtz

)1/∆

.
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In these products, the values for x, y, w, z do not matter because the integrals are always over

[0, 1] for each variable, so we can simplify to (we drop the domains [0, 1] and [0, 1]2 from the

notation):

= nq−2

(∫
f(tu, tx)

∆dtx

)∆−1
∆
(∫

f(tv, ty)
∆dty

)∆−1
∆
(∫

f(tw, tz)
∆dtwdtz

) q
2
−2+ 1

∆

,

where we use the fact that the number of edges with no endpoint among u, v is q∆/2−(2∆−1) =
q∆/2− 2∆ + 1. As the last step, we use the fact that f(tu, tx) is 1 when tx ∈ Bc with c ∼ a in
G∗

and otherwise it is p. Similar observations also hold for f(tv, ty) and f(tw, tz). Therefore the
above is

≤ nq−2

(
da
n

+ p∆
)∆−1

∆
(
db
n

+ p∆
)∆−1

∆
(
2e

n2
+ p∆

) q
2
−2+ 1

∆

,

because f(tu, tx) = 1 if and only if ϕ(u) ∼ ϕ(x) = a in G∗
(otherwise it is p). A similar argument

holds for the other two integrals. The factor of 2 (in 2e) in the last integral is because each edge in

G∗
is counted twice. Simplifying the above,

= nq−2 · n−2∆−1
∆

−2( q
2
−2+ 1

∆)︸ ︷︷ ︸
=1

(
da + np∆

)∆−1
∆
(
db + np∆

)∆−1
∆
(
2e+ n2p∆

) q
2
−2+ 1

∆ ,

which completes the proof by absorbing the factor of 2 in front of e into the constant C(H).
We now modify the previous argument to prove the second claim. Similar to (2.19), define

Nα,β(u, v) :=
∑

ϕ:V (H)→[n]
ϕ(u)=a,ϕ(v)=b,

ϕ injective

∏
x∼u

1(ϕ(u),ϕ(x))∈E(G)

∏
y∼v

1(ϕ(v),ϕ(y))∈E(G)

∏
w∼z

w,z ̸=u,v

1(ϕ(w),ϕ(z))∈E(G) · 1(ϕ(α),ϕ(β))/∈E(G∗)

for all (α, β) ∈ E(H) such that (α, β) ̸= (u, v). This counts the same quantity as N(u, v), except
now, (α, β) maps to an edge outside G∗

. Observe that

Q′
H(G) ≤

∑
(α,β)∈E(H)

∑
E(H)∋(u,v)̸=(α,β)

Nα,β(u, v)

so that it is again sufficient to prove the bound in question for Nα,β(u, v) for fixed α, β, u, v ∈ H
instead of Q′

H(G). Using calculations similar to the above we then obtain that

ENα,β(u, v) ≤ nq−2

∫
[0,1]q−2

∏
x∼u

f(tu, tx)
∏
y∼v

f(tv, ty)
∏
w∼z,

w,z ̸=u,v

f(tw, tz) · 1f(tα,tβ)=p

∏
x

dtx,
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because f(tα, tβ) = p if and only if (ϕ(α), ϕ(β)) /∈ E(G∗). As indicated in the remark after the

statement, now there are several cases depending on if α = u, α = v or α, β ̸= u, v (the cases for
β being similar).

• α = u, β ̸= v: The integral is then bounded by Finner’s inequality similar to the above to

obtain

ENα,β(u, v) ≤ nq−2
∏

β ̸=x∼u

(∫
f(tu, tx)

∆dtx

)1/∆∏
y∼v

(∫
f(tv, ty)

∆dty

)1/∆

∏
w∼z

w,z ̸=u,v

(∫
f(tw, tz)

∆dtwdtz

)1/∆(∫
f(tu, tβ)

∆1f(tu,tβ)=pdtβ

)1/∆

.

Observe that the last factor is ≤ p, so the above is bounded by

≤ nq−2

(
da
n

+ p∆
)∆−2

∆
(
db
n

+ p∆
)∆−1

∆
(
2e

n2
+ p∆

) q
2
−2+ 1

∆

· p

=
(
da + np∆

)∆−2
∆
(
db + np∆

)∆−1
∆
(
2e+ n2p∆

) q
2
−2+ 1

∆pn1/∆.

• α = v, β ̸= u: A calculation similar to the previous case will yield:

ENα,β(u, v) ≤
(
da + np∆

)∆−1
∆
(
db + np∆

)∆−2
∆
(
2e+ n2p∆

) q
2
−2+ 1

∆pn1/∆.

• α, β ̸= u, v: Then,

ENα,β(u, v) ≤ nq−2
∏
x∼u

(∫
f(tu, tx)

∆dtx

)1/∆∏
y∼v

(∫
f(tv, ty)

∆dty

)1/∆

∏
w∼z

w,z ̸=u,v
(w,z)̸=(α,β)

(∫
f(tw, tz)

∆dtwdtz

)1/∆(∫
f(tα, tβ)

∆1f(tα,tβ)=p dtαdtβ

)1/∆

.

Again the last factor is at most p, so that the above is bounded by

≤ nq−2

(
da
n

+ p∆
)∆−1

∆
(
db
n

+ p∆
)∆−1

∆
(
2e

n2
+ p∆

) q
2
−2

· p

=
(
da + np∆

)∆−1
∆
(
db + np∆

)∆−1
∆
(
2e+ n2p∆

) q
2
−2
pn2/∆.

Taking a maximum over these three cases and modifying C = C(H), we obtain the desired

result.
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2.5 Few copies
In this section, we will prove Theorem 2.1 for “small” values of kn. Henceforth we will abbreviate

Q = QH(G).

Definition 2.6 (Spanned Graph). A graph G is called an H-spanned graph (or “spanned graph”

for short) if G is connected and each edge is contained in a copy of H in G. We say it is spanned
by ℓ copies of H if there are ℓ distinct copies of H in G such that each edge of G is contained in

one of these copies. Note that these copies may share vertices and edges, but two copies cannot have
identical edge-sets. We will often use ℓ∗ = ℓ∗(G) to indicate the smallest possible value of ℓ for
which G is spanned by ℓ copies of H .

For brevity, let us adopt the shorthand that a graph is spanned by ℓ copies of H if (and only if)

it is a spanned graph and it is spanned by ℓ copies of H .

Remark 2.3. Definition 2.6 is the analog of “triangle-induced subgraphs” as defined in [GHN22].

Also note that ℓ∗ = 1 if and only if G = H up to isomorphism.

If we know that a graph G has kn copies of H , it is clear that one may find connected, disjoint

subgraphs G1, . . . , Gr (for some r ≥ 1) such that each Gi contains some ℓi copies of H with∑
ℓi ≥ kn. In fact, one may choose the Gi so that they are minimal, in the sense that they do not

contain any edge that do not belong to some copy of H . Note that this is precisely the condition

for each Gi to be spanned by H .

Since our proof will proceed via union bounding over all possible configurations of these Gi,

we begin by defining some useful events.

• Fℓ: there is a spanned subgraph of G which is spanned by ℓ copies of H .

• Ds: there are s vertex-disjoint copies of H in G (for brevity we will write “disjoint” to mean
vertex-disjoint).

• Es
ℓ1,...,ℓm

: there are (at least) s+m vertex-disjoint spanned subgraphs of G, with s of them
containing exactly one copy of H , and the remainingm of them each spanned by ℓi copies
for 1 ≤ i ≤ m. Since the order of the ℓi are immaterial, we will always assume that

2 ≤ ℓ1 ≤ ℓ2 ≤ . . . ≤ ℓm. When s = 0, we drop s, and simply write Eℓ1,...,ℓm . (Here s stands
for “singleton” copies, andm stands for “multiple” copies)

It will be convenient to introduce the “disjoint occurrence” operator on events, as defined in

[VK85, Section 3].

Definition 2.7 (Disjoint occurrence). Suppose A,B ⊆ {0, 1}n are two increasing events of a
collection of n boolean variables. That is, if ω ∈ A and ω′ ≥ ω coordinate-wise, then ω′ ∈ A as

well (and similarly for B). Define the event E = A ◦B, called the disjoint occurence of A and B,
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as follows. ω ∈ E if and only if there exist two disjoint subsets I, J ⊆ [n] (possibly depending on

ω) such that ωI ∈ A and ωJ ∈ B, where we define the restriction

(ωI)i =

{
ωi, i ∈ I,

0, i /∈ I,
(2.20)

and similarly for ωJ .

Remark 2.4. Note that ωI , ωJ ≤ ω (coordinate-wise), so ω ∈ A ∩ B as well. Therefore, in

particular, A ◦B ⊆ A∩B. Intuitively, A ◦B is the event that A and B are “witnessed” by disjoint

sets of variables. In our setting, these boolean variables are the edges of the random graph G, and

the increasing events are certain subgraph-occurrence events.

Further, note that A ◦ A is not A. It is the event that there are two disjoint “witnesses” for A.
For instance, if A is the event that there is a triangle in G, then A ◦ A is the event that there are

two disjoint triangles in G.

The most important result about this operator is the BK-inequality:

Lemma 2.9 (BK inequality, [VK85]). Let P be a probability measure where each coordinate of ω is
independent. Then, for any two increasing events A,B,

P(A ◦B) ≤ P(A)P(B). (2.21)

That is, disjoint occurrence is stronger than independence.

Note thatEs
ℓ1,...,ℓm

is almost the same as the disjoint occurrence ofDs and Fℓ1 , . . . , Fℓm . Except,

the condition on the former is slightly stronger, since disjoint occurrence is concerned with

disjointness in the variables, which in our case, are the edges. However, we will also enforce

vertex-disjointness, which is a stronger condition. Therefore, we have

Es
ℓ1,...,ℓm

⊆ Ds ◦ Fℓ1 ◦ · · · ◦ Fℓm .

Now, Lemma 2.9 yields

P(Es
ℓ1,...,ℓm

) ≤ P(Ds)
m∏
i=1

P(Fℓi), (2.22)

due to the BK-inequality. Therefore, our primary task now is to estimate P(Ds) and P(Fℓ).

Lemma 2.10. P(Ds) ≤ Cexp
(
−1

2
s log s

)
for some C = C(H).

Proof. The number of ways we can pick s disjoint subsets of [n] is at most

1

s!

(
n

q

)(
n− q

q

)
· · ·
(
n− (s− 1)q

q

)
=

n!

s!(q!)s(n− qs)!
≤ nqs

s!(q!)s
.
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Given a fixed set of vertices S of size q, the probability of it having a copy of H is at most

Cp−e
n = Cn−2e/∆ = Cn−q = exp(−q log n+ s logC),

where the constant C = C(H) is due to the number of isomorphic copies of H inKq . Then, by a

union bound, the probability of Ds satisfies

P(Ds) ≤ exp(qs log n− s log(q!)− log(s!)− qs log n+ s logC)

= exp(−s log(q!)− log(s!) + s logC).

By Stirling’s formula, we have log(s!) = s log s− s+O(log s). Therefore

P(Ds) ≤ exp(−s log s+Θ(s)) (2.23)

where the constant in Θ(s) depends only on H . Since s log s dominates for suffiently large s, the
result follows.

The next lemma delivers the control on
2
∆
e(S)− v(S), serving as a replacement for the “tree-

excess edges” interpretation of e(S)− v(S) + 1 in [GHN22] as described in Section 2.2. Such a

lemma is crucial for producing an effective bound on P(Fℓ).

Lemma 2.11. If S is a graph spanned by ℓ ≥ 2 copies of H then 2
∆
e(S)− v(S) ≥ Ce(S), where

C = C(H).

Proof. Observe that the optimal number of copies ℓ∗ = ℓ∗(S) needed to span S satisfies ℓ∗ ≥ Ce(S)
where C = 1/q2, because each copy of H contains at most q2 edges. Order these copies of H
in S as H1, . . . , Hℓ∗ , such that for each i, V (Hi) ∩ V (Si−1) ̸= ∅, where Si is the subgraph of

S spanned by H1, . . . , Hi (this can be done because S is spanned and connected). Note that

in general Si is distinct from the subgraph of S induced by V (Si). Each edge incident on any

x ∈ V (Hi)− V (Si−1) comes from Hi, and hence the degree of any such x is exactly ∆ in Si. For

each i > 1, also write bi ≥ 1 for the number of edges between V (Hi)− V (Si−1) and V (Si−1) (the
number of boundary edges), and let vi = |V (Hi)− V (Si−1)| (the number of new vertices). See

Figure 2.3 below for an illustration of these definitions.
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V (H4)− V (S3)

S2
H1

H2

H3

H4

b2

b3

b4

Figure 2.3: Variables in the proof of Lemma 2.11 with four copies of H .

We track the quantity fi :=
2
∆
e(Si)− v(Si). Observe that e(Si) ≥ e(Si−1)+ bi+ e(Hi−Si−1),

where Hi − Si−1 is the subgraph of Si induced by V (Hi) − V (Si−1) (the inequality is due to

ignoring edges in Hi with both endpoints in V (Si−1)). Crucially, note that

2e(Hi − Si−1) + bi = ∆vi

because both sides count the edges within V (Hi)− V (Si−1) twice. Therefore

e(Si) ≥ e(Si−1) + bi +
∆vi − bi

2
= e(Si−1) +

bi
2
+

∆vi
2
,

and so,

fi =
2

∆
e(Si)− v(Si) ≥

2

∆
e(Si−1) +

bi
∆

+ vi − v(Si)

=
2

∆
e(Si−1) +

bi
∆

+ vi − v(Si−1)− vi

(substituting v(Si) = v(Si−1) + vi). Therefore, the above is

= fi−1 +
bi
∆

≥ fi−1 +
1

∆
(since bi ≥ 1).

Since f1 = 0 we get fℓ∗ ≥ ℓ∗−1
∆

≥ ℓ∗
2∆

as long as ℓ∗ ≥ 2 which holds if ℓ ≥ 2 (this is because

ℓ ≥ 2 implies that there are more than e(H) edges in S). To conclude the proof, recall that

ℓ∗ ≥ e(S)/q2 = Ce(S).
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Using this structural result, we can now provide an upper bound on P(Fℓ).

Lemma 2.12. P(Fℓ) ≤ exp(−Cℓ2/q log n) for all 2 ≤ ℓ ≤ nc and all sufficiently large n, where
c = c(H), C = C(H) are constants.

Proof. For a fixed graph S spanned by ℓ copies of H , the probability of its occurrence in G ∼
G(n, p = n−2/∆) is at most of order(

n

v(S)

)
pe(S) ≤ nv(S)− 2

∆
e(S),

and as we saw above in Lemma 2.11, for such a graph,
2
∆
e(S)− v(S) ≥ Ce(S). Therefore this

probability is at most exp(−Ce(S) log n).
Let Fℓ,v,e be the event that there is a subgraph of G with v vertices, e edges, and spanned by ℓ

copies of H (note that v ≤ qℓ). The number of such S (say with vertex set [v] = {1, . . . , v}) is at
most

(
v2

e

)
≤ v2e, so by a direct union bound,

P(Fℓ,v,e) ≤ exp(−Ce log n)v2e

≤ exp(−Ce log n) exp(2e log(qℓ)),
≤ exp(−Ce log n),

by a different choice of C , as long as ℓ ≤ nc
for some small c depending on H . Finally, using the

fact that ℓ ≤ Ceq/2 (using Lemma 2.7) we see that the above is

≤ exp(−Cℓ2/q log n).

For a graph spanned by ℓ copies of H we have v, e ≤ Cℓ, so by union bounding over all such

possibilities, we get

P(Fℓ) ≤ Cℓ2 exp(−Cℓ2/q log n) ≤ exp(−Cℓ2/q log n),

(up to changing C) for sufficiently large n.

As alluded to earlier, we will now combine the estimates in Lemma 2.10 and Lemma 2.12 above

using a union bound. However, there is an enormous amount of entropy in the choices of ℓi and s.
But, we can reduce this entropy by grouping the ℓis into powers of 2, without losing too much in

the probability estimates. The following definition will be useful.

Definition 2.8. For a tuple (c1, c2, . . . , ct), define Ẽc1,...,ct to be the event that in the random graph

G ∼ G(n, pn), there are c1+ · · ·+ ct disjoint spanned graphs, with ci of them spanned by 2i copies
of H , for all i.

Essentially, we combine the F2i , . . . , F2i+1−1 into one event. Since the number of copies change

by at most a factor of 2, the probability bounds will remain intact.
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Although fairly clear from the definitions, let us quickly spell out the relationship between the

E events and the Ẽ events. Observe that Ẽc1,...,ct is a special case of events of the form Eℓ1,...,ℓm

wherem =
∑t

i=1 ci and the ℓis are powers of 2. Also, if a graph G satisfies Eℓ1,...,ℓm , then there is

a tuple (c1, . . . , ct) such that it also satisfies Ẽc1,...,ct , with

t∑
i=1

ci2
i ≥ 1

2

m∑
j=1

ℓj.

This is essentially done via “dropping” copies of H till the components are spanned by 2i compo-

nents for some i. More precisely, for each valid i, define

ci := |{j : 2i ≤ ℓj < 2i+1}|. (2.24)

We claim that G ∈ Ẽc1,...,ct . Let U1, . . . , Um be some choice of disjoint spanned subgraphs of G
witnessing Eℓ1,...,ℓm . Choose j such that Uj is spanned by ℓj copies of H and let i be such that

2i ≤ ℓj < 2i+1
. Order these copies of H such that the subgraph induced by any number of copies

from the beginning is connected (which can always be done because Uj is connected). Then take

the union of the first 2i copies. By construction this is a connected subgraph spanned by 2i copies
of H . Doing this for each j proves the claim.

With this preparation, the union bound will be sufficiently efficient, allowing us to prove

the following result, very closely resembling the upper bound in Theorem 2.1, except for the

restriction that kn is at most a small polynomial of n. This restriction will be removed in the next

section. The upshot of this lemma is showing that, as claimed in the introduction, there are exactly

two mechanisms that compete, at least in terms of contributing to the upper tail probability.

Lemma 2.13. For 2 ≤ kn ≤ nc (for a sufficiently small c = c(H)), we have

P(Q ≥ kn) ≤ Cexp
(
−C ′ min(kn log kn, k

2/q
n log n)

)
,

where C = C(H), C ′ = C ′(H) are constants depending only on H .

Proof. We abbreviate k = kn throughout this proof. Recall from the discussion below (2.22) that

the event {Q ≥ k} is equivalent to ⋃
s,m≥0,ℓi≥2

s+
∑

i≤m ℓi≥k

Es
ℓ1,...,ℓm

.

However any graph satisfying this also satisfies the event⋃
s,m≥0,ℓi≥2

s+
∑

i≤m ℓi=k

Es
ℓ1,...,ℓm

,
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because a spanned graph spanned by ℓ copies of H has a subgraph spanned by ℓ′ copies of H for

any ℓ′ ≤ ℓ by reasoning as below (2.24). We therefore focus on bounding the probability of the

latter.

Using the BK inequality (2.22) and the bound on P(Fℓ) we obtain

P(Ẽc1,...,ct) ≤
t∏

i=1

P(F2i)
ci

≤ exp

(
−C log n

t∑
i=1

ci2
2i/q

)
We use this bound and the fact that for each collection ℓ1, . . . , ℓm (with each ℓi ≥ 2), we can

find a vector c1, . . . , ct with ∑
i≤m

ℓi ≥
∑
j≤t

ci2
i ≥ 1

2

∑
i≤m

ℓi, (2.25)

such that Eℓ1,...,ℓm ⊆ Ẽc1,...,ct (see the discussion following Definition 2.8). This allows us to

conclude that for any k,

P

 ⋃
m≥1,ℓi≥2∑

i≤m ℓi=k

Eℓ1,...,ℓm

 ≤ P

 ⋃
t≥1,ci≥0

k≥
∑

i ci2
i≥k/2

Ẽc1,...,ct


≤ exp((log k)2)exp

(
−C log n ·min

∑
i≥1

ci2
2i/q

)
,

where the min is over all possible cis satisfying the condition in (2.25). The exp((log k)2) term
is a simple upper bound on the number of possible tuples (c1, . . . , ct) where t ≤ log2 k and

0 ≤ ci ≤ k/2 (note that this manageable subpolynomial entropy greets us only due to our efforts

to reduce to dyadic sizes in Definition 2.8). Concavity of ℓ 7→ ℓ2/q (see Lemma 2.19 in the Appendix)

then implies that th

≤ exp
(
C
(
log2 k − k2/q log n

))
.

Now observe that Es
ℓ1,...,ℓm

= Ds ◦ Eℓ1,...,ℓm . Another application of the BK inequality and our

estimate of P(Ds) from Lemma 2.10 yields

P

 ⋃
s,m≥0,ℓi≥2

s+
∑

i≤m ℓi=k

Es
ℓ1,...,ℓm

 ≤
∑
s≤k

P(Ds)P

 ⋃
m≥0,ℓi≥2∑
i≤m ℓi=k−s

Eℓ1,...,ℓm


≤ C exp(log2 k) · exp

(
−C min

1≤s≤k

(
1

2
s log s+ (k − s)2/q log n

))
,
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at which point we invoke Lemma 2.20 from the Appendix to obtain that the above is

≤ C exp(2 log2 k) · exp
(
−Cmin(k log k, k2/q log n)

)
.

Finally observe that since 2 log2 k ≪ min(k log k, k2/q log n) as k → ∞, by modifying constants

we may drop the prefactor of exp(2 log2 k), yielding the required result.

2.6 Many copies
In this section we will consider the case of large kn and demonstrate that the behavior described

in Lemma 2.13 actually persists all the way up to the maximum possible value of kn. However
our results here will only hold for kn such that kn ≫ f(n) for all f(n) = poly log n (we will

assume this lower bound on kn throughout this section). But this suffices to complete the proof of

Theorem 2.1 since Lemma 2.13 holds all the way up to kn a small polynomial of n.
We will employ a version of the techniques from [HMS22; CHH21]. The key idea is to observe

that if G has many copies of H , then, G must contain some subgraphs of relatively few edges (as

a function of the edge probability p = pn), but which, when planted in G, increase the expected
number of copies of H in G to almost the required number kn. Essentially, the upper tail event is
then reduced to the event thatG contains one of these subgraphs, which one hopes to union bound

over. As it turns out, our initial attempt to characterize this collection of subgraphs, which we call

“seeds”, is too large, but mostly due to the presence of edges that do not contribute significantly.

Trimming these edges will reduce the “seeds” to their “cores”, which are, in a sense, the minimal

subgraphs that can boost the expected number of copies of H in G. Cores will have manageable

entropy, but showing this requires a significant amount of effort. Along the way, we will repeatedly

use the tools we discussed in Section 2.4, uncovering strong structural properties of the cores,

derived from their probabilistic descriptions (see the definition of a core below in Definition 2.10)

These inputs will culminate in the full union bound achieved in Lemma 2.18, completing the proof

of Theorem 2.1.

Fix wn = 1/ log n in the rest of this section. In principle, wn can be taken to be anything that

is 1/poly log n, but we fix it so for concreteness.

Definition 2.9 (Seed). Let S ⊆ Kn be a (labeled) graph on the vertex set V = [n]. We call S a

seed if and only if:

1. ESQ := E[Q | S ⊆ G] ≥ (1− wn)kn,

2. e(S) ≤ Csw
−1
n k

2/q
n log(1/pn),

where e(S) is the number of edges in S. Here Cs is a constant depending on H that will be fixed

later.

Before we go into the proof of why seeds must occur in the upper tail, let us review a general

principle. Suppose, generically, we want to claim that some event A essentially dominates Q ≥ k
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in probability, where Q ≥ k is an upper-tail event. That is, we wish to claim

P(Q ≥ k) ≤ P(A) · (1 + o(1)). (2.26)

Then, since

P(Q ≥ k) = P(Q ≥ k,A) + P(Q ≥ k,Ac) ≤ P(A) + P(Q ≥ k,Ac), (2.27)

it suffices to claim that P(Q ≥ k,Ac) is negligible compared to P(A). Thus, we want to probe the

measure when Q ≥ k and show that, there, some event A is unlikely. This is an inconvenient

target to work with, but moments can help us. Let us reweight the space by Qℓ/kℓ, which is ≥ 1
when Q ≥ k. Clearly, this upper bounds the necessary probability, that is,

E
[
1Ac ·Qℓ

]
kℓ

≥ P(Q ≥ k,Ac). (2.28)

But, if Q ≥ k is indeed a rather rare event, we also expect this to be tight, since we expect

A 7→ P(Q ≥ k,A) to put all its mass on the event Q ≈ k, and the decay significantly beyond k to

the strong enough to kill any contribution of Qℓ/kℓ.
Why is Qℓ

an easier object to work with? Because, usually (and in our case) Q is a the sum of

many random variables, so that we can expand it out and work with the individual summands.

This idea is the heart of the argument below, adopted from [HMS22], and goes back to the moment

arguments of [JOR04].

Lemma 2.14 (Must have a seed). There is a sequence ξn → 0 such that

P(Q ≥ kn) ≤ (1 + ξn)P(G has a seed)

where G ∼ G(n, pn).

Proof. For a subgraph S ⊆ Kn, setZS := 1{G∩S has no seed} (we will also letZ := ZKn) and for anyH,
a subset of edges of Kn forming an isomorphic copy of H , denote YH := 1{all edges in H are present in G}.

Then observe that

P(Q ≥ kn, G has no seed) = P(QZ ≥ kn) ≤
E
[
QℓZ

]
kℓn

, (2.29)

for any ℓ ≥ 1 (we will choose ℓ later). Since Q =
∑

H YH (sum over all possible edge subsets of

Kn which are isomorphic to H).

E
[
QℓZ

]
=

∑
H1,...,Hℓ

E[YH1 · · ·YHℓ
· Z]

≤
∑

H1,...,Hℓ

E
[
YH1 · · ·YHℓ

· ZH1∪...∪Hℓ−1

]
, because ZS ≥ ZT if S ⊆ T ,

=
∑

H1,...,Hℓ

P(H1, . . . ,Hℓ are present,H1 ∪ . . . ∪ Hℓ−1 has no seed),
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But H1 ∪ . . . ∪ Hℓ−1 having (or not having) a seed is a deterministic fact, so we can reduce the

sum over all collections of Hi where this holds. We can group the terms in the sum above by

H1, . . . ,Hℓ−1 to obtain

=
∑

H1,...,Hℓ−1 with no seed

P(H1, . . . ,Hℓ−1 are present)
∑
Hℓ

E[YHℓ
| YHi

= 1,∀i ≤ ℓ− 1]

=
∑

H1,...,Hℓ−1 with no seed

E
[
YH1 · · ·YHℓ−1

ZH1∪...∪Hℓ−1

]
EH1∪...∪Hℓ−1

Q︸ ︷︷ ︸
≤(1−wn)kn

,

where we use the fact that H1 ∪ . . . ∪ Hℓ−1 has no seed, and in particular, is not a seed itself.

But we can only apply this reasoning if the total number of edges in H1 ∪ . . . ∪ Hℓ−1 is at most

Cw−1
n k

2/q
n log(1/pn) (see Definition 2.9) which happens at least as long as

ℓ ≤ Csq
−2w−1

n k2/qn log(1/pn), (2.30)

because H1 ∪ . . .∪Hℓ−1 has at most q2ℓ edges (and thus the only reason it is not a seed is that the

conditional expectation condition is violated). Observe that the bound obtained for E
[
QℓZ

]
has a

recursive structure, which we can iterate in ℓ to obtain

E
[
QℓZ

]
≤ (1− wn)

ℓkℓn,

giving us the eventual upper bound via (2.29)

P(Q ≥ kn, G has no seed) ≤ (1− wn)
ℓ

for all ℓ satisfying the bound in (2.30). Now observe that a clique of size ck
1/q
n has at least kn copies

of H (where c = c(H) is a constant), and it has Ck
2/q
n many edges. Therefore by choosing Cs

in the definition of a seed large enough, we can make this clique a seed. The probability of its

occurrence is

P(ck1/qn clique in G) ≥ exp
(
−Ck2/qn log n

)
(recall that various occurrences of C can mean different H-dependent constants). Choose ℓ =

⌊Csq
−2w−1

n k
2/q
n log(1/pn)⌋ to get:

P(Q ≥ kn, G has no seed) ≤ (1− wn)
ℓ

≤ exp
(
−Cq−2k2/qn log(1/pn)

)
≤ ξnP(ck2/qn clique)

where ξn → 0 as long as Cs/q
2
is large enough. But as we saw above, this is a seed, so we can

replace the bound above by

≤ ξnP(Gn has seed),

which finishes the proof.
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The previous lemma reduces our task to upper bounding P(G has a seed). However, as dis-
cussed earlier, seeds are too numerous, and we must trim them to reduce to their “essential

subgraph”, called “cores”. Each seed will contain a core, and so the previous lemma has an

equivalent version with {G has a seed} replaced by {G has a core}.

Definition 2.10 (Core). Let G∗ ⊆ Kn be a (labeled) graph on V = [n]. We call it a core if it has

no isolated vertices and,

1. EG∗Q ≥ (1− 2wn)kn,

2. e(G∗) ≤ Csw
−1
n k

2/q
n log(1/pn),

3. EG∗Q− EG∗−fQ ≥ tn :=
w2

nk
(q−2)/q
n

Cs log(1/pn)

(
= Ω̃(k(q−2)/q

n )
)
, for all edges f ∈ E(G∗),

that is, it is a (slightly weaker) seed, but now each edge has to contribute significantly.

As indicated earlier, every seed contains a core:

Lemma 2.15. If G is a seed, then there is a subset G∗ ⊆ G which is a core.

Proof. We iteratively delete edges violating (3). Removing such an edge does not reduce EGQ by

more than tn. Therefore over all e(G) edges, the maximum possible decrease is tne(G) ≤ wnkn,
so that the reduced graph still satisfies (1). If we cannot remove an edge, it is already a core.

Now, we commence our program of bounding the number of cores. This will be achieved by

first concluding certain strong structural properties of cores, the focus of the next few lemmas.

Lemma 2.16 (Cores have many copies of H). For a core G∗, let QH(G
∗) be the number of copies

of H in G∗. Then QH(G
∗) ≥ kn − o(kn). In particular, via Lemma 2.7, there is a C such that

e(G∗) ≥ Ck
2/q
n .

Proof. We denote byH an isomorphic copy ofH inKn, i.e. a subset of edges which are isomorphic

to H . Then we know that

(1− 2wn)kn ≤ EG∗Q =
∑
H

p|H−G∗|
n ≤ QH(G

∗) +
∑

|H−G∗|≥1

p|H−G∗|
n ,

where H − G∗
is the collection of edges in H that are not in G∗

. For a given copy H in Kn, fix

an isomorphism ϕH mapping E(H) → H. Let c be the number of edges in H − G∗
with both

endpoints in V (G∗), b be the number of edges in H−G∗
with one endpoint in V (Kn)− V (G∗)

and other in V (G∗), and let x be the number of vertices in H outside G∗
. Also denote by X ⊆ H

the subgraph which is mapped (under ϕH) to outside G∗
(so that x = |V (X)|), and let Y ⊆ H be

the subgraph of H whose vertices are mapped (under ϕH) to G
∗
and whose edges are mapped to

E(G∗) (so that V (X) ∪ V (Y ) = V (H) but E(X) ∪ E(Y ) is not E(H); the edges counted in b
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and c are the ones in E(H) − (E(X) ∪ E(Y ))). Observe that Y may contain isolated vertices.

Denote by y = |V (Y )|. See Figure 2.4 below for an illustration of these definitions.

X

Y

G∗

H

b

c

Figure 2.4: Variables in the proof of Lemma 2.16.

We will now upper-bound the contribution of all copies H which satisfy the configuration

specified by (b, c,X, Y ). Observe that

x+ y = q,

|E(Y )|+ |E(X)|+ b+ c = E(H) = q∆/2,

2|E(X)|+ b = ∆|V (X)| = x∆.

Solving these equations we get

|E(X)| = x∆− b

2
,

|E(Y )| = q∆

2
− b− c− x∆

2
+
b

2
=
q∆− x∆− b− 2c

2
.

Since b+ |E(X)|+ c edges come from outside G∗
, for each such H, p|H−G∗|

n is at most

Cn− 2
∆
·(b+|E(X)|+c) = Cn− 2

∆
·x∆+b+2c

2 = Cn−x− b
∆
− 2c

∆ .

Now we need to count the number of such copies of H. Firstly, the image of X can be chosen in

(at most) nx
ways, which can be included in the “cost” to obtain n− b

∆
− 2c

∆ . The final cost will be

the product of this with the number of copies of Y in G∗
(fixing it will fix all the vertices, and

therefore all the edges counted in b and c).
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To count the number of copies of Y inG∗
, observe that Y being a subgraph ofH hasmax-degree

∆. So we can apply Lemma 2.7 to obtain that the count is at most

Ce|E(Y )|/∆vy−2|E(Y )|/∆

where v = v(G∗) and e = e(G∗). Putting everything together, the total cost is at most

Ce
q−x
2

− b+2c
2∆ vq−x−2 q−x

2
+ b+2c

∆ n− b
∆
− 2c

∆ = Ce
q−x
2

− b+2c
2∆ v

b+2c
∆ n− b+2c

∆ ≤ Ce
q
2
−x+b+2c

2∆

as v ≤ n and∆ ≥ 1. If b+2c+x ≥ 1, then this is õ(kn) because e = Õ(k
2/q
n ) (and kn ≫ poly log n

as assumed at the beginning of this section). But this is indeed the case since H is connected

and |H − G∗| ≥ 1, implying that the contribution of the part of the sum corresponding to the

configuration (b, c,X, Y ) is õ(kn).
Considering all possible distinct configurations of (b, c,X, Y ) (of which there are C = C(H)

many), we see that the total contribution of the second term in the first display of the proof is

õ(kn). This concludes the proof.

As indicated in Section 2.2, the following “product of degrees” lemma is a key combinatorial

input in our proof, derived via an application of Finner’s inequality, Lemma 2.6.

Lemma 2.17 (Product of degrees). There is a function g(n) = Ω̃(k
1/q
n ), depending only on H ,

such that the following holds for all sufficiently large n. Suppose G∗ is a core. For every edge
f = (a, b) ∈ E(G∗), we have dadb ≥ g2(n) and da, db ≥ ∆. Therefore every vertex in a core has
degree at least ∆ since none of them are isolated.

Remark 2.5. Every vertex which is a part of some copy of H in G∗
must have degree at least ∆.

But the lemma above does not claim that every vertex in G∗
is a part of some copy of H , just the

weaker statement that every vertex has degree at least ∆. Specifically, it does not rule out the

case of a vertex which has a very large degree in G∗
but is not part of any copy of H in G∗

.

Proof. This proof is a direct application of Lemma 2.8, and property (3) of the definition of a core

(Definition 2.10). Observe that

EG∗Q− EG∗−fQ =
∑
H

p|H−G∗|
n −

∑
H

p|H−(G∗−f)|
n

where |H−G∗| is again a shorthand for the number of edges in H not in G∗
. Therefore the above

is

=
∑
H

p|H−G∗|
n − p|H−(G∗−f)|

n .

Now observe that for any H which does not contain f , the term is zero, and for any H containing

f , |H− (G∗ − f)| = 1 + |H−G∗|. Therefore, the above is

= (1− pn)
∑
H∋f

p|H−G∗|
n ,
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where we sum over all H containing f . This is bounded by

≤
∑
H∋f

p|H−G∗|
n .

This last expression is the expected number of copies of H containing the edge f with G∗
planted

in G, and thus ripe for the application of Lemma 2.8. Applying the first half of that lemma, we

obtain that this is at most

≤ C · (da + np∆n )
∆−1
∆ (db + np∆n )

∆−1
∆ (e+ n2p∆n )

q
2
−2+ 1

∆ ,

where da, db ≥ 1 are the degrees of a, b respectively in G∗
and e = e(G∗). Recall that p∆n = n−2

,

so that by modifying the constants, we can write

≤ C · (dadb)
∆−1
∆ e

q
2
−2+ 1

∆ .

Since G∗
is a core, e = Õ(k

2/q
n ), so that

≤ (dadb)
∆−1
∆ Õ

(
k
1− 4

q
+ 2

q∆
n

)
.

Definition 2.10 and the preceding chain of inequalities then imply

tn = Ω̃

(
k
1− 2

q
n

)
≤ EG∗Q− EG∗−fQ ≤ (dadb)

∆−1
∆ Õ

(
k
1− 4

q
+ 2

q∆
n

)
,

and therefore,

(dadb)
∆−1
∆ ≥ Ω̃

(
k

2
q
− 2

q∆
n

)
⇐⇒ dadb ≥ Ω̃(k2/qn ).

Observe that this lower bound is uniform over all cores, and just depends on H . We define this

function to be g2(n), completing the proof of the first claim.

For the other part, we apply the second half of Lemma 2.8. Suppose da < ∆. Then (given

G∗ ⊆ G) there is no copy ofH in G∗
containing f becauseH is∆-regular. Then every copy ofH

inG containing f must have some other edge coming from outsideG∗
. The number of such copies

is bounded above in expectation, using Lemma 2.8, by C ·max(B1, B2, B3) where B1, B2, B3 are

as defined in the lemma. Observe that db ≤ e(G∗) = Õ(k
2/q
n ), so that we can bound B1, B2, B3 as
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follows:

B1 := (da + np∆)
∆−2
∆ (db + np∆)

∆−1
∆ (e+ n2p∆)q/2−2+1/∆pn1/∆

≤ Õ

((
k2/qn

)∆−1
∆

+ q
2
−2+ 1

∆

)
n−1/∆ = Õ(k1−2/q

n )n−1/∆ = õ(k1−2/q
n ),

B2 := (da + np∆)
∆−1
∆ (db + np∆)

∆−2
∆ (e+ n2p∆)q/2−2+1/∆pn1/∆

≤ Õ

((
k2/qn

)∆−2
∆

+ q
2
−2+ 1

∆

)
n−1/∆ = Õ(k1−2/q

n )n−1/∆ = õ(k1−2/q
n ),

B3 := (da + np∆)
∆−1
∆ (db + np∆)

∆−1
∆ (e+ n2p∆)q/2−2pn2/∆

≤ Õ

((
k2/qn

)∆−1
∆

+ q
2
−2
)

= Õ

(
k
1− 2

q
− 2

q∆
n

)
= õ(k1−2/q

n ),

because kn grows superpolylogarithmically. Therefore the expectation is bounded by õ(k
1−2/q
n ).

But, as in the proof of the first claim, this must be at least tn = Ω̃(k
1−2/q
n ). This is a contradiction

(for sufficiently large n), proving the claim.

With this preparation in place, we are now ready to prove the main lemma of this section,

Lemma 2.18, which is the upper bound on the probability of existence of a core. Combined with

Lemma 2.13, this will complete the proof of the upper bound in Theorem 2.1. The proof is rather

technical, so we begin with a high-level overview of the main steps involved. Broadly, the proof

proceeds via successively specializing the class of cores whose (collective) probability we have to

upper bound.

1. We bi-partition the vertices of the core into high degree (degree ≥ g(n) with g(n) as in
Lemma 2.17) and low degree vertices (everything else) and using Lemma 2.17 ensure that

edges from low degree vertices can only go to sufficiently high degree vertices (and no low

degree to low degree edges are possible).

2. Since there are a relatively small number of high degree vertices, we can fix all of them in

V (Kn) = [n] (without incurring too high an entropy cost).

3. At this point the case where at least half of the edges in the core comes from the edges

within this high-degree set is dealt with using straightforward binomial tail probabilities,

leaving us with the more complicated case when at least half of the edges go between the

high and low degree sets. The remainder of the proof assumes that this is the case.

4. Now we attempt to fix all the low degree vertices as well. But the straightforward bound of

e = E(G∗) on their count is too lossy, thus necessitating further control. However, by a

dyadic decomposition, we can fix all of them except the ones with very low degree.

5. But vertices with extremely low degree can have edges only to vertices with very high degree,
again by Lemma 2.17, whose number is very small, allowing us to also fix all the neighbor

sets of these low degree vertices (and therefore their degrees as well).
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6. However, since each vertex in the core has degree at least ∆ (Lemma 2.17), the number

of such low degree vertices cannot exceed 1/∆ times the number of edges between the

high and low degree sets. This improved bound by a factor of 1/∆ indeed turns out to be

sufficient to balance the cost of fixing the low degree vertices against the probability of

these edges actually existing (recall that we have already fixed the neighbor sets for these

vertices). A calculation then shows that this works out favorably, finishing the proof.

Lemma 2.18. Assume kn grows fast enough (as described at the beginning of this section). The
probability that G(n, pn) has a core is at most C exp(−C ′k

2/q
n log n) for constants C,C ′ depending

on H . As a consequence, the probability of Q ≥ kn also satisfies the same bound (up to changing C).

Proof. Let g(n) = Ω̃(k
1/q
n ) be the function in Lemma 2.17, and suppose G∗ ⊆ Kn is a core. Let L

(stands for “left”, see Figure 2.5 below) be the set of high-degree vertices in G∗
defined to be those

with degree ≥ g(n) in G∗
, and set R = V (G∗)− L (with R standing for “right”). By Lemma 2.17

every edge in G∗
must have an endpoint in L. Also we have |L| ≤ Lmax where Lmax = Õ(k

1/q
n )

because e(G∗) = Õ(k
2/q
n ). Note that the implicit poly log n factor in Õ(k

1/q
n ) does not depend on

G∗
.

Now recall that a core has at least Ck
2/q
n edges as was proved in Lemma 2.16. For brevity let

e = e(G∗). Since all these edges have an endpoint in L, either at least e/2 of them have both their

endpoints in L or at least e/2 of them have one endpoint in L and the other in R. The probability
that at least e/2 edges come from within L is bounded by the probability that there is a set of size

at most Lmax containing at least Ck
2/q
n edges (with a different C). For a fixed set of size at most

Lmax, the probability it has so many edges is at most

P
(
Bin

((
Lmax

2

)
, pn

)
≥ Ck2/qn

)
≤ P

(
Bin(L2

max/2, pn) ≥ Ck2/qn

)
which may be upper bounded using Lemma 2.21 from the Appendix (since pn ≪ Ck

2/q
n

L2
max

) to obtain

≤ exp

(
−C ′k2/qn log

(
Ck

2/q
n

L2
maxpn

))
, C, C ′

constants.

Recalling that Lmax = Õ(k
1/q
n ), we can conclude that the above is therefore at most

≤ exp
(
−Ck2/qn log n

)
, because Ck2/qn /L2

max ≥
1

poly log n
,

for sufficiently large n. The total number of ways of picking such a subset of size at most Lmax

from V (Kn) is at most

nLmax ≤ exp
(
k1/qn poly log n

)
,
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so that the probability that there is a subset of vertices of size at most Lmax with at least e/2 edges
inside it is at most

exp
(
k1/qn poly log n− Ck2/qn log n

)
≤ C ′exp

(
−Ck2/qn log n

)
. (2.31)

Therefore for the class of cores satisfying this condition, we have the desired bound.

In the remainder of the proof our task is to show a similar bound for cores which do not satisfy

this condition, i.e., have fewer than e/2 edges coming from within L, and consequently, there

must be at least e/2 edges between L and R. Partition L into m = O(log n) pieces dyadically
depending on the degree, i.e., define the (disjoint) sets

Li := {v ∈ L : g(n)2i−1 ≤ dv < g(n)2i}, i = 1, 2, . . . ,m

where dv is the degree of v in G
∗
. Note that in fact, we can choosem such that

10ρ(n) < 2mg(n) ≤ 20ρ(n) (2.32)

where ρ(n) is the maximum number of edges in a core as in Definition 2.10, because this ensures

that the sets Lm+1, . . . are empty by the bound dv ≤ e for all v ∈ G∗
(observe that this definition

does not depend on the choice of core, but only on n, H and kn). Also define the nested sets:

Ri := {v ∈ R : dv ≥ g(n)2−i}, i = 1, 2, . . . ,m

so that R1 ⊆ R2 ⊆ . . . (see Figure 2.5). Invoking Lemma 2.17, observe that every edge (a, b)
between L and R goes from a vertex in Li to one in Ri, for some i, and that

|Ri| ≤
2i+1e

g(n)
. (2.33)

First we fixm, e and all the {eij}i,j≤m defined as

eij := number of edges between Li and Rj −Rj−1, where R0 := ∅.

The total number of such distinct sequences is at most exp(poly log n) because each of these is at

most n2
, and there are O(log2 n) numbers to fix. This factor will be negligible while applying a

union bound, and hence it suffices to consider the class of cores which satisfy these choices. In

the sequel we also use the notation

ei := number of edges between Li and Ri =
i∑

j=1

eij.

Now fix the sets L1, . . . , Lm. Since the total number of distinct choices of each Li is at most

nLmax ≤ exp
(
Ck1/qn log n

)
,
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the total number of ways to choose L1, . . . , Lm is only

exp
(
Ck1/qn log2 n

)
= exp

(
o(k2/qn )

)
so that we can fix these and bound the probability of the resulting subclass of cores, again using

the fact that this factor will be negligible in a union bound.

Note that by definition (see (2.32))

2m ≤ C
ρ(n)

g(n)
≤ Õ(k

2/q
n )

Ω̃(k
1/q
n )

= Õ(k1/qn ).

Then there is a function h(n) = o(k
2/q
n ) depending only on H such that we can choose s =

Θ(log log n) satisfying

m−s∑
i=1

|Ri| ≤
m−s∑
i=1

2i+1 e

g(n)
≤ 2m−s+2 e

g(n)
=
Õ(k

1/q
n )Õ(k

1/q
n )

2s
≤ h(n), (2.34)

and also for all i > m− s,

|Li| ≤
Ce

2ig(n)
≤ C ′ e

g(n)
· g(n)
ρ(n)

· 2s ≤ C ′ · 2s ≤ poly log n, C,C ′
constants. (2.35)

Observe that s only depends on n and H , and is fixed beforehand. For this choice of s, we can
similarly fix R1, . . . , Rm−s by first fixing the sizes of all the Ri (which is a sequence of length

O(log n) each of value at most n, so that total number of ways is exp(poly log n)) satisfying the
constraint that

m−s∑
i=1

|Ri| ≤ h(n), (same as in (2.34))

and then choosing these sets as subsets of [n] in

exp

(
m−s∑
i=1

|Ri| log n

)
= exp

(
o(k2/qn log n)

)
ways.
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R1
L1

R2

L2

R3

L3

R′
L′

e′

e3

e2

e1

Figure 2.5: Variables in the proof of Lemma 2.18 wherem− s = 3.

Denote by L′ := ∪i>m−sLi, R
′ := R−Rm−s, and e

′
for the number of edges between L′

and

R′
(see Figure 2.5). Observe that

e′ =
∑

m−s<i,j≤m

eij.

Since |L′| ≤ poly log n and |Rm−s| ≤ h(n), we may exclude the case of at least e/4 edges between
L′

and Rm−s by bounding the probability that there is any pair of sets A,B ⊆ [n] of size at

most poly log n and h(n) ≤ o(k
2/q
n ) (respectively) such that they have at least e/4 ≥ Ck

2/q
n edges

between them. We may choose the sizes of A and B and then A and B themselves in at most

exp(poly log n)

(
n

poly log n

)(
n

h(n)

)
≤ exp

(
o(k2/qn ) log n

)
ways, and after fixing A and B, the probability of there being at least Ck

2/q
n edges between them

is at most

P(Bin(poly log n · h(n), pn) ≥ Ck2/qn ) ≤ exp

(
−Ck2/qn log

Ck
2/q
n

poly log n · h(n) · n−2/∆

)
≤ exp

(
−Ck2/qn log n

)
using Lemma 2.21 and the bound h(n) ≤ o(k

2/q
n ). Therefore, by a union bound over all A,B, this

probability is at most of the same order as our eventual bound, so we may restrict ourselves to the

case when the number of edges between L′
and Rm−s is at most e/4. Therefore, since

m−s∑
i=1

ei + e′ + (number of edges between L′
and Rm−s) = (number of edges between L and R) > e/2,
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we can restrict ourselves to the case when

∑m−s
i=1 ei + e′ > e/4. We assume this in the remainder

of the proof.

Note that due to our choices, L′
and e′ are fixed (since all the Li and eij were fixed earlier), but

R′
depends on the core. However every edge between L and R with an endpoint in R′

must go to

L′
. Fix the size r′ = |R′| (in n ways) and then fix the degrees of the vertices in R′

, say d1, . . . , dr′ .
Since we must ensure d1 + . . .+ dr′ = e′, and each degree di ≤ |L′| ≤ poly log n, the number of

ways to choose these is at most

(poly log n)e
′ ≤ exp(ce′ log log n),

where c is an absolute constant. Being in a core, vertices in R′
must have degree at least ∆ (due

to Lemma 2.17). Now we also fix the neighbor sets Si (with |Si| = di) of each these vertices, the

number of ways of which is at most

|L′|
∑r′

i=1 di ≤ exp(e′ log |L′|) ≤ exp(ce′ log log n).

Therefore, we can fix r′, d1, . . . , dr′ , S1, . . . , Sr′ in a total of

n · exp(ce′ log log n)

ways. We will prove a final probability bound of exp(−ce log n) on this class of cores, so we can

ignore these factors (observe that this bound is sufficient because e ≥ Ck
2/q
n as claimed earlier).

For the final step of the proof, let us first summarize the information we have fixed after the

reductions above. For each distinct class of cores, we know

• m = O(log n), the number of dyadic pieces,

• e, the number of edges in the core,

• L1, . . . , Lm, all the pieces in the high-degree set,

• R1, . . . , Rm−s, all except the last s pieces in the low-degree set,

• e1, . . . , em, the number of edges between every Li and Ri (in fact we know all the eij),

•

∑m−s
i=1 ei + e′ ≥ e/4. Define e′′ =

∑m−s
i=1 ei.

• r′, the size of R′
.

• d1, . . . , dr′ , the degrees of vertices in R
′
.

• and S1, . . . , Sr′ , their associated neighbor sets (which are known to be subsets of L′
).

with a total count of exp
(
o(k

2/q
n log n)

)
many such classes. We now wish to show a total prob-

ability bound of exp
(
−Ck2/qn log n

)
on each such class of cores. Note that this is sufficient to
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complete the proof. For the rest of this argument, we fix such a class and show this claimed upper

bound.

Choose R′
and a bijection ψ : [r′] → R′

(choosing the assignment of the previously fixed

degrees and neighbor sets to the vertices) in at most exp(r′ log n) ways. But each degree is at least

∆, therefore e′ ≥ r′∆ =⇒ r′ ≤ e′/∆, so that the total number of ways is at most exp( e
′

∆
log n).

Fixing R′
and ψ also fixes all the edges between R′

and L′
via the information about S1, . . . , Sr′

so that the probability of this class is then at most

exp(−e′ log(1/pn))
m−s∏
i=1

P(Bin(|Li||Ri|, pn) ≥ ei),

where the second factor accounts for ei edges between Li and Ri. Multiplying the number of

ways to fix R′
and ψ and substituting pn = n−2/∆

, we get

exp

(
e′

∆
log n− 2

∆
e′ log n

)m−s∏
i=1

P(Bin(|Li||Ri|, pn) ≥ ei).

If e′ ≥ e/8, we are done, because the first factor itself is atmost exp(−ce log n) ≤ exp
(
−Ck2/qn log n

)
.

If not, we must have e′′ :=
∑m−s

i=1 ei ≥ e/8. In that case the first term is at most 1 and the second

term is at most

P

(
Bin

(
m−s∑
i=1

|Li||Ri|, pn

)
≥ e/8

)
≤ P

(
Bin
(
Õ(k2/qn ), pn

)
≥ e/8

)
because from (2.33) and (2.35) we have |Li||Ri| ≤ C e2

g(n)2
= Õ(k

2/q
n ) andm = O(log n). Applying

Lemma 2.21 we bound the above by

≤ exp

(
−Ce log

(
e

8Õ(k
2/q
n )n−2/∆

))

using the fact that pn = n−2/∆ ≪ e/Õ(k
2/q
n ) = Ω̃(1). So the quantity inside the log is Ω̃(n2/∆)

yielding the bound,

≤ exp(−Ce log n)

for a constant C , as required.

Combining the results of Lemma 2.13 and Lemma 2.18 finishes the proof of our main theorem,

Theorem 2.1.
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2.7 Appendix
This appendix collects useful lemmas that were required in the proofs above.

Lemma 2.19. Let p > 1 be a real. Then for any sequence of nonnegative reals (xi)ni=1 we have∑
i x

1/p
i ≥ (

∑
i xi)

1/p.

Proof. Let s =
∑
xi, and yi = xi/s for i ∈ [n]. Then yi ≤ 1, so y

1/p
i ≥ yi. Therefore

∑
i y

1/p
i ≥∑

i yi = 1. Substituting back the values of yi, we obtain the result.

Lemma 2.20. For any k ≥ 2 and A > 0,

min
0≤s≤k

(
1

2
s log s+ A(k − s)2/q

)
≥ c ·min(k log k,Ak2/q),

where c is an absolute constant.

Proof. Let s∗ be the optimal value of s. If s∗ ≥ k/2, then the above quantity is at least

k

4
log

(
k

2

)
≥ 1

100
k log k,

as long as k ≥ 3. If not, k − s∗ ≥ k/2 in which case the result is clear. Finally if k = 2, the result
can be verified manually.

Next we prove an estimate about the tails of the binomial distribution. A related result already

appeared in [LZ17, Lemma 3.3].

Lemma 2.21 (Binomial tails). Suppose N = N(n),M =M(n) → ∞ and pn = o(M/N). Then

P(Bin(N, pn) ≥M) ≤ exp

(
−(1− o(1))M log

(
M

Npn

))
.

Proof. By Chernoff’s method we know that,

P(Bin(N, pn) ≥M) ≤ exp(−NHpn(M/N)),

whereHp(t) = DKL(Ber(t) ∥Ber(p)), so it suffices to show thatHpn

(
M

N

)
≥ (1−o(1))M

N
log

(
M

Npn

)
,

which can be reduced to proving that for p≪ x < 1, we have

Hp(x) ≥ (1− o(1))x log(x/p).

It is indeed well-known that Hp(x) ∼ x log(x/p) in this regime, see for instance [LZ17, Lemma

3.3]. For the purposes of completeness we include a proof of this weaker variant. To see this recall

that

Hp(x) = x log

(
x

p

)
+ (1− x) log

(
1− x

1− p

)
︸ ︷︷ ︸

<0

,
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so it suffices to show that

(1− x) log
1− p

1− x
= o(1) · x log x

p
⇐⇒ 1− x

x

log 1−p
1−x

log x
p

→ 0 ⇐⇒ 1− x

x

log
(
1 + x−p

1−x

)
log x

p

→ 0.

Now log(1 + x) ≤ x, so this is implied by

1− x

x

x− p

1− x
log−1(x/p) → 0

which is clear because x− p ≤ x and x/p→ ∞.
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Chapter 3

A family of phase transitions

The material in this chapter is based on the papers [CGW24] and [CGW25]. We consider uniform
independent sets on a random graph, in particular, the p-percolated hypercube. This model has been
the focus of a recent flurry of activity, on account of its apparent rich phase diagram with an infinite
sequence of phase transitions as p is decreased from 1 to 0. We answer multiple open questions in this
area, providing a comprehensive description of the model above a threshold slightly below p = 1

2
.

3.1 Introduction and main ideas
In this chapter, we will consider yet another perspective on the effect of disorder on Gibbs

measures. The specific model under consideration is the uniform independent set on a graph, that

is, a uniformly chosen independent set (among all the independent sets). To remind the reader,

an independent set of a graph G = (V,E) is simply a subset of vertices I ⊆ V such that no two

vertices of I are adjacent. We will also briefly discuss generalizations to the hardcore model, which
is defined as follows. For a parameter λ > 0, called the fugacity, the hardcore model assigns

probability

µλ(I) :=
λ|I|

Z
, (3.1)

if I is independent, and 0 otherwise. Here |I| is the number of vertices in I (also called its size), and
Z is the partition function, chosen, as usual, to ensure that µλ is a probability measure. Note that

λ = 1 corresponds to the uniform independent set, meanwhile as λ→ ∞, the measure settles on

the maximum independent sets of G.
Let us quickly note that in the hardcore model the presence of any vertex v ∈ I completely

forbids the presence of all its neighbors, making this model (strongly) antiferromagnetic, as opposed
to ferromagnetic models like the Ising model where the sign of a neighbor is encouraged to align
with that of v. Typically antiferromagnetic models are harder to analyze due to the lack of powerful

monotonicity properties usually enjoyed by ferromagnetic models.

Understanding the behavior of independent sets on random graphs have been a major theme

in probability and statistical physics over the last few decades. This falls within the broad push
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Figure 3.1: A 3-dimensional percolated hypercube (left), with the even (clear) and odd (shaded)

sides separated to show the bipartite structure (right). The dashed edges have been dropped due

to the percolation. The usual hypercube contains all the edges, dashed or not.

to study random constraint satisfaction problems. At this point, a remarkable phase diagram has

been established for the geometry of the set of independent sets, where the measure transitions

from the replica-symmetric regime (behaving similarly to a “product” measure) to condensation
and shattering where the sets break up into various clusters, see [Bar+13; CE15; DSS16] for some

state-of-the-art results in this direction.

We also wish to mention a particularly interesting thread of results, especially relevant to this

chapter, concerning approximations of the partition function for the hardcore model. Weitz [Wei06]

gave a deterministic polynomial-time algorithm to approximate the partition function on graphs

of maximum degree d when λ < λc(d), where

λc(d) :=
(d− 1)d−1

(d− 2)d
= O(1/d), (3.2)

the so-called uniqueness threshold on the infinite d-regular tree. This result is complemented by

Sly [Sly10], Galanis, Ge, Štefankovič, Vigoda and Yang [Gal+14] and Sly and Sun [SS12] who

showed that for λ > λc(d), there is no polynomial time approximation scheme for the partition

function (unless NP = RP). The key takeaway then is that O(1/d) is the critical scale of λ for the

hardness of approximating the partition function, so, in particular, counting independent sets, even
approximately, is hard in general on large degree graphs.

However, not all is lost, especially for graphs with a clear ground state, i.e., a clear maximum

independent set. One such example is the hypercube Qd := {0, 1}d, with the nearest neighbor

structure (see Figure 3.1). Note that each vertex in Qd has degree d, and each side is a maximum
independent set. We will refer to the two sides as Even and Odd, depending on the parity of the

number of 1. Leaving a review of the history of this model for later, suppose, for now, we are

trying to approximate the number of independent sets on Qd, that is, we are considering λ = 1.
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Perhaps one approach could be to consider a typical independent set as a perturbation of Even
(symmetrically of Odd), and see how the defects interact. This is the key idea behind a recent

line of works (see for instance [JP20; KS22]), but the approach goes back to the seminal result of

Korshunov and Sapozhenko [KS83] who computed the leading-order behavior of the number of

independent sets in Qd:

i(Qd) ∼ 22
d−1 · 2 ·

√
e. (3.3)

To see why, assume for the moment the hypothesis that a typical independent set I consists almost

all vertices on one side (say Odd), and only a few “defects” on the other side (in this case, Even).
Suppose S = I ∩ Even is the set of defects. Then, given S, the distribution of I ∩ Odd is simply a

uniform subset of all the non-neighbors of S. Note that the number of such possibilities is simply

22
d−1−N(S)

(where N(S) is the number of neighbors of S). As we will see, the typical size of S is

O(1), so it is highly likely that no two vertices in S share neighbors, so that, in fact N(S) = d|S|.
Thus, the overall count is approximately

2 ·
∑

S⊆Even

22
d−1−d|S| = 2 · 22d−1 ·

2d−1∑
k=0

(
2d−1

k

)
2−dk. (3.4)

The leading factor of 2 accounts for the symmetric choice of the defect side between Even and

Odd. Note that
(
2d−1

k

)
≤ 2(d−1)k/k!, so the summand is at most 2−k/k!. This suggests that the

typical value of k = |S| is O(1). Further, if k is small, the approximation

(
2d−1

k

)
≈ (2d−1)k/k! is

quite accurate, so the sum is approximately

2 · 22d−1
∞∑
k=0

2−k

k!
= 2 · 22d−1 ·

√
e, (3.5)

from the Taylor expansion of e1/2, recovering (3.3). Of course, the majority of the work in [KS83]

is in justifying that the defects are indeed sparse, which is achieved via an application of the

powerful graph container method.
The techniques of [KS83] were sharpened and systematized by Jenssen and Perkins [JP20]

who provided an algorithm to compute arbitrary lower-order terms in the approximation. This

is based on a more careful analysis of the defects, which can be formalized via the language of

abstract polymer models and subsequently understood via the cluster expansion. Intuitively, the
corrections appear due to the contributions of sets with not just single vertex defects, but also
connected clusters of defects, called polymers.

As mentioned above, independent sets on random graphs have been of considerable interest,

and in this setting, Kronenberg and Spinka [KS22] initiated the study of independent sets on

random subgraphs of the hypercube, obtained via percolating the edges of Qd with parameter p.
That is, we consider the hypercube Qd,p obtained by deleting each edge of Qd independently with

probability 1− p. This reduction in the edge count loosens the constraints, and therefore allows

larger independent sets, and one may expect to see larger and interacting defects, even in the first

order. It is this model that is the focus of the present chapter.
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[KS22] adapted the cluster expansion to this setting, but studying the annealed version of the

hardcore model on Qd,p, extracting arbitrarily sharp approximations of the moment E
[
i(Qd,p)

k
]

via an algorithm, similar to the approach of [JP20]. Interestingly, these moment calculations

revealed a possible phase transition at p = 2
3
, and they conjectured a central limit theorem

for i(Qd,p) when p >
2
3
, as well as a lognormal

1
limit theorem for p = 2

3
. However, moment

calculations allowed them to extract a Gaussian limit only for p sufficiently close to 1 as a function
of d, but not for any fixed p < 1.

In this chapter, we detail two major results in this direction. Firstly, we show that above

p > 2
3
, the conjectured CLT holds. Further at p = 2

3
, the limit is not quite lognormal, but a

sum of two independent lognormals (due to the Even and Odd sides). Secondly, we push our

techniques to go below p = 1
2
, a natural transition point for many properties of the hypercube, and

extract a description of the partition function, which now involves both single and double vertex
defects, which we call singletons and dimers. All of these proofs are based on a more probabilistic

understanding of the approximation of i(Qd,p), circumventing most of the technical machinery of

cluster expansions. We expect this framework may be iterated, although not without significant

technical challenge, to push the approximations to even lower p.
Let us spend a few moments on the overall structure of the argument, which will be helpful

to keep in mind. The entire story begins with a rather explicit description of the number of

independent sets, given in the display below.

i(Qd,p) = 22
d−1

∑
S⊆Even

2−Np(S), (3.6)

which simply follows from counting the number of independent sets I with I ∩ Even = S for

each S ⊆ Even. This is the primary object we analyze in this chapter.

However, the collection of all subsets of Even is quite complicated, and here, a rather simple

application of the cluster expansion essentially shows that when p is large, the dominant contri-

bution is from S with sparse non-interacting defects. However, note that the defect side can be

either Even and Odd. That is, the suggested approximation is∑
S⊆Even

2−Np(S) ≈
∑

S⊆Even,non-interacting

2−Np(S) +
∑

S⊆Odd,non-interacting

2−Np(S)
(3.7)

≈
∑

S⊆Even

2−d
∑

v∈S Np(v) +
∑

S⊆Odd

2−d
∑

v∈S Np(v)
(3.8)

=
∏

v∈Even

(
1 + 2−Np(v)

)
+
∏

v∈Odd

(
1 + 2−Np(v)

)
(3.9)

The first approximation splits the cases into when the defect side is Even versus Odd, and the last

approximation is because (a) sparse defects do not share neighbors, and (b) it can be shown that

the latter is also dominated by sparse subsets S. At this point we quickly note that at p = 1,∏
v∈Even

(
1 + 2−Np(v)

)
=
(
1 + 2−d

)2d−1

→
√
e, (3.10)

1
Recall that a lognormal variable takes the form exp(Z) where Z ∼ N (µ, σ).
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consistent with (3.3). Let us now ask ourselves the question, if X1, X2, . . . are i.i.d. nonnegative
random variables, when does

∏
i(1 +Xi) have a limit, and what does it look like? This is a rather

classical question. For a quick answer, note that x− x2/2 ≤ log(1 + x) ≤ x, so∑
i

(
Xi −

X2
i

2

)
≤
∑
i

log(1 +Xi) ≤
∑
i

Xi. (3.11)

Therefore, if

∑
i
X2

i

2
vanishes, then log

∏
i(1+Xi) has the same limit as

∑
iXi, which is Gaussian

via an usual CLT. In our case, Xi = 2−Np(vi)
(under some fixed ordering vi of the vertices on the

Even side), so that

E
[
X2

i

]
= E

[
2−2·Ber(p)

]d
=

(
1− p+ p · 1

4

)d

=

(
1− 3p

4

)d

. (3.12)

Thus,

∑
i E[X2

i ] vanishes if 1 −
3p
4
< 1

2
, i.e., when p > 2

3
. The first moment method then also

shows that

∑
iX

2
i vanishes. This is consistent with the origin of the transition at p = 2

3
. Since

the variance of

∑
iXi is a similar computation, yielding Var(

∑
iXi) = Õ((2− 3p

2
)d) (here, and

below, Õ will hide poly(d) factors), we obtain that for p > 2
3
,

log
(∏

(1 +Xi)
)
∼ N

(
µd, σ

2
d

)
, µd = 2d−1E[X1], σ

2
d = 2d−1Var(X1), (3.13)

where σd → 0. The vanishing variance suggests that its exponential, i.e.,
∏
(1 + Xi), is also

a Gaussian (with nearly the same variance), justifying a Gaussian limit for p > 2
3
. Further, at

p = 2
3
, the variance becomes a constant, and the limit is a sum of two independent lognormals

(the independence is not immediate, but is a consequence of the weak dependence between the

two sides).

It is possible to show that the dominance of sparse singleton defects continues to hold until

p = 2 −
√
2 ≈ 0.586, wherein the above analysis continues to hold, although the limiting

distribution is not easily described due to its diverging variance. Regardless, let us now consider

the case when p < 2−
√
2, where we must consider the effect of dimers.

Essentially, the approximation we must now consider is∑
S⊆Even

2−Np(S) ≈ ZEven + ZOdd, (3.14)

where

ZEven =
∑

S⊆Even,S=S1∪S2

2−[Np(S1)+Np(S2)], (3.15)

where the sum is over all S decomposable as S = S1 ∪ S2 where S1 consists of non-interacting

singletons and S2 consists of non-interacting dimers, and they are also non-interacting with each

other (we will use more precise notation later in the paper, but for now we keep the notation



CHAPTER 3. A FAMILY OF PHASE TRANSITIONS 63

simple). ZOdd is defined similarly. We use non-interacting to mean that they do not share a

neighbor on the other side.

Freezing the set S1, one may ask the contribution of all sets with S1 as the "singleton" part.

It turns out for p at least up to slightly below
1
2
(and in fact even somewhat beyond; the precise

threshold is computed later on), the behavior of the dimer set S2 essentially mirrors that of the

singleton set S1 in the p > 2
3
regime, so that this “conditional” partition function Z(S1) is not

hard to understand. Further Z(S1) is rather weakly dependent on S1, so that even a typical dimer

sampled from the case when S1 = ∅will not interact with a typical singleton set S1. Consequently,

the singleton and dimers are approximately independent. However, and this is somewhat of a subtle

and technical point we discuss later, but this independence is only true on average, in the sense

that the error is only negligible when averaged over S1, and not for the worst case S1. Without

this subtle distinction, the results only hold for p above ≈ 0.55, rather than slightly below
1
2
. See

Figure 3.2 for a diagrammatic summary of the situation.

3.1.1 Results
A key question left open by [KS22; CGW24] is the behavior of i(Qd,p) for p close to

1
2
, and in

particular, if there is a transition in the behavior as p crosses 1
2
. The motivation comes from the

fact that p = 1
2
is an important point of phase transition for many other features of the percolated

hypercube Qd,p such as the existence of isolated vertices, existence of a perfect matching, and

Hamiltonicity, see [Bol83; Bol90; Bur77; Con+21; ES79].

Thus going beyond the the p = 1
2
threshold was a major motivation for our present work. This

requires many new techniques which are organized in the present chapter via the introduction of

a convenient probabilistic framework for studying this problem. As will be clear to the reader, the

techniques presented here are rather general in spirit, and it is natural to expect that they will be

useful for the continued study of this model for lower values of p, and that it may also provide

insights into new ways to study other related problems as well.

However, it turns out that p = 1
2
does not appear to be a point of phase transition for any

qualitative behavior about independent sets in Qd,p, and we obtain essentially the same result

just above p = 1
2
as just below. Instead, p = 1

2
only corresponds to a change in the way we may

present the formulas involved in our result (see Remark 3.2). Of more interest and relevance for

the qualitative behavior of this model, as evidenced by our results to be presented below, is the

phase transition at p = 2 −
√
2 ≈ 0.586, below which the defects start exhibiting nontrivial

clustering behavior. This leads to a loss of independence between defects, and as such, our analysis

in this chapter depends crucially on the interactions between nearby vertices in Qd,p. In fact, this

clustering was the main difficulty in pushing the analysis to p below 1
2
, and much of this chapter

is devoted to developing the necessary techniques to handle this issue.

We now present our main result, which describes the form of the partition function, but only

for p > 1
2
− γ, for some γ > 0. Roughly speaking, and this will be expanded upon shortly,

this threshold corresponds to the point above which the clusters of multiple defects behave

independently from the individual defect vertices. Numerically, we can approximate the threshold
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as about 0.465, but in the present chapter we will be content with proving that it is strictly below

1
2
.

Before stating the result, we remind the reader that here and throughout the rest of the chapter,

A
P∼ B means that

A
B

P−−→ 1, where
P−−→ denotes convergence in probability (with respect to

randomness of the percolation Qd,p of the hypercube) as d→ ∞. In addition, we will occasionally

use phrases like “o(1)-in-probability” to describe a random variableAwithA
P−−→ 0. Further, when

we say that a collection of random variables {AS}S∈S indexed by some collection S is “uniformly
o(1)-in-probability” if there is some random variableM

P−−→ 0 such that |AS| ≤M for all S ∈ S .
Similarly, we will say that AS

P∼ BS uniformly if
AS

BS
− 1 is uniformly o(1)-in-probability.

Theorem 3.1. There is some γ > 0 such that for p > 1
2
− γ the following holds. There are random

variables ΨEven,ΨOdd, which can be expressed explicitly as functions of the percolation configuration,
such that

i(Qd,p)

22d−1

P∼ eΨ
Even

+ eΨ
Odd

. (3.16)

Moreover, there are explicit deterministic quantities µ = µd,p and σ = σd,p such that(
ΨEven − µ

σ
,
ΨOdd − µ

σ

)
d

=⇒ N (0, 1)⊗N (0, 1). (3.17)

Let us quickly see some consequences of this theorem, for which it is helpful to know that the

value of σ in the statement is given by

σ2 :=
1

2

(
2− 3

2
p

)d

. (3.18)

Notice that for p > 2
3
we have σ → 0, while if p < 2

3
we have σ → ∞. Thus, for p < 2

3
the

typical value of i(Qd,p) will be much smaller than its mean for p < 2
3
, as is the case for lognormal

variables with large fluctuations in the exponent. In addition, for much the same reason, there is

no way to shift and scale i(Qd,p) by deterministic quantities to obtain a scaling limit for p < 2
3
.

However, we do obtain a scaling limit for the free energy, which is defined as log i(Qd,p): from
Theorem 3.1 and (3.18) it is easy to see that

log i(Qd,p)− log 22
d−1 − µ

σ

d
=⇒ max

{
W Even,WOdd

}
(3.19)

for
1
2
− γ < p < 2

3
, whereW Even,WOdd i.i.d.∼ N (0, 1).

For completeness, we now briefly describe the variables ΨEven
and ΨOdd

appearing in the

statement of Theorem 3.1, as well as the deterministic quantity µ (the quantity σ having just been

defined in (3.18) above). Recall from the previous subsection that Np(v) denotes the (random)

number of neighbors of a single vertex v in Qd,p. We will need to consider sets containing two

distinct vertices which are “adjacent” in the sense that they share a neighbor in the opposite side
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of the (unpercolated) hypercube. Note that if two vertices share a neighbor in Qd, they must share

exactly two neighbors as demonstrated by the following diagram:

00 11

01 10

(3.20)

We call such subsets (e.g. the pair of shaded nodes in the top row above) dimers, and denote by

DimersEven the collection of such subsets of the even side, and similarly for DimersOdd
. For a dimer

{u, v}, we write Np({u, v}) for the (random) number of vertices which neighbor either u or v
in Qd,p; note that Np({u, v}) ̸= Np(u) +Np(v) in general. With these definitions, we can write

down the formula for ΨEven
, the formula for ΨOdd

being identical but with Even replaced by Odd
throughout.

ΨEven :=
∑

v∈Even

log
(
1 + 2−Np(v)

)
+

∑
{u,v}∈DimersEven

(
2−Np({u,v}) − 2−Np(u)−Np(v)

)
. (3.21)

Next, we turn to the deterministic quantities µ and σ. The quantity µ is a sum of a few others.

Specifically, we first define

µ1 :=
1

2
(2− p)d − 1

4

(
2− 3

2
p

)d

+
1

6

(
2− 7

4
p

)d

. (3.22)

This is a proxy for the mean of the first sum in (3.21). Additionally define

µ2 :=
d(d− 1)

4

(
(2− p)2

2

)d(
1 + (1− p)2

2− p

)2

(3.23)

µ̃2 :=
d(d− 1)

4

(
(2− p)2

2

)d

. (3.24)

Then µ2 − µ̃2 is the mean of the second sum in (3.21). So, we set

µ := µ1 + µ2 − µ̃2. (3.25)

Again, a more complete understanding of these quantities can be found in Section 3.6.

As mentioned already, our arguments lead to a sampling scheme. For convenience, we allow

the algorithm to fail at various points, but we will show that it fails with very low probability.

Additionally, here and throughout the paper we blur the lines between a collection of singletons

and dimers considered as separate polymers, and the union of such a collection (which is just a

set of vertices), as this should not cause confusion.

Definition 3.1 (ApproxSampler). Define the random independent set Î in Qd,p via the following

procedure.
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1. LetH be Even or Odd, with probabilities proportional to eΨ
Even

and eΨ
Odd

respectively.

2. Let S̃ denote a subset of H which includes each v ∈ H independently with probability

2−Np(v)

1+2−Np(v)
.

3. If S̃ contains any triple of vertices which is connected under the relation of sharing a

neighbor in Qd \ H, terminate the algorithm with a result of failure. Otherwise, remove all

dimers from S̃ and let S1 denote the resulting set of well-separated singletons.

4. Let S2 denote a collection of dimers constructed by including each {u, v} ∈ DimersH

independently with probability
2−Np({u,v})

1+2−Np({u,v}) .

5. If any neighbor of a dimer in S2 also neighbors a vertex in S1, or if any pair of dimers in S2

share a neighbor, terminate the algorithm with a result of failure. Otherwise, let Ŝ = S1∪S2.

6. Let Î denote the independent set with Î ∩H = Ŝ and with every vertex in Qd \ H which

does not neighbor Ŝ included independently with probability
1
2
each.

Note that there are two levels of randomness here as ApproxSampler is a random algorithm
even when the disorder of the percolation configuration Qd,p is quenched. For simplicity of

notation, we will refer to both levels of randomness using P, but which measure is being referred

to will be clear from context and will present no scope for confusion. This convention is in full

force in the following statement of our second main result, which states that ApproxSampler gives
a good approximation for a uniformly random independent set in Qd,p.

Theorem 3.2. Let p > 1
2
− γ, where γ > 0 is as in Theorem 3.1. Then

P[ApproxSampler fails] P−−→ 0. (3.26)

Additionally, if Î denotes the output of ApproxSampler conditioned on not failing and I denotes a
uniformly random independent set in Qd,p, then I and Î may be coupled so that

P[I ̸= Î]
P−−→ 0. (3.27)

In the next section, we quickly go over the ideas behind the proof of the main theorem, a taste

of which was already presented in the introduction.

3.1.2 Polymer models
We begin by discussing the abstract polymers framework. As described in the introduction, this

will allow us to reduce the study of i(Qd,p) to a sum of contributions from well-separated subsets

containing small connected sets of vertices called polymers (e.g., as discussed in the introduction, for

large enough p, only singletons will suffice). In fact, a higher order version of this technology was
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the bedrock of the analysis in [KS22], but here we employ it in rather simple way – the remainder

of the argument will rely almost solely on probabilistic techniques.

Broadly speaking, an abstract polymer model is a probability distribution on polymer configu-
rations, which are collections of small units called polymers satisfying a compatibility condition.

We note that these polymers are, in general, abstract elements coming from a predefined uni-

verse of polymers. The key structural assumption of such models is that the probability of a

polymer configuration is proportional to a product of given weights, one for each polymer in the

configuration.

In our case, polymers will be subsets p ⊆ Even (or Odd) which are 2-linked, meaning that

they are connected under the relation of sharing a common neighbor in Qd. We also require that

polymers are small in a sense to be defined later, in Section 3.2 (these two conditions define our

universe of polymers). Two polymers are said to be compatible if their neighborhoods in Qd do

not intersect. We denote by PDEven
the set of configurations of pairwise-compatible polymers

p ⊆ Even, and similarly for Odd (PD stands for polymer-decomposable). The weight of each

polymer p is given by

φp := 2−Np(p), (3.28)

so that the weight of a configuration of compatible polymers S ∈ PDEven
is∏

p∈S

φp =
∏
p∈S

2−Np(p), (3.29)

which is the same as the weight of S in the sum (3.6), when it is considered as a union of its

polymers (the subtle distinction between a configuration (set) of polymers and a set of vertices as a

union of polymers will be ignored as it causes no confusion). The partition function (normalization

constant) for this polymer model is

ZEven :=
∑

S∈PDEven

∏
p∈S

φp, (3.30)

and similarly there is a partition function ZOdd
on the odd side. The first step of our proof, as

in various previous works on independent sets [CGW24; JP20; KS22], is to reduce the study of

i(Qd,p) to the study of these polymer model partition functions.

Proposition 3.3. For p ∈ (0, 1),

i(Qd,p)

22d−1

P∼ ZEven + ZOdd. (3.31)

This proposition is a straightforward consequence of one the main conclusion of [KS22], but

in the present chapter, specifically as Proposition 3.11 in Section 3.2 below, we present a somewhat

more streamlined proof. The key input in is an annealed version of the statement from [KS22],

where it (along with various extensions) was used to derive arbitrarily accurate estimates of the

moments of i(Qd,p) via the cluster expansion of polymer models, which will be discussed briefly in
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Section 3.2. However, it is worth emphasizing that the present work does not make use of the

cluster expansion beyond this annealed input; instead we analyze the quenched polymer model

partition functions directly.

Due to the structural similarity between Proposition 3.3 and our goal, which is Theorem 3.1, it

may be tempting to simply defineΨEven = logZEven
and similarly for Odd. However, this quantity

is not easy to understand a priori, and we will instead obtain a good approximation of logZEven

by a simpler and more explicit quantity (already spelled out in (3.21)) which is more amenable to

analysis.

3.1.3 Main step: reducing to a simpler polymer model
In this subsection we do not discuss the joint behavior of ZEven

and ZOdd
, deciding to focus only

on ZEven
. Everything in this section also goes through with Even replaced by Odd.

In order to analyze ZEven
, a central observable will be the partition function of a simpler

polymer model under which each vertex behaves independently. It is already worth pointing out

that this simpler partition function is essentially the same asZEven
if and only if p > 2−

√
2 ≈ 0.586

(in particular, this is enough to deal with the p ≥ 2
3
case). However, the simpler object does not by

itself suffice to approximate ZEven
. Rather, it serves as an important base model to compare to.

This quantitative comparison for p ≤ 2−
√
2 is conceptually one of the major contributions of

the present chapter.

To define the simpler model, we replace φp = 2−Np(p)
by

φ̃p :=
∏
v∈p

φv, (3.32)

where again φv = 2−Np(v)
. This means the weight of a polymer configuration S is simply∏

p∈S

φ̃p =
∏
p∈S

∏
v∈p

φv =
∏
v∈S

φv (3.33)

(recall from the previous subsection our identification of a set of compatible polymers and the

union of those same polymers). Although we had only briefly mentioned it above, we also have a

size condition on the polymers, which will also be removed in this simpler model. That is, any set

S ⊆ Even, regardless of size, is given the above weight. The partition function of this model is

thus

Z̃Even :=
∑

S⊆Even

∏
v∈S

φv =
∏

v∈Even

(1 + φv). (3.34)

In other words, to sample a set S ⊆ Even from this polymer model, one includes each vertex

v ∈ Even independently with probability
φv

1+φv
. The simplicity of the formula for Z̃Even

makes it

amenable to analysis, and the majority of the work in this paper is devoted to a characterization

of the ratio ZEven/Z̃Even
.
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The first step in this analysis is to reduce both ZEven
and Z̃Even

by eliminating terms with poly-

mers which are too large. To this end, for each k ∈ N define PDEven
≤k to be the set of configurations

of pairwise-compatible polymers p ⊆ Even with at most k vertices, and define

ZEven
≤k :=

∑
S∈PDEven

≤k

∏
p∈S

φp, and Z̃Even
≤k :=

∑
S∈PDEven

≤k

∏
p∈S

φ̃p. (3.35)

As has already been indicated, in the regime of p addressed in this chapter, polymers of sizes

more than 2 do not appear, which is formalized by the following proposition.

Proposition 3.4. For p > 2− 22/3 ≈ 0.4126,

ZEven P∼ ZEven
≤2 and Z̃Even P∼ Z̃Even

≤2 . (3.36)

This will be proved in two parts, as Propositions 3.14 and 3.15 in Section 3.3 below. With

Proposition 3.4 in place, we can think of both polymer models as having two parts: first, a collection

S1 of well-separated singletons, and second, a collection S2 of well-separated dimers which are
also compatible with S1.

In principle, the law of S2 given S1 depends on the instantiation of S1, i.e. S1 and S2 are not

independent under these polymer models. However, one of the key observations in this paper is

that there is some threshold
1
2
− γ strictly less than

1
2
such that

when p > 1
2
− γ, the distributions of S1 and S2 are in fact approximately independent

(3.37)

under both polymer models. Numerically, this threshold is around 0.465.
In order to state this approximate independence result, we define for each k ∈ N

ZEven
k :=

∑
S∈PDEven

k

∏
p∈S

φp and Z̃Even
k :=

∑
S∈PDEven

k

∏
p∈S

φ̃p, (3.38)

where PDEven
k denotes the set of configurations of pairwise-compatible k-polymers. Note that we

have Z̃Even
1 = ZEven

1 since φv = φ̃v for singletons, but this does not extend to k > 1. The following
proposition exhibits the aforementioned asymptotic independence of the singletons and dimers.

Proposition 3.5. There is some γ > 0 such that for all p > 1
2
− γ, we have

ZEven
≤2

P∼ ZEven
1 · ZEven

2 and Z̃Even
≤2

P∼ ZEven
1 · Z̃Even

2 . (3.39)

To show this, we must prove that the restriction that the dimer part S2 be well-separated from

the singleton part S1 is superfluous. In other words, when one first samples the singleton set S1

from the polymer model corresponding to ZEven
1 , then by simply sampling the collection of dimers

S2 from the polymer model with partition function ZEven
2 , one obtains S2 which is well-separated

from S1 with high probability. This follows by developing an understanding of the probabilistic

behavior of the set of dimers adjacent to S1, where we show that this set is small in a precise sense.
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Finally, the dimer part S2 can itself be approximated by independently including every possible

dimer, with the appropriate probability. In other words, the requirement that S2 be well-separated

is also superfluous; in formulas, this means

ZEven
2

P∼
∑

S2⊆DimersEven

∏
d∈S2

φp =
∏

d∈DimersEven

(1 + φd). (3.40)

Here we recall from just above (3.21) the notationDimersEven for the collection of dimers (i.e. size-2
polymers) in the even side (note that we typically use d to denote a dimer, instead of p which

denotes an arbitrary polymer). Now, we can go one step further than (3.40) and approximate each

factor of (1 + φd) by e
φd
. For the parameter regime we consider, the error in this approximation

is small enough that it does not accumulate across the product over dimers. Moreover, the same

analysis goes through for Z̃Even
2 . Thus, defining

∆Even =
∑

d∈DimersEven

φd and ∆̃Even =
∑

d∈DimersEven

φ̃d, (3.41)

we arrive at the following lemma.

Lemma 3.6. For p > 0.391,

ZEven
2

P∼ e∆
Even

and Z̃Even
2

P∼ e∆̃
Even

. (3.42)

To summarize at a very high level, Lemma 3.6 and Proposition 3.5 capture the phenomenon

that if there are not many dimers present, then with high probability none of them will “collide”

with each other or with any of the singletons present in the defect side of a uniformly-sampled

independent set, allowing for a sampling strategy which first produces only the singletons, then

afterwards produces the dimers. We expect this broad strategy of hierarchically sampling larger

and larger polymers to be useful to analyze the model even for values of p below those addressed

in this paper.

Remark 3.1. It is worth emphasizing that the strategy of heirarchically sampling the dimers after

the singletons does not work for the worst-case singleton sets that could (reasonably) appear in the

first round of sampling, at least not for all p under consideration in the present chapter. Indeed, as

will be discussed further in Section 3.5.4, the probability that the sampled dimer set avoids the

worst-case singleton set converges to 0 only when p is bigger than approximately 0.55. To cover

the full regime of p > 1
2
− γ, we instead present an average-case analysis in Sections 3.5.5 and

3.5.6, averaging over the sampled singleton set.

In any case, combining Propositions 3.4 and 3.5 as well as Lemma 3.6, we obtain our final

in-probability approximation of each polymer partition function.

Corollary 3.7. There is some γ > 0 such that for all p > 1
2
− γ, we have

ZEven P∼ Z̃Even · e∆Even−∆̃Even

. (3.43)
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Of course, the same holds with Even replaced by Odd throughout.

Before proceeding, we remark that our actual proof strategy slightly reorganizes Proposition 3.5

and Lemma 3.6 and these particular statements do not appear in the body of the work. However, the

main important result is actually Corollary 3.7 itself, which will be proved directly via Proposition

3.18 below. If the reader wishes to use the statements of Proposition 3.5 or Lemma 3.6 directly,

these statements may be proven by combining the statement of Proposition 3.18 with that of

Lemma 3.19.

3.1.4 Distributional limits
With Corollary 3.7 in hand, we define

ΨEven = log Z̃Even +∆Even − ∆̃Even, (3.44)

and similarly for ΨOdd
; note that this definition agrees with (3.21). Also, let µ and σ be as defined

previously in (3.25) and (3.18); we remind the reader that the justification for these definitions can

be found in Section 3.6. With these definitions, we have a joint central limit theorem for ΨEven

and ΨOdd
, with the limit being a pair of independent normal random variables.

Proposition 3.8. For p > 0.455,(
ΨEven − µ

σ
,
ΨOdd − µ

σ

)
d

=⇒ N (0, 1)⊗N (0, 1). (3.45)

This will be proved as Proposition 3.27 in Section 3.6 below. Note that the threshold 0.455
appearing in this result is unrelated to the threshold

1
2
− γ of Corollary 3.7. Instead, it is related to

the specific form of the constant µ defined in (3.25), which is a good approximation for the true

mean of ΨEven
if p > 0.455.

We also remark that the fluctuations in this limit theorem are solely due to the log Z̃Even

and log Z̃Odd
terms. These two variables themselves exhibit a joint CLT, and the variables

∆Even,∆Odd, ∆̃Even
, and ∆̃Odd

each concentrate around deterministic quantities.

The variables contributing to the fluctuations can be written as sums of independent variables,

namely

log Z̃Even =
∑

v∈Even

log(1 + φv) and log Z̃Odd =
∑
v∈Odd

log(1 + φv). (3.46)

Note however that the two sums are not independent since each edge’s state in the percolation

configuration contributes to one summand in each sum. However this dependence is rather weak

and a dependency-neighborhood version of Stein’s method suffices to conclude the joint CLT to a

pair of normal random variables which are independent in the limit.
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3.1.5 Proof of first main theorem
With all of the above statements in place, we can easily conclude the proof of our first main

theorem, yielding an in-probability approximation of i(Qd,p) as a simple function of two explicit

random variables which exhibit a joint central limit to a pair of independent standard normals.

Proof of Theorem 3.1. By Proposition 3.3 and Corollary 3.7, we have

i(Qd,p)

22d−1

P∼ Z̃Even · e∆Even−∆̃Even

+ Z̃Odd · e∆Odd−∆̃Odd

(3.47)

= eΨ
Even

+ eΨ
Odd

. (3.48)

So Proposition 3.8 finishes the proof.

3.1.6 Sampling independent sets
As is amply clear from the above few sections, and broadly from the study of such Gibbs measures,

there is a deep connection between approximating a partition function and understanding the

structure of samples from the relevant distribution. Indeed, the latter can be leveraged to prove

our second main theorem, Theorem 3.2, which states that the approximate sampling algorithm

ApproxSampler given in Definition 3.1 gives a good approximation to the uniform distribution

on all independent sets. Recalling the definition of ApproxSampler, we give some brief intuition

regarding this result.

First of all, the relative sizes of ZEven
and ZOdd

are the right quantities to use in deciding

whether the constructed independent set will be mostly contained in the Odd side or the Even side,
respectively. Next, supposing we’ve chosen Even to be the defect side, the statement of Corollary

3.7 can be viewed as a mnemonic for the sampling algorithm ApproxSampler as follows: To sample

from the distribution with partition function ZEven
, first sample vertices independently (which has

partition function Z̃Even
). This gives the wrong weight to the dimers which will inevitably appear

when p ≤ 2−
√
2, so to correct this we remove all such dimers (which corresponds to dividing

the partition function by e∆̃) and then resample the dimers according to the correct distribution

(which corresponds to multiplying the partition function by e∆).
Of course, to make this rigorous we must carefully extract the relevant parts of the various

propositions we prove, and so we cannot yet provide a proof of Theorem 3.2 as we did with

Theorem 3.1 above. Instead, the proof of Theorem 3.2 will be presented in Section 3.7.

3.1.7 Organization of the chapter
We begin in Section 3.2 with a brief review of polymer models and a proof of Proposition 3.3,

which is restated as Proposition 3.11.

Next, in Section 3.3, we prove that only singletons and dimers are relevant for the regime we

are considering, i.e. we prove Proposition 3.4, which is split into Propositions 3.14 and 3.15.
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In Section 3.4, we survey the case p > 2 −
√
2 ≈ 0.586, where in fact the dimers are also

irrelevant and an analysis of the singletons suffices. This section also briefly discusses the case of

p ≥ 2
3
.

Section 3.5 contains our analysis of the joint behavior of the singletons and dimers, and contains

the bulk of the technical work done in this chapter. We prove Corollary 3.7 via Proposition 3.18,

showing that, for p > 1
2
− γ, the dimers do not interact with the singletons or each other when

they are sampled independently.

Next, in Section 3.6, we prove the distributional limit statement, Proposition 3.8, restated as

Proposition 3.27 below, showing that the two quantities ΨEven
and ΨOdd

in the exponents of our

representation for i(Qd,p) have independent Gaussian limits after proper rescaling.

Finally, in Section 3.7, we prove Theorem 3.2, showing that the algorithm ApproxSampler of
Definition 3.1 yields a good approximation to a uniformly random independent set in Qd,p.

This chapter contains two appendices: Appendix 3.8.1 contains various moment calculations

which are used throughout, and Appendix 3.8.2 contains mostly standard lemmas relating binomial

probabilities and entropy functions, which are used primarily in the proof of Proposition 3.18.

3.2 Polymer decomposition
In this section, we set up the polymer framework which makes precise the intuition that a typical

independent set inQd,p is only a small perturbation away from one of the two ground states, which
consist of independent sets entirely contained within one of the two halves of the hypercube.

Moreover, the perturbation can be represented by a configuration of polymers, which are defects in

the opposite side of the hypercube from the ground state. In general, this strategy is made rigorous

via polymer models, which can translate a variety of low-temperature statistical mechanical models

into an associated high-temperature hard-core model on a different graph.

One key appeal of polymer models is the cluster expansion which represents their partition

functions in a convenient form which can often yield insights into the model in question. However,

as previously mentioned in Section 3.1.2, it should be noted that the present work does not use the
cluster expansion beyond one key annealed input to be discussed below. Instead, we work with

the partition functions of (random) polymer models directly as random variables.

3.2.1 Review of polymer models and the cluster expansion
To discuss general polymer models briefly, let us consider an abstract set Polymers of possible
polymers p (while the precise definition will appear shortly, the reader can think of them as small

connected sets for now). Suppose that there is a pairwise compatibility relation on Polymers, and
say that a collection S ⊆ Polymers is compatible if every pair of distinct p1,p2 ∈ S are compatible.

Additionally suppose that there is a weight ω(p) for each polymer p. This data defines a polymer
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model with a partition function given by∑
S⊆Polymers
compatible

∏
p∈S

ω(p). (3.49)

The first step in using polymer models is to show that the partition function of a model

of interest is close to the partition function of a particular polymer model, or perhaps a sum

of multiple such partition functions. In the present chapter, for instance, this is the content of

Proposition 3.3, which will be proven below as Proposition 3.11 after we introduce the details of

our polymer model.

Often, to extract useful information or efficiently compute approximations to these polymer

model partition functions, one can use the cluster expansion. Briefly, a cluster of polymers is a

multiset Γ of polymers which are mutually incompatible, in the sense that the incompatibility
graph HΓ, which has vertex set Γ and an edge between incompatible polymers, is connected. The

weight of a cluster Γ is given by

ω(Γ) := ϕ(HΓ)
∏
p∈Γ

ω(p), (3.50)

where ϕ(H) is the Ursell function of a graph H , defined by

ϕ(H) :=
1

|V (H)|!
∑

A⊆E(H)
spanning
connected

(−1)|A|. (3.51)

The precise details here are not so important for our purposes, but the key point is the following

formal equality, which is known as the cluster expansion:

∑
S⊆Polymers
compatible

∏
p∈S

ω(p) = exp

( ∑
Γ cluster

ω(Γ)

)
. (3.52)

Note that some care must be exercised in interpreting this equality; since a cluster is a multiset,

even if there are only finitely many possible polymers, there are infinitely many possible clusters.

So an important step in using the cluster expansion is to prove that the sum inside the exponential

actually converges.

3.2.2 The cluster expansion of an annealed model
In the present chapter, we consider a random polymer model, i.e. one where the weights are all

random variables
2
, determined by the percolation configuration. This complicates matters, and it

2
This will be discussed more precisely soon, but recall the weights 2−Np(p)

mentioned earlier. Note that the

weights are random, since Np(p) is determined by the percolation configuration.
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is not a priori clear how to prove directly that this polymer model gives a good approximation for

i(Qd,p), as stated in Proposition 3.3. However, [KS22] applied the technique outlined above to an

annealed version of the model, where a set of vertices in Qd (not necessarily an independent set)

is given a weight equal to the probability that it is independent in Qd,p. The partition function of

this model is then exactly equal to E[i(Qd,p)]. We will use this input and a careful application of

Markov’s inequality to obtain Proposition 3.3.

We remark that [KS22] actually used a similar method to compute all moments of i(Qd,p),
by constructing a deterministic model for each k ∈ N with partition functions E

[
i(Qd,p)

k
]
. The

main contribution of [KS22] is to use the cluster expansion of associated polymer models in order

to get accurate estimates of the moments of i(Qd,p), which can be computed via an algorithm.

Unfortunately, the moments of i(Qd,p) themselves are not descriptive of the typical behavior of

i(Qd,p) unless p is very close to 1, but it turns out that some of the results of [KS22] will be useful

for our purposes.

We will henceforth only focus on the k = 1 polymer model with partition function E[i(Qd,p)],
and we now briefly describe this polymer model, introduced by [KS22].

Definition 3.2 (Language relating to polymer models from [KS22]). In these definitions, we use

the notation N(A) to denote the set of neighbors of A in Qd, rather than the number of neighbors.

Additionally,H denotes either Even or Odd.

• A subset A ⊆ H is said to be 2-linked if there is no decomposition A = A1 ∪ A2 into

nonempty sets A1 and A2 which satisfy N(A1) ∩N(A2) = ∅.

• For a subset A ⊆ H, we denote by [A] the closure of A, defined to be the largest subset ofH
with the same neighborhood set as A. In other words, [A] = {v ∈ H : N(v) ⊆ N(A)}.

• A 2-linked set p ⊆ H with |[p]| ≤ 3
4
2d−1

is called a polymer. This is the size condition
mentioned earlier.

• Polymers p1 and p2 are said to be compatible if p1 ∪ p2 is not 2-linked.

• We denote by PDH
the set of pairwise compatible collections of polymers.

• The weight of a polymer p is ω(p) = E[φp], where φp = 2−Np(p)
. We remind the reader

that Np(p) denotes the (random) number of vertices neighboring p in the percolated graph

Qd,p.

• We define clusters and their weights as in the previous section, which is a general construction
that works for all polymer models. The set of clusters will be denoted by CH

.

A few remarks are in order. First, the number
3
4
which appears in the definition of a polymer

is a somewhat arbitrary choice, and, as remarked in [KS22], any constant between
1
2
and 1 can be

used, for reasons which we will not explore in this chapter. Second, the definition given in [KS22,

Equation 14] for the weight ω(p) of a polymer differs from the expression presented here, but it is

easy to see that the two expressions are equal. Finally, note that the two polymer models, one for
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each halfH ∈ {Even,Odd}, actually have identical partition functions, but we will nonetheless

keep these separate.

With these definitions in hand, we can state one of the main results of [KS22], which expands

E[i(Qd,p)] in a sum of two convergent cluster expansions for these two polymer models.

Theorem 3.9 (Theorem 3.1 of [KS22], with k = 1). For p ∈ (0, 1),

E[i(Qd,p)] = 22
d−1

(
exp

( ∑
Γ∈CEven

ω(Γ)

)
+ exp

( ∑
Γ∈COdd

ω(Γ)

))
·
(
1 + exp

(
−Ω(2d/d4)

))
, (3.53)

where the cluster expansion series inside the exponentials converge absolutely.

We remark here that the series in the above exponential expressions may be evaluated via

bounds (arising from the graph container method) on the expectations of terms corresponding to

higher order clusters of polymers, and one can obtain

E[i(Qd,p)] = 22
d−1 · 2 · exp

(
1

2
(2− p)d · (1 + o(1))

)
, (3.54)

which is a simplified version of [KS22, Theorem 1.1].

Now, by the formal cluster expansion (3.52), which converges absolutely as stated in Theorem

3.9, for eachH ∈ {Even,Odd}, we have

exp

(∑
Γ∈CH

ω(Γ)

)
=
∑

S∈PDH

∏
p∈S

ω(p) (3.55)

=
∑

S∈PDH

∏
p∈S

E[φp] (3.56)

= E

 ∑
S∈PDH

∏
p∈S

φp

 = E
[
ZH], (3.57)

using at the second-to-last equality the fact that the φp are independent for p ∈ S when S ∈ PDH
,

as there are no shared vertices between any p ∈ S. The last equality is simply the definition of

ZH
from (3.30). So, as an immediate corollary of Theorem 3.9, we obtain the following annealed

version of Proposition 3.3 providing an approximation of the expected number of independent

sets in Qd,p.

Corollary 3.10. For p ∈ (0, 1),

E
[
i(Qd,p)

22d−1

]
= E

[
ZEven + ZOdd

]
·
(
1 + exp

(
−Ω(2d/d4)

))
. (3.58)
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3.2.3 Polymer decomposition of the quenched partition function
Using Corollary 3.10 as well as another input from [KS22] to be mentioned below, we can now

obtain a quenched approximation for the number of independent sets in Qd,p. This takes the form

of a sum of two polymer model partition functions, which we will analyze directly in the sequel.

The reader familiar with polymer models should note that we will not apply the cluster expansion

to these partition functions at this point. The following proposition was previously stated as

Proposition 3.3, and we remind the reader that A
P∼ B means that

A
B

P−−→ 1 as d→ ∞.

Proposition 3.11. For p ∈ (0, 1),

i(Qd,p)

22d−1

P∼ ZEven + ZOdd, (3.59)

where the terms on the right-hand side were defined in (3.30).

The proof is an application of Markov’s inequality; however, since Corollary 3.10 only says

that the expectations of the two sides in Proposition 3.11 are close, we will also need some form

of monotonicity as well as an a priori bound on i(Qd,p) to make the argument work.

As previously mentioned in (3.6), we have

i(Qd,p)

22d−1 =
∑

T⊆Even

2−Np(T ). (3.60)

Note that, if T can be represented as a union of well-separated polymers T =
⋃

p∈S p for

S ∈ PDEven
, then

2−Np(T ) =
∏
p∈S

φp, (3.61)

and so the quantity 2−Np(T )
appears as a term inside the expressionZEven

on the right-hand side of

Proposition 3.11. In other words, every independent set I with an even side which is representable

via a polymer configuration is accounted for in ZEven
, and the number of such sets is exactly

22
d−1ZEven

. Similarly, every independent set I with an odd side which is representable via a

polymer configuration is accounted for in ZOdd
and the number of such sets is exactly 22

d−1ZOdd
.

However, there may be independent sets for which neither side is representable via a polymer

configuration, which are not counted in the right-hand side of Proposition 3.11. Moreover, there

are also independent sets which are counted in both ZEven
and ZOdd

, since both sides can be

decomposed into well-separated polymers. This means that the two sides of Proposition 3.11 are

not immediately comparable via an inequality. To remedy this, we use the following lemma from

[KS22] which gives another annealed bound on the total number of independent sets for which

both sides are not representable by a polymer configuration.

Lemma 3.12 (Lemma 3.3 of [KS22], with k = 1). For p ∈ (0, 1),∑
I⊆Qd

|[I∩Even]|,|[I∩Odd]|> 3
4
2d−1

P[I is independent in Qd,p] ≤ E[i(Qd,p)] · exp
(
−Ω(2d/d)

)
. (3.62)
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Recall from Definition 3.2 that [A] is the closure of a set, and that |[p]| ≤ 3
4
2d−1

is the

only requirement, beyond being 2-linked, for p to be a polymer under Definition 3.2. So if

|[I ∩ Even]| ≤ 3
4
2d−1

, then I ∩ Even can be represented by a polymer configuration, and similarly

for I ∩ Odd. Thus we immediately obtain the following corollary.

Corollary 3.13. Let TooBig denote the number of independent sets I ⊆ Qd for which neither
I ∩ Even nor I ∩ Odd are representable via a polymer configuration. Then, for all p ∈ (0, 1),

E[TooBig] ≤ E[i(Qd,p)] · exp
(
−Ω(2d/d)

)
. (3.63)

With this in hand, we can now prove Proposition 3.11.

Proof of Proposition 3.11. Define

X :=
i(Qd,p)

22d−1 −ZEven −ZOdd, (3.64)

so that our goal is to show that

X
i(Qd,p)/22

d−1

P−−→ 0. (3.65)

An initial idea might be to use Markov’s inequality, since the expectation of X is small; indeed

Corollary 3.10 says that

|E[X ]| ≤ E
[
i(Qd,p)

22d−1

]
· exp

(
−Ω(2d/d4)

)
. (3.66)

However, X is not always positive (note that the absolute value is on the outside of the expectation

above), and moreover the denominator of (3.65) is random. Thus, we need to be a bit more careful.

First we will show that

TooBig

i(Qd,p)

P−−→ 0, (3.67)

where TooBig is defined as in Corollary 3.13. In order to apply Markov’s inequality with that

corollary, wewill need an a priori lower bound on i(Qd,p). Since i(Qd,p) ≥ 2·22d−1
deterministically,

by (3.54) we have

i(Qd,p) ≥ exp

(
−1

2
(2− p)d(1 + o(1))

)
· E[i(Qd,p)]. (3.68)

So for any ε > 0, we have

P[TooBig ≥ ε · i(Qd,p)] ≤ P
[
TooBig ≥ ε · exp

(
−1

2
(2− p)d(1 + o(1))

)
E[i(Qd,p)]

]
(3.69)

≤
exp
(
−Ω(2d/d)

)
ε · exp

(
−1

2
(2− p)d(1 + o(1))

) , (3.70)
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which tends to zero as d→ ∞ since p > 0, proving (3.67).
Next we turn to (3.65). By the definitions of X and TooBig, as well as the discussion (between

the statements of Proposition 3.11 and Lemma 3.12 above) of how the polymer partition functions

relate to the number of polymer-decomposable independent sets,

TooBig − 22
d−1X = 22

d−1 · ZEven︸ ︷︷ ︸
number of independent sets

polymer-decomposable

on even side

+ 22
d−1 · ZOdd︸ ︷︷ ︸

number of independent sets

polymer-decomposable

on odd side

− (i(Qd,p)− TooBig)︸ ︷︷ ︸
number of independent sets

polymer-decomposable

on either side

≥ 0,

(3.71)

since the above quantity is exactly the number of independent sets for which both sides have
representations as polymer configurations. So, using this nonnegativity, we now have

P
[
TooBig − 22

d−1X ≥ ε · i(Qd,p)
]

(3.72)

≤ P
[
TooBig − 22

d−1X ≥ ε · exp
(
−1

2
(2− p)d(1 + o(1))

)
· E[i(Qd,p)]

]
(by (3.68))

≤
E
[
TooBig − 22

d−1X
]

ε · exp
(
−1

2
(2− p)d(1 + o(1))

)
· E[i(Qd,p)]

(by Markov’s inequality)

≤ E[TooBig] + 22
d−1|E[X ]|

ε · exp
(
−1

2
(2− p)d(1 + o(1))

)
· E[i(Qd,p)]

(3.73)

≤
exp
(
−Ω(2d/d)

)
+ exp

(
−Ω(2d/d4)

)
ε · exp

(
−1

2
(2− p)d(1 + o(1))

) . by (3.66) and Corollary 3.13

The above tends to zero since p > 0, proving that

TooBig

i(Qd,p)
− X
i(Qd,p)/22

d−1

P−−→ 0. (3.74)

Combining this with (3.67) completes the proof.

3.3 Bounding the size of polymers
In principle, a polymer configuration S can contain polymers of any size, and there are increasingly

many possibilities for a polymer of size k as k grows, which would be somewhat cumbersome to

deal with. However, it turns out that for p bounded away from zero, only finitely many types of

polymers are relevant in the decomposition. This is formalized in Proposition 3.14 below, which is

a more general version of Proposition 3.4 above.

In the sequel, we only consider p large enough that in fact only polymers of size ≤ 2 (i.e.

singletons and dimers) are relevant. Nevertheless, we state the results in this section in greater

generality in the hopes that they may be useful for future work investigating smaller values of p.
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Note that in this section we drop the superscript H denoting the side of the hypercube; for

instance, ZH
will simply become Z . This is because all results in this section focus on only one

side at a time, and hold equally for the even and the odd sides.

Recall from (3.30) the notation

Z =
∑
S∈PD

∏
p∈S

φp and Z≤k =
∑

S∈PD≤k

∏
p∈S

φp. (3.75)

Here, and in the sequel, PD = PDH
denotes the collection of separated polymer configurations

on side H of the hypercube, and PD≤k denotes the subcollection where all the polymers are

constrained to have size at most k.
The following proposition gives the threshold in p for the irrelevance of polymers of size larger

than k, for each k ∈ N. This proposition will be proved in Section 3.3.2 below.

Proposition 3.14. For each k ≥ 1, if p > 2− 2k/(k+1), then we have Z P∼ Z≤k.

3.3.1 The independent singletons model
In this section, as a warm-up which will also be useful in the overall proof of our main theorem,

we prove that a random set drawn according to a simpler product measure (which was alluded

to in the proof ideas presented in the introduction, and which will appear repeatedly in our

arguments) also satisfies a polymer decomposition with small polymers when p is bounded away

from zero. Specifically, we consider the model which samples S ⊆ H by choosing each vertex v

to be included in S independently with probability
2−Np(v)

1+2−Np(v)
. If the weight of a set S is written

simply as

∏
v∈S 2

−Np(v)
, then the partition function of this model is∏

v∈H

(
1 + 2−Np(v)

)
. (3.76)

Recall from (3.32) the notation φ̃p =
∏

v∈p 2
−Np(v)

. Then in expanding the above product, each

term can be written as a product of φ̃p for some polymers p in a valid polymer configuration, as

follows ∏
v∈H

(
1 + 2−Np(v)

)
=
∑
S∈P̃D

∏
p∈S

φ̃p = Z̃, (3.77)

recalling the definition of Z̃ from (3.34). Note that in defining Z̃ we use a slightly relaxed notion

of polymers than that which appears in [KS22] and in Definition 3.2; specifically, we do not impose

the restriction that |[p]| ≤ 3
4
2d−1

. We denote the collection of these polymers by ˜Polymers,

and define P̃D and P̃D≤k analogously to PD and PD≤k. However we remark that for large enough

d and for any fixed k, we have P̃D≤k = PD≤k, and so we will simply use the latter notation in the

sequel, where we will only work with polymers of bounded size.
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The following proposition is the analogue of Proposition 3.14 for this model. It says that for

large enough p, only small enough polymers are relevant. Recall from (3.35) the notation

Z̃≤k =
∑

S∈PD≤k

∏
p∈S

φ̃p. (3.78)

Proposition 3.15. For each k ≥ 1, if p > 2− 2k/(k+1), then we have Z̃ P∼ Z̃≤k.

The key lemma is the following, which bounds the expected total weight of polymers of size

at least k. We denote the collection of relaxed polymers of size exactly j by ˜Polymersj .

Lemma 3.16. For every p ∈ (0, 1) and every fixed k ≥ 0,

∑
j>k

∑
p∈ ˜Polymersj

E[φ̃p] ≤ poly(d) ·
(
(2− p)k+1

2k

)d

. (3.79)

Proof of Lemma 3.16. The number of polymers of size j is at most 2d(ed2)j ; to see why, consider

the following method of constructing a polymer. First, choose one of the jj−2
labeled trees of

size j. Next, let choose any of the 2d−1
vertices ofH to be the first vertex, with label 1. Perform

breadth-first or depth-first search in the tree, always choosing the vertex with minimum label

among possible choices; when a vertex i is selected, attach it to its parent k (with the root having

label 1) by selecting one of the ≤ d2 vertices sharing a neighbor with the vertex labeled k, and
giving it the label i.

Every polymer of size j is formed by an instance of this construction, since the 2-linked graph

structure of any polymer has at least one spanning tree. Moreover, each polymer is counted at

least j! times since we can permute the labels of the tree arbitrarily, and in any permutation of

the labels it is still possible to generate the same polymer. So the number of polymers of size j is
at most

jj−2 · 2d−1(d2)j−1 · 1
j!

≤ 2d(d2)j
jj

j!
≤ 2d(ed2)j (3.80)

as required.

Now for each polymer p with size j, we have φ̃p
d
= 2−Bin(jd,p)

. So by a simple calculation like

the one in presented in Lemma 3.34 (a), we have

E[φ̃p] =

(
2− p

2

)jd

, (3.81)

and so

∑
j>k

∑
p∈ ˜Polymersj

E[φ̃p] ≤ 2d
∑
j>k

(
ed2
(
2− p

2

)d
)j

. (3.82)
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For large enough d, we have ed2
(
2−p
2

)d
< 1

2
, and so the geometric sum is dominated by 2 times

its first term, which is the term corresponding to j = k + 1, i.e. we have

∑
j>k

∑
p∈ ˜Polymersj

E[φ̃p] ≤ 2d · 2 ·

(
ed2
(
2− p

2

)d
)k+1

, (3.83)

which is the desired bound.

With this lemma in hand, we can now prove Proposition 3.15.

Proof of Proposition 3.15. Consider the quantity

exp

∑
j>k

∑
p∈ ˜Polymersj

φ̃p

 ·
∑

S∈PD≤k

∏
p∈S

φ̃p. (3.84)

By Taylor expanding the exponential of the (finite) sum over polymers of size larger than k, one
obtains various products of terms in the sum, and those corresponding to collections ofm distinct
polymers appear with a coefficient of 1, since they appear m! times, each with a coefficient of

1
m!

from the Taylor series for the exponential function. Moreover, since all terms in the sum are

positive, we arrive at

exp

∑
j>k

∑
p∈ ˜Polymersj

φ̃p

 ·
∑

S∈PD≤k

∏
p∈S

φ̃p ≥
∑
T∈P̃D

∏
p∈T

φ̃p = Z̃, (3.85)

as soon as d is large enough so that P̃D≤k = PD≤k. On the other hand, by definition we have∑
S∈PD≤k

∏
p∈S

φ̃p = Z̃≤k, (3.86)

and we thus obtainexp

∑
j>k

∑
p∈ ˜Polymersj

φ̃p

− 1

 ·
∑

S∈PD≤k

∏
p∈S

φ̃p ≥ Z̃ − Z̃≤k ≥ 0, (3.87)

which, upon rearranging, yields

exp

∑
j>k

∑
p∈ ˜Polymersj

φ̃p

 ≥ Z̃
Z̃≤k

≥ 1. (3.88)
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So the proof will be finished if we can show that∑
j>k

∑
p∈ ˜Polymersj

φ̃p
P−−→ 0. (3.89)

But this follow from Lemma 3.16 and Markov’s inequality, since when p > 2− 2k/(k+1)
the upper

bound in that lemma tends to 0 as d→ ∞.

3.3.2 The true independent set model
We now turn to the proof of Proposition 3.14, which is the same statement as Proposition 3.15

which was just proved, but with

φ̃p =
∏
v∈p

2−Np(v)
replaced by φp = 2−Np(p). (3.90)

The key lemma in the previous proof, Lemma 3.16, crucially leveraged the independence of 2−Np(v)

for distinct vertices to give an upper bound on the sum of E[φ̃p] over all large polymers p. While

it may be expected that a similar bound holds for E[φp] for small enough polymers, it is far from

obvious that the sum over all large polymers may be bounded in the same way, since φp may be

much larger than φ̃p for large polymers owing to the large number of overlapping neighborhoods

of vertices in p.
The graph container method is a powerful tool that allows one to bound the number of such

large sets based on their neighborhood sizes, and it yields the estimates we need. This calculation

was carried out in [KS22], using graph container results presented in [Gal11] that follow the work

of [Sap87] closely, and the result is the following lemma, which will replace Lemma 3.16 in the

proof of Proposition 3.14. Note that we are now restricting to polymers as defined by [KS22],

which are the same polymers as those appearing in the decomposition given by Proposition 3.11.

Specifically, these include the restriction that |[p]| ≤ 3
4
2d−1

, and we denote the collection of such

polymers with size exactly j by Polymersj .

Lemma 3.17 (Adapted from Lemma 4.1 of [KS22]). For every p ∈ (0, 1) and every fixed k ≥ 1,∑
j>k

∑
p∈Polymersj

E[φp] ≤ poly(d) ·
(
(2− p)k+1

2k

)d

(3.91)

We remark that this statement is weaker than the original version of Lemma 4.1 of [KS22],

but will suffice for our purposes. For the reader who wishes to compare the original statement

to the above statement, we remark that the original statement is about the sum over all clusters
of polymers, and each term in the sum includes an extra exponential factor not written above.

The above statement follows from the original statement by restricting the sum to only clusters

of size 1 (which are the same as individual polymers), using the fact that every term in the sum

is nonnegative. Moreover, the aforementioned exponential factors are all ≥ 1, so we can simply

erase them and still retain the same bound. With Lemma 3.17 in hand, Proposition 3.14 follows by

the same proof as for Proposition 3.15, but with φ̃p replaced by φp.
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3.4 The regime with no dimers
The main new technical and conceptual contribution of the present chapter is a sharp understand-

ing of i(Qd,p) in the regime of parameters where dimers are relevant. But, before pursuing that in

Section 3.5 below, in the present section we highlight how our preparation up to this point yields

a quick analysis of the regime p > 2−
√
2 ≈ 0.586, where no dimers appear in the defect side of

typical independent sets. We will also indicate how this recovers the claimed results for p ≥ 2
3
.

3.4.1 In-probability approximation
By Propositions 3.11 and 3.14, when p > 2−

√
2, we have

i(Qd,p)

22d−1

P∼ ZEven
1 + ZOdd

1 . (3.92)

We remind the reader that

ZH
1 =

∑
S∈PDH

1

∏
v∈S

φv, (3.93)

where PDH
1 denotes the collection of well-separated subsets of H. Now, by Proposition 3.15, since

p > 2−
√
2, we have

ZH
1

P∼ Z̃H =
∏
v∈H

(1 + φv) (3.94)

for eachH, using the fact that ZH
1 = Z̃H

1 since φv = φ̃v for singletons. Thus we have

i(Qd,p)

22d−1

P∼ exp
(
ΦEven

log

)
+ exp

(
ΦOdd

log

)
, (3.95)

where

ΦH
log := log Z̃H =

∑
v∈H

log(1 + φv). (3.96)

This completes the first part of our program, namely exhibiting an explicit in-probability ap-

proximation for i(Qd,p). In the regime p > 2 −
√
2, note that the quantities ∆H

and ∆̃H
for

H ∈ {Even,Odd}, as defined in (3.41) via sums of contributions coming from dimers, are not

relevant for this approximation.

3.4.2 Distributional limits
Next, as will be proved in Section 3.6 below (specifically as Corollary 3.25), ΦEven

log and ΦOdd
log satisfy

a joint central limit theorem with explicit recentering and rescaling, i.e. we have(
ΦEven

log − µ1

σ
,
ΦOdd

log − µ1

σ

)
d

=⇒ N (0, 1)⊗N (0, 1), (3.97)
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where, as previously defined in (3.22) and (3.18),

µ1 =
1

2
(2− p)d − 1

4

(
2− 3

2
p

)d

+
1

6

(
2− 7

4
p

)d

, (3.98)

σ2 =
1

2

(
2− 3

2
p

)d

. (3.99)

In fact, we may simplify the centering quantity in the regime p > 2 −
√
2. Specifically, in this

regime the third term of µ1 is≪ σ, which follows from the fact that(
2− 7

4
p

)2

< 2− 3

2
p (3.100)

for such p. To verify the above inequality, note that the difference between the left and right-hand

sides is

49

16
p2 − 11

2
p+ 2, (3.101)

which has roots

11±
√
112 − 2 · 49
49/8

≈ 0.506, 1.289. (3.102)

Therefore, since 2−
√
2 ≈ 0.586, the difference is negative on the interval (2−

√
2, 1). All this is

to say that if we define

µ′ =
1

2
(2− p)d − σ2

2
, (3.103)

then we in fact have (
ΦEven

log − µ′

σ
,
ΦOdd

log − µ′

σ

)
d

=⇒ N (0, 1)⊗N (0, 1) (3.104)

when p > 2−
√
2.

3.4.3 Recovery of previous results
With a bit of extra care in tracking the errors through our proofs, our present results may be used

to witness a previously-discovered phase transition at p = 2
3
, whereby the quantity i(Qd,p) itself

exhibits a Gaussian scaling limit for p > 2
3
, a lognormal limit for p = 2

3
, and no scaling limit for

p < 2
3
. We will briefly sketch the steps in this short section.

In the statements of Propositions 3.11, 3.14, and 3.15, various quantities are related via
P∼,

meaning there is a multiplicative (1 + o(1))-in-probability error. By carefully following the proofs

this may be improved
3
to a multiplicative error of (1 + o(σ))-in-probability when p > 2

3
, which

3
This is the only nontrivial step in this section. Although this follows by inspection from the proof, we also

encourage the reader to consult [CGW24] for a complete exposition.
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is the regime for which σ → 0 (recall the formula for σ2
in (3.99)). Additionally, σ2 ≪ σ in this

regime, so if we define

µ̂ =
1

2
(2− p)d, (3.105)

then the improved version of (3.95) combined with (3.104) yields

i(Qd,p)

22d−1eµ̂
=
(
exp
(
ΦEven

log − µ̂
)
+ exp

(
ΦOdd

log − µ̂
))
(1 + o(σ)) (3.106)

=
(
2 + ΦEven

log + ΦOdd
log − 2µ̂

)
(1 + o(σ)). (3.107)

Here we have used the fact that the (3.104) implies that the error in approximating the exponentials

by linear functions is o(σ), since (ΦEven
log − µ̂)2 = O(σ2) = o(σ) because σ → 0 (here again the

O(σ2) means in-probability). The central limit theorem (3.104) also shows that

ΦEven
log + ΦOdd

log − 2µ̂

σ

d
=⇒ N (0, 2), (3.108)

and so, since the approximation is (1 + o(σ))-in-probability, we obtain a central limit theorem for

i(Qd,p). Spelling it out with all quantities written explicitly in terms of d and p, we get

i(Qd,p)− 2 · 22d−1
exp
(
1
2
(2− p)d

)
22d−1exp

(
1
2
(2− p)d

)(
2− 3

2
p
)d/2 d

=⇒ N (0, 1). (3.109)

This recovers the proposed limit when p > 2
3
.

For the case p = 2
3
, we have σ2 = 1/2 by (3.99) and thus (3.95) gives

i(Qd,2/3)

22d−1eµ′
P∼

(
exp

(
1√
2

ΦEven
log − µ′

σ

)
+ exp

(
1√
2

ΦEven
log − µ′

σ

))
. (3.110)

So, after plugging in the value for µ′
in terms of d with p = 2

3
, (3.104) gives

i(Qd,2/3)

22d−1exp
(
1
2
(2− p)d − 1

4

) d
=⇒ eW

Even/
√
2 + eW

Odd/
√
2, (3.111)

whereW Even,WOdd ∼ N (0, 1) are independent.
Finally, for 2−

√
2 < p < 2

3
, (3.95) yields

i(Qd,p)

22d−1eµ′
P∼ exp

(
σ ·

ΦEven
log − µ′

σ

)
+ exp

(
σ ·

ΦOdd
log − µ′

σ

)
. (3.112)

Since, by (3.104) the quantities inside the exponentials fluctuate at scale σ → ∞, it may easily be

checked that this has no scaling limit under any deterministic (but varying with d) recentering
and rescaling.
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3.4.4 Sampling with replacement
We would like to briefly remark that the phase transition at p = 2

3
corresponds to the following

qualitative behavior of typical independent sets in Qd,p. When p > 2
3
, one way to sample the

defect side of an independent set is to first determine the (random) number of singletons one must

include, and then sample them with replacement from a particular probability distribution which

depends on the percolation configuration and weights each singleton v proportionally to φv . This

works because when p > 2
3
, the typical number of singletons is small enough that there will be

no repeats in the sample with high probability, and in effect we get a sample of a subset with the

correct distribution. For reasons which we do not delve into presently, the exponential form of

the solution arises from this scheme of sampling with replacement.

However, when p ≤ 2
3
, the number of singletons that must be sampled is large enough that

when sampling with replacement one begins to see repeated singletons. In [CGW24] this was

analyzed as a non-uniform random birthday problem, and the outcome of this analysis is that a

correction of −σ2

2
in µ′

is necessary when using the exponential formula arising from sampling

with replacement.

In sampling with replacement, there are still no dimers for p ∈ (2−
√
2, 2

3
), meaning that it is

very unlikely that two neighboring vertices will both be sampled. This leads to the interpretation

that the transition happens when certain individual singletons gain an outsized probability in the

aforementioned random probability distribution. In effect, even when there are no dimers, this

transition marks the point where the influence of singletons becomes lopsided and a small number

of high-relevance singletons begin to make a meaningful contribution beyond the aggregate

behavior.

3.5 When dimers begin to appear
We now arrive at our main contribution of this chapter, which is an analysis of model in the

regime of parameters where typical independent sets will contain dimers in their defect sides.

This begins to happen when p ≤ 2−
√
2 ≈ 0.586, and our goal in this section is to prove that the

set of singletons and the set of dimers in the defect side of a uniformly random independent set

behave roughly independently from each other for a large range of p below this value, extending

all the way below p = 1
2
. This will be formalized in Proposition 3.18 below. As discussed in

Section 3.1.1, this allows us to resolve the question posed by [KS22] about the existence of a phase

transition at p = 1
2
, which is a natural point of phase transition for many other features of the

percolated hypercube. We reiterate that, interestingly, our results show that there is actually no
phase transition at p = 1

2
for the behavior of independent sets in Qd,p.

However, our analysis does uncover a different point of potential phase transition below p = 1
2
.

To explain this, first note that in this section we always restrict to the regime of p > 2− 22/3 ≈
0.413, so that there are no trimers in the defect side (by Proposition 3.14). But even for certain p
above this value where more complex clustering behavior arises as adjacent singletons and dimers

merge to form trimers, it seems that the singletons and dimers will start to interact in a more
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subtle way. Specifically, if one tried to sample the singleton set and the dimer set independently

from one another, we expect that there will be some singleton and some dimer which contain

the same vertex. This is analogous to the phase transition at p = 2
3
discussed in Section 3.4.4

above, where in sampling singletons with replacement, one vertex will be sampled multiple times

if p ≤ 2
3
, even though there are no adjacent vertices sampled until p ≤ 2−

√
2 ≈ 0.586.

Our proof aims to cover the full regime of parameters p for which the above “overlapping

samples” behavior does not occur, and it is valid for all p above a certain threshold which we

denote by
1
2
− γ for some γ > 0. Although we do not prove this, one might guess after observing

the structure of our argument that the threshold we obtain is indeed sharp, in the sense that the

singleton set and dimer set will not be independent from one another below it. One should also

note that while we will simply be satisfied herein with proving that this threshold is strictly less

than
1
2
, one may easily numerically approximate the threshold as about 0.465; in particular, it is

strictly larger than 2− 22/3 ≈ 0.413.
Another interesting point that was mentioned briefly in Remark 3.1 is that a worst-case analysis

does not suffice for the full regime of independence. To be specific, if we sampled the singleton

set S1 and then the dimer set S2 independently, then there are certain worst-case choices of S1

for which the independently sampled S2 will actually overlap with S1, if p is low enough (below

roughly 0.548). To overcome this, we must perform an average-case analysis (in Sections 3.5.5 and

3.5.6), which will allow us to prove that the singleton set and dimer set do not interact for p > 1
2
−γ

by averaging over the singleton set S1. However, we do also provide a short non-rigorous overview

of the worst-case analysis in Section 3.5.4 as a warm-up to the more technical later sections, as

many of the relevant tools can be introduced in this easier setting.

Before stating the main result of this section, Proposition 3.18 below, we summarize the above

few paragraphs with the following diagram. We also emphasize that, although we do not pursue

2− 2
2
3 0.464... 1

2 0.548... 2− 2
1
2

trimers appear no dimers

only average-case analysis can

show that singletons and dimers are

independent (Sections 3.5.5 and 3.5.6)

worst-case analysis shows

singletons and dimers are

independent (Section 3.5.4)

singletons and dimers are not

independent (conjecturally)

Figure 3.2: A summary of the various phases of independence between singletons and dimers

this presently, we expect that the techniques developed in this section will prove fruitful for

analyzing the regime of non-independence with values of p down to 2− 22/3 and even beyond,

when trimers and other higher-order polymers begin to appear.

3.5.1 Statement of main proposition
In order to state our main proposition, we remind the reader of our running notation. As in

Section 3.3 above, to avoid notational overload we drop the superscript H as every statement
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in this section relates two quantities which correspond to the same side. So, for instance, PD≤2

means PDH
≤2 here. Recall that

Z =
∑
S∈PD

∏
p∈S

φp, (3.113)

Z≤2 =
∑

S∈PD≤2

∏
p∈S

φp, (3.114)

Z1 =
∑

S∈PD1

∏
v∈S

φv, (3.115)

∆ =
∑

d∈Dimers

φd, (3.116)

as well as the corresponding notions of Z̃, Z̃≤2, Z̃1, and ∆̃ which are obtained by replacing each

φp by φ̃p, et cetera. We remind the reader that Z̃1 = Z1 since φv = φ̃v for singletons v, but that

Z̃≤2 ̸= Z≤2 and ∆ ̸= ∆̃ since φ̃d ̸= φd in general for dimers d.
The following proposition is the main result of this section, and holds for both H = Even and

H = Odd (although theH superscript is only present implicitly in the statement).

Proposition 3.18. There exists a universal constant γ > 0 such that for p > 1
2
− γ,

Z≤2
P∼ Z1 · e∆ and Z̃≤2

P∼ Z1 · e∆̃. (3.117)

Together with Propositions 3.14 and 3.15 which state that for p > 2− 22/3 we have

Z P∼ Z≤2 and Z̃ P∼ Z̃≤2, (3.118)

Proposition 3.18 implies Corollary 3.7, which states that

Z P∼ Z̃ · e∆−∆̃
(3.119)

for all p larger than some threshold strictly below
1
2
. Combining this with Proposition 3.11, namely

that

i(Qd,p)
P∼ ZEven + ZOdd, (3.120)

completes our in-probability approximation of i(Qd,p).
Note that we will focus on proving the first of the two statements in Proposition 3.18, with

no tildes. As will be expanded upon after the statement of Lemma 3.21 below, our proof of the

tilde-free statement will also easily yield a proof of the tilde statement, simply because φ̃p ≤ φp.

3.5.2 Proof overview and section outline
We will reinterpret the statement of Proposition 3.18 probabilistically as follows. We would like to

understand the distribution of S≤2 ∈ PD≤2 sampled from the model with partition function Z≤2,
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which contains both singletons and dimers, and which is sampled with probability proportional to∏
singleton v∈S≤2

φv ·
∏

dimer d∈S≤2

φd. (3.121)

We will compare this to the alternate sampling scheme whereby we sample the singleton part

and the dimer part independently. First sample a well-separated singleton set S1 ∈ PD1 from

the model with partition function Z1, i.e. with probability proportional to

∏
v∈S1

φv (but note

that we are restricting to only S1 ∈ PD1). Then we sample a dimer set S2 by simply including

each dimer independently with probability
φd

1+φd
, so that the probability of a particular dimer

set is proportional to

∏
d∈S2

φd. For the dimer set S2, unlike the singleton set S1, we have no

separation constraint, but the set S2 we sample will turn out to naturally be well-separated with

high probability. Proposition 3.18 amounts to showing that the distribution of S≤2 is close to that

of S1 ∪ S2.

The key difference, a priori, between S≤2 and S1∪S2 is that the former forces the singleton and

dimer parts of S≤2 to not interact, meaning that no singletons are adjacent to any dimers in S≤2. On

the other hand, there is no such restriction in S1 ∪ S2 as the two parts are sampled independently.

In order to prove Proposition 3.18, we will introduce and analyze an auxiliary random variable

associated to the singleton set S1, denoted by Adj(S1), which controls the probability that the

independently sampled dimer set S2 will interact nontrivially with S1.

Definition 3.3. For a set S ⊆ H and a dimer d, we write d ∼ S if d shares a neighbor with a

vertex in S. Note that this includes the case where S contains a vertex of d itself. Now for S ⊆ H,

define

Adj(S) :=
∑
d∼S

φd. (3.122)

For future reference, we also define Ãdj(S) in the same way but with φd replaced by φ̃d.

In Section 3.5.3 below, we will prove a convenient representation for the dimer part of the

partition function Z≤2. This will motivate the definition of Adj(S) and it also shows that the

dimers do not interact with themselves. As will be explained further in that section, showing that

singletons and dimers behave independently amounts to showing that Adj(S1) is small, for typical

samples of the well-separated singleton set S1.

An initial idea for proving this is to show that in fact, for any well-separated singleton set S1

that could be sampled, Adj(S1) is uniformly small. This argument is outlined briefly in Section

3.5.4 below. However, as discussed in the introduction, since this worst-case strategy does not

work for p < 0.548, that section is presented somewhat non-rigorously and should be considered

as a warm-up for later sections which cover the full range of p in Proposition 3.18.

In Section 3.5.5, we present the setup for the average-case argument, where we prove that

Adj(S1) is small for most well-separated singleton sets S1 ∈ PD1 that are sampled from the model

with partition functionZ1. For this, we will introduce the auxiliary (random) measure π on subsets
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ofH, which samples S with probability

π[S] =
1

Z̃

∏
v∈S

φv, (3.123)

or in other words includes each vertex v ∈ H independently with probability
φv

1+φv
. With this

definition in hand, our result will turn out to reduce to the following statement:

π[Adj(S) > ε|S ∈ PD1]
P−−→ 0 (3.124)

for some choice of ε = εd → 0.
To prove (3.124), in Section 3.5.6 we will decompose the sum defining Adj(S) into polynomially

many pieces, such that each piece consists of of variables which are independent under π. This
will allow us to apply various standard estimates of binomial probabilities via the relative entropy

function, although much care will be needed as all of the binomial random variables in question

have random specifications in terms of the percolation configuration. As such, Section 3.5.6 is the

most technical part of this entire paper.

3.5.3 A convenient representation of the partition function
In this section we show that the dimer part of the polymer configuration S≤2 is quite well-behaved

for the regime of parameters we consider. Specifically, it behaves similarly to sampling dimers

independently, and we may rewrite the dimer part of the partition function Z≤2 in a convenient

exponential form involving the quantity Adj(S) introduced in Definition 3.3.

This should be compared to the exponential form obtained in our previous work [CGW24] for

the singleton partition function when p > 2
3
(which was re-proven in Section 3.4.1 above). Our

result here for dimers has an interpretation analogous to the one discussed in Section 3.4.4, where

one can consider instead sampling the dimers with replacement after choosing the correct number

of dimers to sample, and no individual dimer will have a weight large enough to be sampled twice.

Let us begin by recording a definition.

Definition 3.4. For any S1 ∈ PD1, we denote by Compat2(S1) the collection of dimers d with

d ̸∼ S1, meaning that S1 ∪ {d} remains a valid polymer configuration.

With this notation, we have the following representation for the singleton-and-dimer partition

function.

Z≤2 =
∑

S≤2∈PD≤2

∏
p∈S≤2

φp (3.125)

=
∑

S1∈PD1

∏
v∈S1

φv ·
∑

S2∈PD2
S2⊆Compat2(S1)

∏
d∈S2

φd

. (3.126)
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We will first show that the constraint S2 ∈ PD2 is superfluous, i.e. that∑
S2∈PD2

S2⊆Compat2(S1)

∏
d∈S2

φd
P∼

∑
S2⊆Compat2(S1)

∏
d∈S2

φd, (3.127)

with the approximation being uniform in S1 ∈ PD1. Since∑
S2⊆Compat2(S1)

∏
d∈S2

φd =
∏
d̸∼S1

(1 + φd), (3.128)

we can interpret the approximation (3.127) as saying that, in order to sample a collection S2 of

dimers compatible with any singleton set S1 ∈ PD1, with the correct distribution as given by

(3.126), we may independently include each dimer d ∈ Compat2(S1) in the set S2 with probability

φd

1+φd
. Thus, this is a statement about non-collision (with one another) of independently drawn

dimers.

We will also apply the approximation 1 + φd ≈ eφd
to the right-hand side of (3.128), and

the smallness of φd for a certain range of p which suffices for our purposes will ensure that the

error does not accumulate as the product over all dimers d ̸∼ S1 is taken. We combine this

approximation with (3.127) in the following lemma.

Lemma 3.19. For p > 0.391, we have

∑
S2∈PD2

S2⊆Compat2(S1)

∏
d∈S2

φd
P∼ exp

(∑
d̸∼S1

φd

)
= exp(∆− Adj(S1)), (3.129)

where the approximation is uniform among all S1 ⊆ H (recall what this means from above the
statement of Theorem 3.1). The same statement also holds with φd replaced by φ̃d, ∆ replaced by ∆̃,
and Adj replaced by Ãdj.

We remark that the threshold p > 0.391 arises from a simple moment calculation and is

not related to the threshold
1
2
− γ of our main result which arises from other considerations.

Additionally, the equality in the statement follows directly from the definition of ∆ in (3.41) and

of Adj in Definition 3.3, so it only remains to prove the uniform in-probability approximation.

Proof of Lemma 3.19. We first derive an upper bound on the difference between the two sides of

(3.127). Note that if S2 ⊆ Compat2(S1) but S2 /∈ PD2, then there are two dimers in S2 which are

adjacent or overlapping, i.e. there are distinct d1,d2 ∈ S2 with d1 ∼ d2. This implies that

0 ≤
∑

S2 /∈PD2
S2⊆Compat2(S1)

∏
d∈S2

φd ≤

 ∑
d1 ̸=d2
d1∼d2

φd1φd2

 · exp

(∑
d̸∼S1

φd

)
. (3.130)
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To see this, note that in the Taylor expansion of the exponential, every collection of distinct dimers

d will lead to a term which is the product of the relevant φd, with a coefficient of 1 (this is similar

to the strategy used in the proof of Proposition 3.15 above). Note that the prefactor above does

not depend on S1.

Now consider the right-hand side of (3.127) which is equal to the right-hand side of (3.128).

Since

ex−x2/2 ≤ 1 + x ≤ ex (3.131)

for all x ≥ 0, we have

exp

(∑
d̸∼S1

φd − 1

2

∑
d̸∼S1

φ2
d

)
≤

∑
S2⊆Compat2(S1)

∏
d∈S2

φd ≤ exp

(∑
d̸∼S1

φd

)
. (3.132)

Moreover, since every φd is positive, we can drop the restriction that d ̸∼ S1 in the second sum

in the first exponential above, obtaining

exp

(
−1

2

∑
d∈Dimers

φ2
d

)
· exp

(∑
d̸∼S1

φd

)
≤

∑
S2⊆Compat2(S1)

∏
d∈S2

φd ≤ exp

(∑
d̸∼S1

φd

)
, (3.133)

wherein again the pre-factor in the left-hand side does not depend on S. Thus the non-tilde case
of the lemma will be proved if we can show that both∑

d1 ̸=d2
d1∼d2

φd1φd2

P−−→ 0 and

∑
d∈Dimers

φ2
d

P−−→ 0, (3.134)

which, by positivity of φd and the fact that d ∼ d for any d ∈ Dimers, is implied by∑
d1∼d2

φd1φd2

P−−→ 0. (3.135)

This follows from a simple moment calculation which is relegated to the appendix. Namely, Lemma

3.37 (b) states that the expectation of the above quantity converges to 0 whenever p > 0.391.
Moreover, since the same algebra goes through with φd replaced by φ̃d, and since φ̃d ≤ φd, (3.135)

also implies the tilde case of the lemma.

With Lemma 3.19 in hand, we have effectively relegated the interaction between the singleton

part S1 and the dimer part S2 to the study of the quantity Adj(S1), and as such

for the rest of this section, we will use S instead of S1 to denote the singleton set,

to reduce notational clutter.

For instance, recalling the representation (3.126) for Z≤2, Lemma 3.19 implies that

Z≤2
P∼
∑

S∈PD1

(∏
v∈S

φv · exp(∆− Adj(S))

)
, (3.136)
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crucially using the fact that the approximation in Lemma 3.19 is uniform over all singleton sets.

Recalling the definition of π from (3.123), we obtain

Z≤2
P∼ e∆ · Z̃ · Eπ

[
1S∈PD1 · e−Adj(S)

]
. (3.137)

Now recalling the definitions of Z̃ and Z1 from (3.34) and (3.38), we obtain

Z≤2
P∼ e∆ · Z1 · Eπ

[
e−Adj(S)

∣∣S ∈ PD1

]
. (3.138)

So, to prove the first approximation in Proposition 3.18, which states that Z≤2
P∼ Z1 · e∆, it is

equivalent to show that

Eπ

[
e−Adj(S)

∣∣S ∈ PD1

] P−−→ 1. (3.139)

First of all, Adj(S) ≥ 0, and so the above expectation is always at most 1. To show that it converges

to 1, we need to prove some form of a corresponding upper bound on Adj(S). This task will

occupy us for the remainder of this section of the paper.

Note also that all of the above manipulations can be done with φd replaced by φ̃d everywhere,

and we will obtain

Z̃≤2
P∼ e∆̃ · Z1 · Eπ

[
e−Ãdj(S)

∣∣∣S ∈ PD1

]
. (3.140)

Once we have a workable upper bound for Adj(S), the same bound will also follow for Ãdj(S),
since φ̃d ≤ φd deterministically. So the tilde case of Proposition 3.18 follows from the same

analysis as the non-tilde case, which we focus on henceforth.

3.5.4 A worst-case argument to bound the contributions of adjacent
dimers

In this section we present a sketch of a “worst-case” type argument to prove (3.139) by showing that

Adj(S) is small for all sets S ⊆ H, which satisfy a reasonable upper bound on its size (singleton

sets of size larger than this will be extremely unlikely). We will see what this size constraint

should be shortly, and then find the worst-case S, which maximizes Adj(S) while satisfying this

constraint. If this worst-case S has Adj(S)
P−−→ 0, then the proof of (3.139) will be finished.

Unfortunately, this strategy does not work for the full range of p which we wish to consider,

and in later sections we will present an “average-case” argument which proves (3.139) in what

we believe to be the full regime of parameters for which it holds. Nevertheless, some ideas used

later will already surface in this easier worst-case analysis, so this somewhat non-rigorous section

should be viewed as a warm-up.

3.5.4.1 Size constraint

First we remark that, as can be proven via simple moment calculations such as those done in

Lemma 3.34, the typical size of a set S sampled from π is approximately
1
2
(2− p)d. Since vertices
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are included in S independently from one another, it is easy to show (via a Chernoff bound for

instance) that

π
[
|S| > C(2− p)d

]
≤ e−c(2−p)d(1 + o(1)), (3.141)

for some constants C, c > 0, where the o(1) term converges to 0 in probability.

On the other hand, by the definitions of Z̃ from (3.34) and Z1 from (3.38), as well as recalling

the definition of π from (3.123), we have

π[S ∈ PD1] =
Z1

Z̃
P∼ Z1

Z̃≤2

, (3.142)

using Proposition 3.15 for the approximation of Z̃ by Z̃≤2. Now, by similar manipulations as just

done in the previous section to derive (3.138), we may obtain

Z̃≤2
P∼ e∆̃ · Z1 · Eπ

[
e−Ãdj(S)

∣∣∣S ∈ PD1

]
(3.143)

≤ e∆̃ · Z1, (3.144)

using simply the fact that Ãdj(S) ≥ 0 in the last inequality. Thus we obtain

π[S ∈ PD1] ≥ e−∆̃(1− o(1)), (3.145)

where again the o(1) term converges to 0 in probability.

Now, combining (3.141) and (3.145), we find that

π
[
|S| > C(2− p)d

∣∣S ∈ PD1

]
≤ exp

(
−c(2− p)d + ∆̃

)
· (1 + o(1)), (3.146)

where again o(1)
P−−→ 0. Now, moment calculations which can be found in Lemma 3.37 show that

∆̃ concentrates at constant scale around its mean, which is

µ̃2 =
d(d− 1)

4

(
(2− p)2

2

)d

(3.147)

as defined first in (3.24). Since 2− p < 2 we have (2− p)d ≫
(

(2−p)2

2

)d
, which means that the

bound (3.146) tends to 0. Thus, to prove (3.139), it suffices to show that

max
{
Adj(S) : |S| ≤ C(2− p)d

} P−−→ 0, (3.148)

where C is as in (3.141).
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3.5.4.2 Worst-case sum

Given that |S| ≤ C(2− p)d, since each vertex is only adjacent to at most d4 distinct dimers, the

number of dimers d ∼ S is at most poly(d) · (2− p)d. Thus, to bound

Adj(S) =
∑
d∼S

φd (3.149)

for S with this size constraint, it suffices to bound the sum of the largest poly(d) ·(2−p)d variables
φd. To do this, we need to get a better understanding of how many dimers d have each possible

value of φd.

Since we are just looking for an upper bound, let us first use the fact that if d = {u, v} then

φd ≤ 4 · 2−Np(u)−Np(v), (3.150)

because there are exactly two vertices which neighbor both u and v in the unpercolated hypercube

Qd, so Np({u, v}) ≥ Np(u) +Np(v)− 2. Now we will use the fact that Np(u) are independent
Bin(d, p) variables (with respect to the randomness of the percolation Qd,p) to bound the number

of dimers d = {u, v} with various (low) values of Np(u) +Np(v).
Using standard entropy estimates on binomial probabilities, many of which are included in

Appendix 3.8.2, we have

P[Np(u) = a] = poly(d) · 2−dHp(r), (3.151)

where r = a
d
and Hp is the binary relative entropy function

Hp(q) := q log2
q

p
+ (1− q) log2

1− q

1− p
. (3.152)

Now since there are poly(d) · 2d dimers in total andNp(u) are independent for u ∈ H, the number

of dimers d = {u, v} which have Np(u) = a and Np(v) = b is thus within a (fixed) polynomial

factor of

2d(1−Hp(a
d)−Hp( b

d)) (3.153)

with high probability. Now by convexity of relative entropy, we have

1−Hp

(a
d

)
−Hp

(
b

d

)
≤ 1− 2 ·Hp

(
a+ b

2d

)
, (3.154)

and so the number of dimers d = {u, v} for which Np(u) +Np(v) = c is, with high probability,

at most

poly(d)
∑
a+b=c

2d(1−Hp(a
d)−Hp( b

d)) ≤ poly(d) · 2d(1−2·Hp( c
2d)). (3.155)

In the above bound we have used the fact that the sum in the left-hand side of (3.155) has only

polynomially many terms.
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For notational convenience, let us define

h∗c := 1− 2 ·Hp

( c
2d

)
. (3.156)

With this definition, we see that the sum of the poly(d) · (2− p)d largest values of φd is at most

poly(d)
cmax∑
c=0

2d·h
∗
c · 2−c, (3.157)

with high probability, where cmax is the maximal value of c for which 2d·h
∗
c ≤ poly(d) · (2− p)d,

which ensures that the number of dimers d satisfying φ̃d = 2−c
is at most poly(d) · (2− p)d.

Finally, since there are only polynomially many terms in the sum (3.157), we will have

Adj(S)
P−−→ 0 uniformly for |S| ≤ C(2− p)d if we can show that

poly(d) · 2dh∗
c−c ≪ 1 (3.158)

whenever c is small enough that 2dh
∗
c ≤ poly(d) · (2 − p)d. In other words, setting t = c

2d
, we

need to have

1− 2 ·Hp(t)− 2t < 0 for all t ∈ [0, 1] satisfying 1− 2 ·Hp(t) < log2(2− p). (3.159)

This can be numerically checked, and it holds for p > 0.549, but does not hold for p < 0.548.
Thus, in order to achieve our goal of investigating the behavior near p = 1

2
, we will need a more

sophisticated argument which leverages the fact that (3.139) is an average and so we can ignore

worst-case sets S if they are rare.

3.5.5 The average-case argument
In this section we lay the groundwork for the average-case argument to prove (3.139), i.e. that

Eπ

[
e−Adj(S)

∣∣S ∈ PD1

] P−−→ 1, (3.160)

for all p > 1
2
− γ, where Adj(S) is as in Definition 3.3 and π is defined in (3.123). This will finish

the proof of Proposition 3.18, as discussed in Section 3.5.3. As mentioned at the beginning of

Section 3.5, we expect that the strategy we employ in this section and the next actually works for

all p such that the result does indeed hold, although we do not prove this. The heuristic for this

belief was outlined at the beginning of Section 3.5, and is related to a phase transition similar in

spirit to the one which occurs at p = 2
3
, which was discussed in Section 3.4.4.

Note that since Adj(S) ≥ 0, to prove (3.160) it suffices to show that

π[Adj(S) > ε|S ∈ PD1]
P−−→ 0 (3.161)

for some choice of ε = εd → 0 as d→ ∞. In other words, instead of attempting to fully rule out

sets with large Adj(S) as in the worst-case argument of the previous section, we will show that
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such sets are rare under π conditioned on S ∈ PD1. In fact, we will show a stronger statement,

that

π[Adj(S) > ε] ≪ π[S ∈ PD1] · (1 + o(1)) (3.162)

for some choice of ε = εd decreasing to zero polynomially as a function of d, where the o(1) term
converges to 0 in probability. This will be achieved by the following two lemmas, which give a

lower bound on the right-hand side and an upper bound on the left-hand side.

Lemma 3.20. For all p ∈ (0, 1),

π[S ∈ PD1] ≥ exp

(
−poly(d) ·

(
(2− p)2

2

)d
)

· (1− o(1)), (3.163)

where the o(1) term tends to 0 in probability.

Lemma 3.21. There exists a universal constant γ > 0 such that for p > 1
2
−γ, there is some constant

αp >
(2−p)2

2
such that for any ε ≥ 1

poly(d)
,

π[Adj(S) > ε] ≤ exp

(
− 1

poly(d)
· αd

p

)
· (1 + o(1)), (3.164)

where the o(1) term tends to 0 in probability.

These two lemmas combine to prove (3.162) which proves (3.160) and subsequently, by the

discussion in Section 3.5.3, finishes the proof of Proposition 3.18 in the first (non-tilde) case. As

mentioned in Section 3.5.1, the tilde case follows from the non-tilde case simply because φ̃d ≤ φd,

and so Ãdj(S) ≤ Adj(S), meaning that the bound (3.162) with Adj(S) replaced by Ãdj(S) follows
immediately from the original bound. Thus, Lemmas 3.20 and 3.21 complete the full proof of

Proposition 3.18.

We now prove Lemma 3.20, assuming Lemma 3.21, which is one of the key novelties of this

chapter and is deferred to the next subsection.

Proof of Lemma 3.20. First note that

Z̃ P∼ Z̃≤2 (by Proposition 3.15)

=
∑

S∈PD1

∏
v∈S

φv ·
∑

S2∈PD2
S2⊆Compat2(S)

∏
d∈S2

φ̃d

 (3.165)

P∼
∑

S∈PD1

(∏
v∈S

φv · exp
(
∆̃− Ãdj(S)

))
(by Lemma 3.19)

≤ e∆̃ ·
∑

S∈PD1

∏
v∈S

φv. (since Ãdj(S) ≥ 0)
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Note that at step (3.165), we used the manipulation done in (3.126) but with φd replaced by φ̃d.

Additionally, in the application of Lemma 3.19 above, it was crucial that the approximation in that

lemma is uniform over S.
Now, recalling the definition of π from (3.123), rearranging the above display shows that

π[S ∈ PD1] =
1

Z̃

∑
S∈PD1

∏
v∈S

φv (3.166)

≥ exp
(
−∆̃

)
· (1− o(1)), (3.167)

where o(1)
P−−→ 0. Now, as it turns out, ∆̃ concentrates at around its mean

µ̃2 =
d(d− 1)

4

(
(2− p)2

2

)d

, (3.168)

this notation being initially defined in (3.24). This can be seen by moment calculations in the

appendix, specifically in Lemma 3.37. The concentration result is also written explicitly as Lemma

3.26 below, which states that

∆̃− µ̃2
P−−→ 0. (3.169)

This finishes the proof.

3.5.6 Bounding the contribution of singleton sets with large dimer
adjacency

In this section we prove Lemma 3.21. For convenience, we will replace the distribution π with

one which chooses each singleton v independently with probability φv instead of the unwieldy

ratio
φv

1+φv
(note that this makes sense since φv ≤ 1). This new measure stochastically dominates

the old one (via inclusion of sets) since
φv

1+φv
≤ φv. Since Adj(S) is an increasing function of

S (recall from Definition 3.3 that it is the sum of φd over all d ∼ S), if we can show that the

event {Adj(S) > ε} has small probability under this new measure, then it will also have small

probability under the old measure.

Henceforth, we denote by π this new measure, which should not cause confusion as we
will not return to the old definition of π for the rest of this section.

Now notice that, by rewriting the definition of Adj(S) from Definition 3.3, we have

Adj(S) =
∑

d∈Dimers

φd1d∼S, (3.170)

and so broadly speaking our goal is to bound the tail of a sum of bounded random variables. Note

that if the variables were i.i.d., one may have applied a version of Hoeffding’s inequality or a
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standard large deviations bound for sums of i.i.d. variables to get a bound on this tail. However,

the variables {φd1d∼S}d∈Dimers are not independent under π since many different dimers d can

be adjacent to one single vertex v, meaning that many different indicators 1d∼S may be set to 1
as a result of a single vertex being added to S. Furthermore they are not identically distributed

since the distribution of φd1d∼S under π (which samples vertices v to include in S based on their

degree in Qd,p) depends on the percolation configuration near d.
Nonetheless, the dependence is local in nature and if the dimers are separated enough from each

other, then indeed they correspond to independent variables φd1d∼S . Specifically, the variables

d1 and d2 are independent under π when there is no vertex v whose inclusion in S can cause

both d1 ∼ S and d2 ∼ S, since the vertices are included in S independently. This is the case

when the dimers have distance at least 3 in the shared-neighbor graph, meaning that there is no

vertex v which has a shared neighbor with d1 and a shared neighbor with d2, in the unpercolated

hypercube Qd.

Hence to remedy the non-independence problem, we will partition the set of dimers into

poly(d) layers {Lℓ}ℓ such that for each ℓ, the dimers in Lℓ are at shared-neighbor-distance at

least 3 from each other. One particularly quick way to see that this is possible is to recall that the

chromatic number of any graph, in this case the graph of dimers with (shared-neighbor) distance

at most 3, is at most the maximum degree plus one, and each dimer is within distance 3 of at most

poly(d) other dimers (and hence the proposed graph has degree poly(d)). Note that the classes
Lℓ are deterministic, i.e. they do not depend on the percolation configuration.

It would be useful to have the following definition.

Definition 3.5. The layer of a dimer d is the unique integer ℓ such that d ∈ Lℓ.

We will use the independence between dimers within each layer to get a good upper bound

on the tail for the sum over each layer, and then use a union bound over the only poly(d) many

layers. However, different dimers in the same layer may still have different distributions with

different typical magnitudes, and it is a priori unclear which types of dimers yield the dominant

contribution to the sum. This necessitates another large deviation analysis. Towards this, we

further decompose each layer in terms of the value of φd, or, more precisely, by the number of

neighbors in Qd,p each of the constituent vertices have. To make this precise, we fix an arbitrary

ordering ≺ of the vertices (for concreteness, say the lexicographic ordering on the binary strings)

and equate a dimer d with its pair (u, v) of vertices, where u ≺ v.

Definition 3.6. The type of a dimer d = (u, v) is the ordered pair (a, b) where Np(u) = a and
Np(v) = b. We will also say that a singleton v has type a if Np(v) = a. That is, the type records
the degrees of the vertices in Qd,p.

Note that there are only (d+ 1)2 different possible types for a dimer. For a dimer d = (u, v)
of type (a, b), we have

φd = 2−Np({u,v}) ≤ 2−Np(u)−Np(v)+2 = 4 · 2−a−b, (3.171)
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because two vertices in the same side sharing a neighbor share exactly two neighbors inQd, before

percolation (recall for instance the diagram (3.20)).

Finally, due to the differences in the behaviors of dimers adjacent to a vertex in S and dimers

containing a vertex in S, we separate the dimers by this distinction as well.

Definition 3.7. The status of a dimer d = (u, v) with respect to S is an element σ ∈ {O1,O2,N}
with σ = O1 if u ∈ S, σ = O2 if u /∈ S, v ∈ S (O stands for “overlap”), and σ = N if u, v ̸∈ S but

one of them is adjacent to a singleton in S (N stands for “neighbor”).

We remark that dimers with the same type and status may still not have the same distribution
under π due to the different possible values ofNp({u, v}) arising from the different ways in which

the neighborhoods of u and v may overlap. However, the relationship (3.171) will be enough for

our purposes. Broadly speaking, the rest of the proof is to bound the tail of each sum of variables

corresponding to dimers of the same layer, type, and status; we will then conclude with a union

bound.

To start making this precise, let us denote by C (a, b; ℓ; σ;S) the number of dimers of type

(a, b), layer ℓ, and status σ with respect to S. So, by (3.171), we have

Adj(S) ≲
∑
a,b,ℓ,σ

C (a, b; ℓ; σ;S) · 2−a−b. (3.172)

There are at most poly(d) terms in this sum, so Adj(S) > ε implies that for some choice of a, b, ℓ, σ
we have

C (a, b; ℓ; σ;S) · 2−a−b >
ε

poly(d)
, (3.173)

which is still at least
1

poly(d)
if ε > 1

poly(d)
. So Lemma 3.21 will follow from the following lemma,

which states that, with high probability in terms of the percolation configuration, (3.173) has low

probability when S is sampled from π.

Lemma 3.22. There exists a universal constant γ > 0 such that for p > 1
2
− γ, there is a constant

αp >
(2−p)2

2
such that, for all ε = εd > poly(d)−1, there is a function f(d) > poly(d)−1 (which

may depend on εd) such that the following event (determined by the percolation configuration) holds
with probability tending to 1.{

For all choices of a, b, ℓ, σ, we have π
[
C (a, b; ℓ; σ;S) > ε · 2a+b

]
≤ exp

(
−f(d) · αd

p

)}
. (3.174)

Proof of Lemma 3.22. We will show by a union bound that the complement of the event in (3.174)

has vanishing probability. The cases σ ∈ {O1,O2} and σ = N are similar but with some minor

differences. We tackle the former case first.

Case 1: σ = O1. We only show the O1 case as the O2 case is identical.

For each a, b, ℓ, let N (a, b; ℓ) denote the number of dimers of type (a, b) in layer ℓ; note that
this only depends on the percolation configuration and so is deterministic with respect to the

measure π. So when S is sampled from π the count C (a, b; ℓ;O1;S) is a binomial random variable
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with parameters N (a, b; ℓ) and 2−a
, recalling that we are using a simplified version of π which

chooses a singleton of type a with probability 2−a
, and also that dimers in a particular layer are

adjacent to S independently due to their separation. This implies that

π
[
C (a, b; ℓ;O1;S) > ε · 2a+b

]
= P

[
Bin(N (a, b; ℓ), 2−a) > ε · 2a+b

]
. (3.175)

In order to estimate the right-hand side we will make use of various standard estimates for binomial

probabilities, which are stated and proved in the appendix.

First we will estimate N (a, b; ℓ). Due to the separation imposed by the layer constraint,

when considered as a random variable which depends on the random percolation configuration,

N (a, b; ℓ) itself is a sum of independent indicators, one for each d ∈ Lℓ, of the event that d has

type (a, b). In other words, N (a, b; ℓ) is itself a binomial random variable, measurable with respect

to the percolation configuration. A fixed dimer d = (u, v) in layer ℓ is included in N (a, b; ℓ) with
probability

P[Np(u) = a,Np(v) = b] ≤ 2−d(Hp(a
d)+Hp( b

d)) =: pa,b, (3.176)

via the standard Lemma 3.38, which bounds binomial probabilities using the entropy function

Hp defined in (3.152). Thus N (a, b; ℓ) is stochastically dominated by a Bin(2dd2, pa,b) random
variable. Therefore, for each polynomial f(d) and for each choice of a, b, ℓ, we have

P[N (a, b; ℓ) ≥ f(d) · 2dd2 · pa,b] ≤
1

f(d)

by Markov’s inequality. Since the number of labels (a, b, ℓ) is at most poly(d), by a union bound,

choosing the correct f(d), there is a polynomial g(d) such that with probability ≥ 1− 1
d
,

N (a, b; ℓ) ≤ 2d · g(d) · pa,b, for all a, b, ℓ. (3.177)

Now if N (a, b; ℓ) ≤ ε · 2a+b
then the probability on the right-hand side of (3.175) is zero.

Thus, by considering the values of pa,b, (3.177) will allow us to rule out certain values of a and b a
priori, by showing that those values have N (a, b; ℓ) ≤ ε · 2a+b

with high probability. The other

values of a and b not ruled out here will be handled afterwards.

We will derive an entropy inequality for the values of a and b not ruled out by this idea. First,

by convexity, we have

Hp

(a
d

)
+Hp

(
b

d

)
≥ 2Hp

(
a+ b

2d

)
, (3.178)

and so, defining

pa+b := 2−2dHp(a+b
2d ). (3.179)

we obtain pa,b ≤ pa+b. Thus N (a, b; ℓ) is stochastically dominated by Bin(2dd2, pa+b), and so

P
[
N (a, b; ℓ) > ε · 2a+b

]
≤ P

[
Bin(2dd2, pa+b) > ε · 2a+b

]
(3.180)

≤ 2d(1−2Hp(t)−2t) · poly(d), (3.181)
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for t = a+b
2d

, via Markov’s inequality. The bound vanishes exponentially fast in d whenever

1− 2Hp(t)− 2t < −δ (3.182)

for some fixed absolute constant δ > 0. In other words, when we consider values of a, b for which
(3.182) holds with t = a+b

2d
, the right-hand side of (3.175) is zero with high probability.

This means we only need to analyze the values of a and b for which (3.182) fails, i.e. for which

2Hp(t) + 2t ≤ 1 + δ, (3.183)

for some fixed absolute constant δ > 0, where t = a+b
2d

. So for the remainder of the proof we

assume this condition holds and also that N (a, b; ℓ) > ε · 2a+b
, so that we may effectively use

the binomial entropy bounds collected in the appendix (again, if this condition fails then the

probability (3.175) is simply zero).

Let us return to (3.175) with these assumptions. We wish to apply Lemma 3.38, which states

that

P[Bin(n, q1) > nq2] ≤ 2−n·Hq1 (q2) (3.184)

when q1 ≤ q2. We will then apply Lemma 3.39, which states that

Hq1(q2) ≥
1

2
q2 · log2

(
q2
q1

)
(3.185)

whenever q2 ≥ 10q1. To use these two lemmas for (3.175), where n = N (a, b; ℓ), q1 = 2−a
, and

nq2 = ε · 2a+b
, we need

10 · N (a, b; ℓ) · 2−a ≤ ε · 2a+b, i.e. N (a, b; ℓ) ≤ ε

10
22a+b. (3.186)

Under (3.177), which holds with probability ≥ 1− 1
d
, (3.186) holds as long as

2d · g(d) · pa,b ≤
ε

10
22a+b. (3.187)

Recalling the definition of pa,b from (3.176), this is equivalent to

2−d(2s+Hp(s)+r+Hp(r)) ≤ 2−d ε

10g(d)
, (3.188)

where we have defined s = a
d
and r = b

d
. Since

ε
10g(d)

is only polynomially small, the above is

implied for d large enough whenever

2s+Hp(s) + r +Hp(r) > 1 + δ1 (3.189)

for some universal δ1 > 0. To understand the above inequality, we turn to Lemma 3.40 which

states that for anym ≥ 1, the function

fm(p) := inf{ms+Hp(s) : s ∈ [0, 1]} (3.190)
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is continuous, strictly increasing in p ∈ (0, 1), and satisfies

fm(
1
2
) = m+ 1− log2(2

m + 1). (3.191)

Withm = 1 andm = 2 respectively, this yields

r +H 1
2
(r) ≥ 2− log2 3 ≈ 0.415, (3.192)

2s+H 1
2
(s) ≥ 3− log2 5 ≈ 0.678 (3.193)

for any r, s ∈ [0, 1]. The sum of these is strictly greater than 1, which means, by the continuity

and increasing nature of fm as a function of p, that there are some universal δ1, γ1 such that (3.189)

holds for all r, s ∈ [0, 1] and all p > 1
2
− γ1.

All of this is to say that we may in fact apply Lemmas 3.38 (which bounds binomial probabilities

in terms of entropy Hp(q)) and 3.39 (which gives a helpful estimate on Hp(q)) to (3.175), and we

obtain

π
[
C (a, b; ℓ;O1;S) ≥ ε · 2a+b

]
= P

[
Bin(N (a, b; ℓ), 2−a) ≥ ε · 2a+b

]
≤ 2−exponent

(3.194)

where

exponent := N (a, b; ℓ) ·H2−a

(
ε · 2a+b

N (a, b; ℓ)

)
(Lemma 3.38)

≥ N (a, b; ℓ) · 1
2
·
(

ε · 2a+b

N (a, b; ℓ)

)
log2

(
ε · 2a+b

N (a, b; ℓ) · 2−a

)
(Lemma 3.39)

≥ ε

2
log2(10) · 2a+b

(Equation (3.186))

=
ε

2
log2(10) · 22dt. (Definition of t)

Note that since (3.186) holds for all a, b, ℓ simultaneously with probability at least 1− 1
d
(since it

is a consequence of (3.177)), the above inequality for the exponent also holds simultanously for

all a, b, ℓ with the same probability. So we find that

π
[
C (a, b; ℓ,O1;S) > ε · 2a+b

]
≤ exp

(
−ε
2
log2(10) · 22dt

⋆
)

(3.195)

simultaneously for all a, b, ℓ with probability at least 1− 1
d
, where, recalling condition (3.183), we

define

t⋆ := inf{t : 2Hp(t) + 2t ≤ 1 + δ}. (3.196)

Eventually, we will take αp = 22t
⋆
, and we will analyze the above optimization problem to show

that αp >
(2−p)2

2
, as stated in the lemma.

As mentioned earlier, the same upper bound holds for the O2 case with the same proof. At

this point we will derive the same upper bound for the N case, after which we will analyze the

optimization problem just obtained to finish the proof.
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Case 2: σ = N.
In this case, the dimer d does not overlap (share a vertex) with S, but there is a singleton

v ∈ S such that v ∼ d (choose arbitrarily if there are multiple such singletons). The arguments

will be very similar to the overlap case, with some extra work to keep track of the properties of v.
Let us further subdivide C (a, b; ℓ;N;S) depending on the type of the singleton v (i.e. the value

of Np(v)). In other words, let C (a, b, c; ℓ;N;S) be the count of pairs (d, v), such that d is in layer

ℓ, has type (a, b), status N with respect to S, and d ∼ v ∈ S with type Np(v) = c. Then,

C (a, b; ℓ;N;S) ≤
d∑

c=0

C (a, b, c; ℓ;N;S)

(this is not an equality only because some dimers will be counted in multiple summands if they have
multiple neighbors v in S). If this is at least ε · 2a+b

, we must then have some choice of c such that

C (a, b, c; ℓ;N;S) ≥ ε

d+ 1
· 2a+b =: ε′ · 2a+b,

where ε′ = ε/poly(d).
Let N (a, b, c; ℓ) be the count of pairs (d, v) of the kind counted in C (a, b, c; ℓ;N;S) but

excluding the status-N condition and the v ∈ S condition (note that this count only depends on

the percolation configuration).

Now for every pair (d, v) counted in N (a, b, c; ℓ), it is counted in C (a, b, c; ℓ;N;S) if and only
if v ∈ S and d ∩ S = ∅, which happens with probability at most 2−c

(under π). Further, no two

pairs (d, v), (d′, v′) counted in N (a, b, c; ℓ) satisfy v = v′ (unless d = d′
), since otherwise this

would imply d ∼ v = v′ ∼ d′
and thus d and d′

are within a distance of 2 in the shared-neighbor

graph, which is ruled out by construction of the layersLℓ. Consequently, under π,C (a, b, c; ℓ;N;S)
is stochastically dominated by a Bin(N (a, b, c; ℓ), 2−c) random variable and thus

π
[
C (a, b, c; ℓ;N;S) > ε′ · 2a+b

]
≤ P

[
Bin(N (a, b, c; ℓ), 2−c) > ε′ · 2a+b

]
. (3.197)

As in the overlap case, we will now estimate N (a, b, c; ℓ). By definition we have

N (a, b, c; ℓ) =
∑
d∈Lℓ,
v∼d

1Np(v)=c · 1d has type (a,b) (3.198)

≤ 2d2
∑
d∈Lℓ

1Ed
, (3.199)

since there are at most 2d2 neighbors v of each d, where we set

Ed := {∃v ∼ d : Np(v) = c} ∩ {d has type (a, b)}. (3.200)

By a union bound over all possible neighbors v of d = (u,w), we have

P[Ed] ≤ 2d2 · P[Np(v) = c,Np(u) = a,Np(w) = b] (3.201)

≤ 2d2 · P[Np(v) +Np(u) +Np(w) = a+ b+ c] (3.202)

≤ 2d2 · 2−3dHp(a+b+c
3d ) =: pa+b+c, (3.203)
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using the fact that Np(v) +Np(u) +Np(w) is a Bin(3d, p) random variable and applying Lemma

3.38. Note also that the indicators 1Ed
for d ∈ Lℓ are independent (with respect to the percolation

measure) by the separation within a layer. Thus N (a, b, c; ℓ) is stochastically dominated by

2d2 · Bin(2dd2, pa+b+c). By the same argument as was used for (3.177), there is some polynomial

g(d) such that with probability ≥ 1− 1
d
, we have

N (a, b, c; ℓ) ≤ 2d · g(d) · pa+b+c, for all a, b, c, ℓ. (3.204)

Once again, we know that the right-hand side of (3.197) is zero if

N (a, b, c; ℓ) ≤ ε′ · 2a+b, (3.205)

and we can use (3.204) to determine which values of a, b, c satisfy (3.205) with high probability.

This time, since

N (a, b, c; ℓ) ≤ 2d2N (a, b; ℓ), (3.206)

the condition (3.205) is implied by

N (a, b, ℓ) ≤ ε′′ · 2a+b
(3.207)

for some ε′′ ≥ ε′

poly(d)
. So by the same argument as in the previous case, with high probability we

have N (a, b, c; ℓ) ≤ ε′ · 2a+b
simultaneously for all a, b, c, ℓ which do not satisfy

2Hp(t) + 2t ≤ 1 + δ (3.208)

for some fixed δ > 0, where t = a+b
2d

as before. For the rest of the proof we assume this condition

holds and that N (a, b, c; ℓ) > ε′ · 2a+b
, otherwise the upper bound is just zero.

With these assumptions we return to (3.197). Recall that in the previous case, we bounded

the analogous probability (3.175) by applying Lemmas 3.38 and 3.39 (which bound binomial

probabilities in terms of entropy, and give a convenient estimate on the entropy, respectively)

to obtain (3.194). We will apply the same strategy here, and, analogous to the conditions (3.186)

required in the previous case, we will require the following conditions to apply Lemmas 3.38 and

3.39.

10 · N (a, b, c; ℓ) · 2−c ≤ ε′ · 2a+b, i.e. N (a, b, c; ℓ) ≤ ε′

10
2a+b+c. (3.209)

As before, if (3.204) holds (which happens with proabability at least 1− 1
d
), then (3.209) holds as

long as

2d · g(d) · pa+b+c ≤
ε′

10
2a+b+c. (3.210)

This is equivalent to

23d(s+Hp(s)) ≥ 2d
10g(d)

ε′
, (3.211)
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where we have defined s = a+b+c
3d

. Since
10g(d)

ε′
is polynomial, this holds for high enough d

whenever

s+Hp(s) >
1

3
+ δ2 (3.212)

for some universal δ2 > 0. As in the previous case, specifically in (3.192), we now apply Lemma

3.40 withm = 1 and we find that

s+H 1
2
(s) ≥ 2− log2 3 ≈ 0.415 >

1

3
(3.213)

for all s ∈ [0, 1]. Again by the continuity and increasing nature of the optimization problem,

afforded by Lemma 3.40, there are some universal δ2, γ2 such that (3.212) holds for all s ∈ [0, 1] and
all p > 1

2
− γ2. In other words, we may indeed apply Lemmas 3.38 and 3.39 to (3.197), obtaining

π
[
C (a, b, c; ℓ;N;S) ≥ ε′2a+b

]
≤ P

[
Bin(N (a, b, c; ℓ), 2−c) ≥ ε′ · 2a+b

]
≤ 2−exponent, (3.214)

where

exponent := N (a, b; ℓ) ·H2−c

(
ε′ · 2a+b

N (a, b, c; ℓ)

)
(Lemma 3.38)

≥ N (a, b, c; ℓ) · 1
2
·
(

ε′ · 2a+b

N (a, b, c; ℓ)

)
log2

(
ε′ · 2a+b

N (a, b, c; ℓ) · 2−c

)
(Lemma 3.39)

≥ ε′

2
log2(10) · 2a+b

(equation (3.209))

=
ε′

2
log2(10) · 22dt. (Definition of t)

Thus we obtain the same upper bound as in (3.195) with an exponential rate given in terms of the

same optimization problem (3.196) over t, with the same condition (3.208) on t as in the O1 case

(recall (3.183)). Note that the polynomial prefactor inside the exponential in this case is potentially

different due to the union bound over c, but it is still uniform over a, b, ℓ.
Final analysis. In all cases σ = {O1,O2,N} above, we arrive at the same upper bound (3.195)

with the same exponential rate given in terms of the same optimization problem (3.196). Thus, by a

union bound, there is some function f(d) > poly(d)−1
depending on the choice of ε > poly(d)−1

such that, with probability tending to 1 we have the following inequality simultaneously for all

a, b, ℓ, σ:
π
[
C (a, b; ℓ; σ;S) > ε · 2a+b

]
≤ exp

(
−f(d) · 22dt⋆

)
, (3.215)

where t⋆ solves the optimization problem (3.196), restated as follows:

t⋆ = inf{t : 2Hp(t) + 2t ≤ 1 + δ} (3.216)

for some small constant δ > 0 which we may choose. As mentioned before, we will take αp = 22t
⋆
.

So, to finish the proof of the lemma, we must simply show that αp >
(2−p)2

2
. For this, a calculation

relegated to Lemma 3.41 shows that

(2− p)2

2
= 21−2s⋆−2Hp(s⋆), (3.217)
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where s⋆ maximizes 1− 2s− 2Hp(s) over s ∈ [0, 1]. So to prove that αp >
(2−p)2

2
, it suffices to

show that

sup{1− 2s− 2Hp(s) : s ∈ [0, 1]} < 2 · inf{t : 2Hp(t) + 2t ≤ 1 + δ}, (3.218)

or in other words that

1− 2s− 2Hp(s) < 2t (3.219)

for all s ∈ [0, 1] and all t satisfying 2Hp(t) + 2t ≤ 1 + δ. By this condition on t, (3.219) would
hold if we had

1− 2s− 2Hp(s) + (1 + δ) < 2t+ (2t+ 2Hp(t)) (3.220)

for all t, s ∈ [0, 1]. Indeed, (3.219) is obtained by adding the inequality

−(1 + δ) ≤ −(2Hp(t) + 2t) (3.221)

to (3.220). Rearranging (3.220) yields

2(s+Hp(s)) + 2(2t+Hp(t)) > 2 + δ, (3.222)

and so we may apply Lemma 3.40 again withm = 1 andm = 2. This yields

2(2t+H 1
2
(t)) ≥ 2(3− log2(5)) > 1.35 (3.223)

2(s+H 1
2
(s)) ≥ 2(2− log2(3)) > 0.83, (3.224)

for all s, t ∈ [0, 1], and 1.35 + 0.38 = 2.18 is strictly larger than 2. By the continuity and

monotonicity from Lemma 3.40, there is some γ3 > 0 such that for p > 1
2
− γ3, the sum of the

relevant quantities is still at least 2 + δ, for our fixed universal choice of δ, as long as it is small

enough. Thus, taking γ = min{γ1, γ2, γ3}, the proof is concluded.

3.6 Distributional limits
In this section we prove Proposition 3.8, which states that(

ΨEven − µ

σ
,
ΨOdd − µ

σ

)
d

=⇒ N (0, 1)⊗N (0, 1) (3.225)

for some explicit deterministic quantities µ = µd,p and σ = σd,p (initially defined in (3.25) and

(3.18)), and for all p larger than some specific threshold 0.455. It should be noted that the threshold
0.455 is not a threshold for any qualitative change, but rather the point above which the specific
approximate mean µd,p we use is a good enough approximation. This threshold is unrelated to the

qualitatively meaningful threshold
1
2
− γ appearing in Corollary 3.7 (which is a consequence of

Proposition 3.18), aside from the fact that we have chosen the specific approximate mean in (3.25)

to be valid for all possible values of p > 1
2
− γ ≈ 0.465.
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Recall that in the previous few sections, we have finished the proof of Corollary 3.7, deriving

an in-probability approximation for the number of independent sets in Qd,p, namely that

i(Qd,p)
P∼ 22

d−1 ·
(
eΨ

Even

+ eΨ
Odd
)
, (3.226)

where the random variables ΨEven
and ΨOdd

can be written explicitly in terms of the percolation

configuration. We remind the reader that, as initially defined in (3.21), we have

ΨH = log Z̃H +∆H − ∆̃H, (3.227)

forH ∈ {Even,Odd}, where, as defined in (3.34) and (3.41),

Z̃H =
∏
v∈H

(1 + φv), ∆H =
∑

d∈DimersH

φd, and ∆̃H =
∑

d∈DimersH

φ̃d. (3.228)

It is also worth remarking that the requirement that p is bigger than some threshold in the

statement is not necessary for the central limit theorem itself to hold, when ΨEven
and ΨOdd

are re-centered by their exact mean and rescaled by their exact standard deviation. However,

the exact mean and standard deviation do not have explicit closed-form expressions in general.

So we introduce the simpler closed-form quantities µ and σ which work as proxies for the

mean and standard deviation, but only for p large enough. The threshold for the validity of

these approximations is below the threshold
1
2
− γ in Corollary 3.7/Proposition 3.18, so these

approximations do not restrict the range of p for which our main theorem holds.

The first step towards proving the CLT will show that the quantities log Z̃Even
and log Z̃Odd

satisfy a joint central limit theorem. We then show that the quantities∆H
and ∆̃H

both concentrate

around deterministic values for each H ∈ {Even,Odd}. In other words, the fluctuations of

(ΨEven,ΨOdd) are driven purely by those of (log Z̃Even, log Z̃Odd).

3.6.1 Joint central limit theorem for sums of logarithmic expressions
For notational convenience, as in (3.96), we set

ΦH
log = log Z̃H =

∑
v∈H

log(1 + φv), (3.229)

for H ∈ {Even,Odd}. When appropriate, we will drop the superscript H; for instance, the mean

and variance of these sums are identical for both sides, and we will denote these simply by E[Φlog]
and Var(Φlog). Note that, while both ΦEven

log and ΦOdd
log are sums of independent random variables,

the two sums themselves are not independent, because deleting one edge affects the neighborhood

of one odd vertex and one even vertex. However, their dependence is sufficiently weak that we

will be able to prove the following joint CLT to a pair of i.i.d. standard normal random variables.

Lemma 3.23. For p ∈ (0, 1),(
ΦEven

log − E[Φlog]√
Var(Φlog)

,
ΦOdd

log − E[Φlog]√
Var(Φlog)

)
d

=⇒ N (0, 1)⊗N (0, 1). (3.230)
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We will invoke Stein’s method to prove CLT for random variables with a sparse dependency

graph (a graph with the random variables as the vertex set and an edge set such that any vertex is

independent of the set of all variables outside its neighborhood). The precise formulation we will

rely on is [Ros11, Theorem 3.6] which was adapted from the main result of [BRS89].

Theorem 3.24. [Ros11, Theorem 3.6] Let X1, . . . , Xn be random variables with E[X4
i ] < ∞,

E[Xi] = 0, σ2 = Var(
∑n

i=1Xi), and define W̃ =
∑n

i=1Xi/σ. Let the collection (Xi, . . . , Xi) have
dependency neighborhoods Ni, i = 1, . . . , n, with D := max1≤i≤n |Ni|. Then

dWas(W̃ ,W ) ≲
D2

σ3

n∑
i=1

E|Xi|3 +
D3/2

σ2

√√√√ n∑
i=1

E[X4
i ], (3.231)

whereW is a standard normal random variable and dWas is the 1-Wasserstein distance.

In the above statement, the dependency neighborhood of a variable Xi in the collection

{X1, . . . , Xn} is the set of indices j for which Xi and Xj are not independent.

Presentlywewill not be concernedwith the precise rate of convergence under the 1-Wasserstein

distance, and so we forgo a precise definition of this distance. Suffice it to say, W̃ converges in

distribution toW if dWas(W̃ ,W ) → 0, so we will be satisfied with showing that the right-hand

side of (3.231) converges to 0.

Proof of Lemma 3.23. Fix c = (cEven, cOdd) in the unit circle in R2
, and set

Φc = cEven
(
ΦEven

log − E[Φlog]
)
+ cOdd

(
ΦOdd

log − E[Φlog]
)
. (3.232)

We can write Φc
as a sum of the following 2d variables indexed by vertices v of Qd:

Xv := cH(log(1 + φv)− E[log(1 + φv)]), (3.233)

where we takeH = Even if v ∈ Even andH = Odd if v ∈ Odd.
We will apply Theorem 3.24 to conclude that

Φc√
Var(Φc)

d
=⇒ N (0, 1). (3.234)

Since this holds for an arbitrary c in the unit circle, the Cramer-Wold theorem then implies that(
ΦEven

log − E[Φlog]√
Var(Φc)

,
ΦOdd

log − E[Φlog]√
Var(Φc)

)
d

=⇒ N (0, 1)⊗N (0, 1). (3.235)

Now, by Lemma 3.36 we have

Var(Φc) = c2EvenVar(Φ
Even
log ) + c2OddVar(Φ

Odd
log ) + cEvencOddCov(Φ

Even
log ,ΦOdd

log ) (3.236)

= Var(Φlog)(1 + o(1)), (3.237)
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and so (3.235) implies the conclusion of the lemma.

So it just remains to verify the conditions of Theorem 3.24 and show that the right-hand side

of (3.231) converges to 0. Of course by definition we have E[Xv] = 0. To bound the moments of

the Xv, notice that

E
[
Xk

v

]
≤ E

[
(log(1 + φv)− E[log(1 + φv)])

k
]

(3.238)

≤
k∑

j=0

(
k

j

)
E
[
(log(1 + φv))

j
]
E[log(1 + φv)]

k−j
(3.239)

≤
k∑

j=0

(
k

j

)
E
[
φj
v

]
E[φv]

k−j
(3.240)

≤
k∑

j=0

(
k

j

)
E
[
φk
v

]j/kE[φk
v

](k−j)/k
(3.241)

= 2k · E
[
φk
v

]
, (3.242)

where we used the fact that log(1 + φv) ≤ φv (recall that φv > 0) and then applied Jensen’s

inequality. So we have

E
[
X3

v

]
≲ E

[
φ3
v

]
=

(
8− 7p

8

)d

, (3.243)

and

E
[
X4

v

]
≲ E

[
φ4
v

]
=

(
16− 15p

16

)d

, (3.244)

where these moments are computed in the appendix, in Lemma 3.34 (a).

Now, for the size of the dependency neighborhoods, each Xv is independent of all but d
other variables, which are exactly the ones corresponding to neighbors of v. So by (3.231), the

1-Wasserstein distance between Var(Φc)−1/2Φc
and a standard normal random variable is, up to

constants, at most

d22d
(
8−7p
8

)d(
4−3p
2

)3d/2 +
d3/2

√
2d
(
16−15p

16

)d(
4−3p
2

)d = d2
(

(8− 7p)2

2(4− 3p)3

)d/2

+ d3/2
(

16− 15p

2(4− 3p)2

)d/2

. (3.245)

The proof will thus be complete if we can show that both

(8− 7p)2

2(4− 3p)3
< 1 and

16− 15p

2(4− 3p)2
< 1. (3.246)

First notice that the second bound implies the first, since

(8− 7p)2 ≤ (16− 15p)(4− 3p). (3.247)
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To verify the above inequality, note that the difference

(8− 7p)2 − (16− 15p)(4− 3p) (3.248)

is a quadratic with a positive coefficient of p2 (namely 49− 45) which vanishes at p = 0 and p = 1,
meaning that it must be negative for 0 < p < 1. Now, to actually prove the second inequality,

note that

2(4− 3p)2 − (16− 15p) = 18p2 − 33p+ 16 (3.249)

is another quadratic with a positive coefficient of p2, and with discriminant

332 − 4 · 16 · 18 = −63, (3.250)

so it is positive for all p, finishing the proof.

3.6.2 Approximations of the expectation and variance
Lemma 3.23 exhibits a joint central limit theorem for ΦEven

log and ΦOdd
log upon centering by E[Φlog]

and rescaling by

√
Var(Φlog). However, there is no simple closed form for these quantities in

general, and this is particularly an issue when p ≤ 1
2
, as will be discussed in Remark 3.2 below. In

this section, we construct quantities µ = µd,p and σ = σd,p with explicit closed-form expressions

that can be used as a replacement for the mean and standard deviation of Φlog in the central limit

theorem. Specifically, these quantities will satisfy

σ2 = Var(Φlog)(1 + o(1)) and µ = E[Φlog] + o(σ), (3.251)

which suffice for our purposes.

For σ, a simple moment calculation which has been relegated to the appendix as Lemma 3.35

(a) shows that

Var(Φlog) =
1

2

(
2− 3

2
p

)d

(1 + o(1)) (3.252)

for all p ∈ (0, 1). So, as previously defined in (3.18), we set

σ2 =
1

2

(
2− 3

2
p

)d

. (3.253)

Next we turn to µ. An initial strategy for approximating E[Φlog]might be to expand log(1+φv)
in a Taylor series and then interchange the expectation and summation; since the moments of φv

have explicit expressions given in Lemma 3.34, this would in principle lead to a series expansion

for E[Φlog] which can be truncated to obtain a closed-form expression. This does indeed work

for p > 1
2
, and leads to an approximation of E[Φlog] with additive o(1) error. However, for p ≤ 1

2
,

every term in the series grows exponentially with d, so there is no such approximation of E[Φlog]
with only o(1) additive error.
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Remark 3.2. The ability or inability to accurately approximateE[Φlog] by a closed-form expression,

or equivalently to approximate Φlog itself by a polynomial in the variables φv, appears to be the

extent of the changes in this model at p = 1
2
. So, unlike the many other features of Qd,p which

exhibit a qualitative phase transition at p = 1
2
, the behavior of independent sets does not change

sharply at this value.

In any case, for such values of p ≤ 1
2
, the standard deviation proxy σ itself also grows

exponentially with d, and only finitely many of the terms in the series Φlog grow faster, allowing

us to obtain an approximation with o(σ) additive error, meaning this error is dominated in the

CLT by the normalization by σ. Specifically, for the range of p that we consider, we only need to

include three terms in the series.

Namely, for k ≥ 0 we define

µk
1 := 2d−1E

[
φk
v

]
=

1

2

(
2− 2k − 1

2k−1
p

)d

, (3.254)

where the moment calculation here follows from Lemma 3.34 (b). Then, Lemma 3.35 (b) states that

E[Φlog] = µ1
1 −

µ2
1

2
+
µ3
1

3
+ o(σ) (3.255)

for all p > 0.455. It’s worth noting that this range of p is simply where µ4
1 ≪ σ, and is not related

to the threshold
1
2
− γ of our main theorem. We also remark again that numerical calculations

show that the threshold
1
2
− γ can be taken as low as approximately 0.465, although we do not

prove this rigorously. So in principle this three-term approximation holds for the full possible

range of our theorem, and regardless it holds for values of p strictly below
1
2
. Thus we set

µ1 = µ1
1 −

µ2
1

2
+
µ3
1

3
(3.256)

as in (3.22), and the above discussion leads to the following corollary of Lemma 3.23.

Corollary 3.25. For p > 0.455,(
ΦEven

log − µ1

σ
,
ΦOdd

log − µ1

σ

)
d

=⇒ N (0, 1)⊗N (0, 1). (3.257)

3.6.3 Concentration of the dimer sums
We now show that the quantities ∆H

and ∆̃H
concentrate at o(1) scale around deterministic

values. As the joint behavior of these quantities across both sides is not relevant, we drop the

superscriptH in this section for readability.

In Lemma 3.37 (a), a short calculation leads to the following exact expressions for the means

of ∆ and ∆̃:

E[∆] = µ2, E
[
∆̃
]
= µ̃2, (3.258)
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where

µ2 =
d(d− 1)

4

(
(2− p)2

2

)d

·
(
1 + (1− p)2

2− p

)2

, (3.259)

µ̃2 =
d(d− 1)

4

(
(2− p)2

2

)d

, (3.260)

as previously defined in (3.23) and (3.24). Additionally, Lemma 3.37 (b) calculates the second

moments of φd and φ̃d and shows that for p > 0.391, we have Var(∆),Var(∆̃) ≪ 1. Again, this
number arises simply as the range of p for which 2dE[φ2

d] ≪ 1 and has nothing to do with the

threshold
1
2
− γ of our main theorem. This variance calculation yields the following lemma, giving

the o(1) concentration of ∆ and ∆̃ around their means.

Lemma 3.26. For p > 0.391 we have

∆− µ2
P−−→ 0 and ∆̃− µ̃2

P−−→ 0. (3.261)

Now recall from (3.44) that

ΨH = ΦH
log +∆H − ∆̃H

(3.262)

forH ∈ {Even,Odd}, and set

µ = µ1 + µ2 − µ̃2, (3.263)

as originally defined in (3.25). Then Corollary 3.25 and Lemma 3.26 yield the following, which

was previously stated as Proposition 3.8.

Proposition 3.27. For p > 0.455, we have(
ΨEven − µ

σ
,
ΨOdd − µ

σ

)
d

=⇒ N (0, 1)⊗N (0, 1). (3.264)

We finally remark that, as can be checked numerically, the quantities µ2 and µ̃2 are indeed of

larger order than σ when p is less than 0.508. This means that, to ensure the validity of our main

theorem which holds for values of p below 1
2
, these terms must be included in the formula for

µ, and cannot be absorbed into an o(σ) error term like the tail of the infinite series discussed in

Section 3.6.2.

3.7 Sampling
In this section we prove Theorem 3.2, exhibiting an approximate sampling algorithm which, given

a quenched realization of Qd,p, yields an independent set with distribution very close to that of a

uniformly random independent set in Qd,p.
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We remind the reader of the structure of this algorithm (initially presented in Definition 3.1),

now using notation developed in the body of the work. In order to present the algorithm, let us

first introduce the probabilities qEven and qOdd
defined by

qH ∝ eΨ
H
= Z̃H · exp

(
∆H − ∆̃H

)
, qEven + qOdd = 1, (3.265)

recalling the definition of Z̃H
from (3.34) and the definitions of ∆H

and ∆̃H
from (3.41). As we

will see shortly in Lemma 3.28 below, qEven and qOdd
approximate the probabilities that a uniformly

random independent set I in Qd,p has the even side or the odd side as its defect side.

Additionally we remind the reader that the the algorithm may fail (in particular at steps 3 and

5 below), and we enforce our usual convention of not distinguishing between a set of vertices and

the corresponding set of polymers, as mentioned in Section 3.1.2.

Definition 3.8 (ApproxSampler). Define the random independent set Î in Qd,p via the following

procedure.

1. LetH be Even or Odd, with probabilities qEven and qOdd
respectively.

2. Let S̃ denote a subset of H constructed by including each v ∈ H independently with

probability
φv

1+φv
. In other words, sample S̃ ∼ πH

, where πH
was defined in (3.123) (with

the superscriptH being implicit in that definition).

3. If S̃ /∈ PD≤2 (recall this notation from just above (3.35)), terminate the algorithm with a

result of failure. Otherwise, remove all dimers from S̃ and let S1 denote the resulting set of

well-separated singletons.

4. Let S2 denote a collection of dimers constructed by including each {u, v} ∈ DimersH

independently with probability
φd

1+φd
.

5. IfS1∪S2 /∈ PD≤2, terminate the algorithmwith a result of failure. Otherwise, let Ŝ = S1∪S2.

6. Let Î denote the independent set with Î ∩H = Ŝ and with every vertex in Qd \ H which

does not neighbor Ŝ included independently with probability
1
2
each.

There are three parts to the proof of Theorem 3.2. First, we must show that the defect side of a

uniformly random independent set I in Qd,p isH with probability approximately qH. Next, we
must show that ApproxSampler fails (at steps 3 or 5) with low probability. Finally, we must show

that if ApproxSampler does not fail, then the set Ŝ constructed in step 5 is close in distribution

to the defect side of a uniformly random independent set with defects on side H, and that this

implies that the total variation distance between a uniformly random independent set I and the

independent set Î constructed via ApproxSampler is small.
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Remark 3.3. When p ≥ 2
3
, the algorithm may be simplified dramatically, as in this case, dimers

are highly unlikely to appear. In particular, it suffices to perform only steps 1, 2 and 6, setting

Ŝ = S̃ after step 2, that is, after sampling the defect vertices independently according to πH
.

Matters are further simplified when p > 2
3
, as in this case, the choice of the side can be made with

equal (
1
2
) probabilities, since qEven and qOdd

concentrate around their expectation (which are equal)

with o(1) error.

3.7.1 The defect side of a uniformly random independent set
Let us begin with a lemma detailing some properties of the defect side of a uniformly random

independent set; these statements are simply reinterpretations of various previous statements

throughout the chapter.

Lemma 3.28. Let I denote a uniformly random independent set in Qd,p.

1. For p > 0,

P
[
I ∩ Even ∈ PDEven or I ∩ Odd ∈ PDOdd, but not both

] P−−→ 1. (3.266)

2. For p > 0 and any S ∈ PDEven (uniformly),

P
[
I ∩ Even = S

∣∣I ∩ Even ∈ PDEven
] P∼

∏
p∈S φp

ZEven
, (3.267)

and similarly for Even replaced by Odd.

3. For p > 1
2
− γ (where γ > 0 is as in Proposition 3.18),

P
[
I ∩ Even ∈ PDEven

] P∼ qEven, (3.268)

and similarly for Even replaced by Odd.

Proof of Lemma 3.28. Recall from the discussion in Section 3.2.3 that 22
d−1ZEven

is the number of

independent sets in Qd,p whose even side is polymer-decomposable, and similarly for 22
d−1ZOdd

.

Now Corollary 3.13 states that the number of independent sets that are not accounted for in

22
d−1(ZEven + ZOdd

)
(3.269)

is an o(1)-in-probability fraction of all independent sets. Further, by Proposition 3.11, which states

that i(Qd,p) is equal to (3.269) times a (1+ o(1))-in-probability factor, we observe that the number

of independent sets which are double-counted in (3.269) is also an o(1)-in-probability fraction of

all independent sets. In other words, all but an o(1)-in-probability fraction of independent sets

are polymer decomposable on exactly one of the two sides, which proves part (1).

Of these sets, there are 22
d−1ZEven(1− o(1)) which are decomposable on the even side and

similarly for the odd side. And, as mentioned (3.6), the number of independent sets which have
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even side S is 22
d−1−Np(S)

, which proves part (2) for the even side; the odd case follows by the

same reasoning.

Finally, by Corollary 3.7, for p > 1
2
− γ we have

ZEven P∼ Z̃Even · exp
(
∆Even − ∆̃Even

)
, (3.270)

and similarly for Odd, which yields part (3), recalling the definition (3.265) of qEven and qOdd
.

Now let us establish that total variation closeness of defect sides is sufficient to yield total

variation closeness of the full independent sets.

Lemma 3.29. Let I denote a uniformly random independent set in Qd,p and let Î denote the output
of ApproxSampler, given that ApproxSampler does not fail. Let S denote the random subset of Even
given by I ∩ Even, conditioned on I ∩ Even ∈ PD. Let Ŝ denote the random subset of Even given in
step 5 of ApproxSampler, conditioned on choosingH = Even in step 1 (and on ApproxSampler not
failing). If TV

(
S, Ŝ

)
P−−→ 0 and the analogous statement holds for Odd, then TV

(
I, Î
)

P−−→ 0 as
well.

Proof of Lemma 3.29. We need to exhibit a coupling between I and Î such that P[I ̸= Î]
P−−→ 0.

By Lemma 3.28 (1), we may couple the choice of H in step 1 of ApproxSampler to agree with the

polymer-decomposable defect side of I with probability
P−−→ 1 (we may simply ignore the event

where both I ∩ Even and I ∩Odd are polymer-decomposable, since this happens with probability

P−−→ 0). The hypothesis of the lemma is that we may couple the defect sides of I and Î with high

probability, and given that I has defect side S, the distribution of the non-defect side is a uniformly

random subset of the vertices which do not neighbor S. This is exactly what is achieved in step 6

of ApproxSampler, meaning that on the event that the defect sides S and Ŝ are coupled, the entire

independent sets I and Î may be coupled perfectly, finishing the proof.

Thus, to prove Theorem 3.2, it suffices to show that ApproxSampler fails with probability
P−−→ 0,

and that, given that ApproxSampler does not fail, the defect side constructed by the algorithm is

close in total variation distance to the defect side of a uniformly random set. These are captured

in the following two lemmas, which together finish the proof via an application of Lemma 3.29.

Lemma 3.30. For all p > 1
2
− γ, where γ > 0 is defined as in Proposition 3.18,

P[ApproxSampler fails] P−−→ 0. (3.271)

Lemma 3.31. Let S denote I ∩ Even, where I is a uniformly random independent set conditioned
on the event I ∩ Even ∈ PDEven. Let Ŝ denote the result of step 5 in ApproxSampler, conditioned on
choosingH = Even in step 1 and on the algorithm not failing at steps 3 or 5. For all p > 1

2
− γ, where

γ > 0 is defined as in Proposition 3.18, we have

TV
(
S, Ŝ

)
P−−→ 0. (3.272)

Additionally, the analogous statement with Even replaced by Odd also holds.
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We will prove Lemma 3.30 in Section 3.7.2, and we will prove Lemma 3.31 in Section 3.7.3

below.

3.7.2 The algorithm rarely fails
Let us assume that in step 1, we choseH = Even. So we will drop all superscripts ofH to simplify

the notation. The case where H = Odd follows by identical reasoning. For ApproxSampler to fail

at all, it must fail at step 3 or step 5, so Lemma 3.30 follows from the following pair of lemmas,

which we prove in turn.

Lemma 3.32. For all p > 2− 22/3 ≈ 0.413,

P[ApproxSampler fails at step 3] P−−→ 0. (3.273)

Lemma 3.33. For all p > 1
2
− γ, where γ > 0 is defined as in Proposition 3.18,

P[ApproxSampler fails at step 5|ApproxSampler does not fail at step 3] P−−→ 0 (3.274)

Proof of Lemma 3.32. The probability that ApproxSampler fails at step 3 is the same as the proba-

bility that a sample from π is not in PD≤2. Recalling the definition of π from (3.123) as well as the

definitions of Z̃ and Z̃≤2 from (3.34) and (3.35) respectively, we see that

P[ApproxSampler fails at step 3] =
Z̃ − Z̃≤2

Z̃
P−−→ 0, (3.275)

invoking Proposition 3.15 which states that Z̃ P∼ Z̃≤2 for all p > 2− 22/3.

Proof of Lemma 3.33. ApproxSampler could fail in two different ways at step 5: S1 ∪ S2 /∈ PD≤2

only if either S2 /∈ PD2 or S2 ̸⊆ Compat2(S1).
Let us consider the case S2 /∈ PD2 first. By a union bound,

P[S2 /∈ PD2] ≤
∑

d1∼d2

φd1φd2 ; (3.276)

here we have also used the bound
φd

1+φd
≤ φd. Now, by a simple moment calculation done in

Lemma 3.37 (b) below, the right-hand side in (3.276) has expectation (in terms of the percolation

configuration) tending to 0 for p > 0.391; this shows immediately that

P[S2 /∈ PD2]
P−−→ 0. (3.277)

Let us next consider the failure via S2 ̸⊆ Compat2(S1). Using the bound
φd

1+φd
≤ φd again, as

well as another union bound, conditioning on the value of the singleton set S1 constructed in step

3, we have

P[S2 ̸⊆ Compat2(S1)|step 3 yields S1] ≤
∑
d∼S1

φd = Adj(S1), (3.278)
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recalling the notation Adj from Definition 3.3. Since probabilities are at most 1, we may replace

this upper bound bymin{1,Adj(S1)}, which will be important in the sequel for turning smallness

in probability into smallness in expectation.

The upper bound of Adj(S1) given in (3.278) is actually not small under the worst-case choice

of S1, as first alluded to in Remark 3.1 and discussed in further detail in Section 3.5.4. Instead,

we need to use our average-case analysis and leverage the fact that Adj(S1) is small with high

probability for S1 ∼ π conditioned to be in PD1, as discussed in Section 3.5.5; in particular, we

will make use of (3.161), which is a consequence of Lemmas 3.20 and 3.21 and which states that,

for all p > 1
2
− γ,

π[Adj(S1) > ε|S1 ∈ PD1]
P−−→ 0 (3.279)

for some choice of ε = εd → 0 as d → ∞. Note that the same statement holds for Ãdj as well,
which is the same as Adj but with each φd replaced by φ̃d; this is simply because φ̃d ≤ φd. These

facts will also be relevant in Section 3.7.3 below, where we prove Lemma 3.33, showing that the

defect side generated by the sampler is close to the defect side of a uniform independent set.

To make use of (3.279), we will need to understand the distribution of the set S1 constructed

in step 3 of ApproxSampler. Since ApproxSampler fails if the set S̃ ∼ π is not in PD≤2, in the case

where the algorithm does not fail, S̃ is conditioned to be in PD≤2, meaning that the probability of

a particular value of S1 constructed in step 3 is

P[step 3 yields S1|step 3 does not fail] =
1

Z̃≤2

∏
v∈S1

φv

∑
S2∈PD2

S2⊆Compat2(S1)

∏
d∈S2

φ̃d. (3.280)

By Lemma 3.19, the inner sum over S2 is approximated in probability by e∆̃−Ãdj(S1)
, and this

approximation is uniform in the choice of S1. So

P[step 3 yields S1|step 3 does not fail]
P∼
∏

v∈S1
φv

Z̃≤2

· exp
(
∆̃− Ãdj(S1)

)
. (3.281)

Now, by Proposition 3.18 which states that Z̃≤2
P∼ Z1 · e∆̃ for p > 1

2
− γ, we have

P[step 3 yields S1|step 3 does not fail]
P∼
∏

v∈S1
φv

Z1

· e−Ãdj(S1)
(3.282)

uniformly for any S1 ∈ PD1 (sets S1 /∈ PD1 are not possible at this stage). Combining (3.282) with

(3.278) and recalling the definition of π from (3.123), we obtain

P[S2 ̸⊆ Compat2(S1)|step 3 does not fail] = E[P[S2 ̸⊆ Compat2(S1)|step 3 yields S1]] (3.283)

≤ E[min{1,Adj(S1)}] (3.284)

P∼
∑

S1∈PD1

∏
v∈S1

φv

Z1

· e−Ãdj(S1) ·min{1,Adj(S1)}

(3.285)

≤ ES1∼π[min{1,Adj(S1)}|S1 ∈ PD1], (3.286)
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where the last inequality follows simply from the fact that Ãdj(S1) ≥ 0. Now, using (3.279), we

find that the right-hand side converges to 0 in probability. Combining this with (3.277) and (3.275)

finishes the proof.

3.7.3 The defect distributions are close
Now we turn to the proof of Lemma 3.31, showing that the defect side from the sampler is close to

the defect side of a uniform independent set, in total variation distance. Recall that in the context

of that lemma, S denotes I ∩ Even, where I is a uniformly random independent set conditioned

on the event I ∩ Even ∈ PDEven
. Additionally, Ŝ denote the result of step 5 in ApproxSampler,

conditioned on choosing H = Even in step 1 and on the algorithm not failing at steps 3 or 5. We

only focus on the Even case in this section as the Odd case is identical, and henceforth we drop all

Even superscripts.

Proof of Lemma 3.31. Given that ApproxSampler does not fail, the defect side Ŝ obtained in step

5 is guaranteed to be in PD≤2, meaning that it can be decomposed as S1 ∈ PD1 and S2 ∈ PD2

with S2 ⊆ Compat2(S1). Additionaly, since S is guaranteed to be in PD by our conditioning

assumption, we have

TV
(
S, Ŝ

)
=

∑
S1∈PD1

∑
S2∈PD2

S2⊆Compat2(S1)

∣∣∣P[S = S1 ∪ S2]− P[Ŝ = S1 ∪ S2]
∣∣∣+ ∑

S′∈PD\PD≤2

P[S = S ′].

(3.287)

By Lemma 3.28 (2), for any S ′ ∈ PD,

P[S = S ′]
P∼
∏

p∈S′ φp

Z
, (3.288)

and this approximation is uniform among S ′ ∈ PD. This implies that the second sum in (3.287) is∑
S′∈PD\PD≤2

P[S = S ′]
P∼ Z −Z≤2

Z
P−−→ 0, (3.289)

recalling the definitions of Z and Z≤2 from (3.30) and (3.35) and invoking Proposition 3.14 which

states that Z P∼ Z≤2 for p > 2− 22/3.
Now let us turn to the first sum. For S the defect side of the uniform independent set, (3.288)

yields

P[S = S1 ∪ S2]
P∼
∏

v∈S1
φv

∏
d∈S2

φd

Z
P∼
∏

v∈S1
φv

∏
d∈S2

φd

Z1 · e∆
, (3.290)

where we have invoked Proposition 3.14 (which states that Z P∼ Z≤2) and Proposition 3.18

(which states that Z≤2
P∼ Z1 · e∆) to approximate Z by Z1 · e∆. It’s crucial to note that all of

these approximations are uniform in S1 and S2, in the sense that the error terms are bounded by

quantities tending (in probability) to 0 which do not depend on S1 or S2.
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Now let us examine the corresponding probability for Ŝ constructed in step 5 ofApproxSampler.
Recall from (3.282) that

P[step 3 yields S1|step 3 does not fail]
P∼
∏

v∈S1
φv

Z1

· e−Ãdj(S1). (3.291)

Now, given that we obtain S1 in step 3 and that ApproxSampler does not fail at step 5, the

probability of obtaining a particular value of S2 in that step (which must satisfy S2 ∈ PD2 and

S2 ⊆ Compat2(S1)) is

P[step 5 yields S2|step 3 yields S1] =

∏
d∈S2

φd∑
S′
2∈PD2

S′
2⊆Compat2(S1)

∏
d∈S′

2
φd

P∼
∏

d∈S2
φd

e∆
eAdj(S1), (3.292)

where we have applied Lemma 3.19 which approximates the big sum in the denominator by

e∆−Adj(S1)
and the approximation here is again uniform in S1.

Combining (3.290), (3.291) and (3.292), we find that the first sum in (3.287) satisfies∑
S1∈PD1

∑
S2∈PD2

S2⊆Compat2(S1)

∣∣∣P[S = S1 ∪ S2]− P[Ŝ = S1 ∪ S2]
∣∣∣ (3.293)

P∼
∑

S1∈PD1

∑
S2∈PD2

S2⊆Compat2(S1)

∏
v∈S1

φv

∏
d∈S2

φd

Z1 · e∆
∣∣∣1− eAdj(S1)−Ãdj(S1)

∣∣∣ (3.294)

=
∑

S1∈PD1

∏
v∈S1

φv

Z1

∣∣∣1− eAdj(S1)−Ãdj(S1)
∣∣∣ ·
∑

S2∈PD2
S2⊆Compat2(S1)

∏
d∈S2

φd

e∆︸ ︷︷ ︸
(∗)

(3.295)

(3.296)

To handle the factor labeled (∗), we apply Lemma 3.19, which states that

∑
S2∈PD2

S2⊆Compat2(S1)

∏
d∈S2

φd
P∼ exp

(∑
d̸∼S1

φd

)
= exp(∆− Adj(S1)), (3.297)

where the approximation is uniform in S1. So, continuing from the previous display, the first sum

in (3.287) is

P∼
∑

S1∈PD1

∏
v∈S1

φv

Z1

∣∣∣1− eAdj(S1)−Ãdj(S1)
∣∣∣e−Adj(S1) = Eπ

[∣∣∣e−Adj(S1) − e−Ãdj(S1)
∣∣∣∣∣∣S1 ∈ PD1

]
.

(3.298)
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Now, since Adj(S1), Ãdj(S1) ≥ 0 and the derivative of t 7→ e−t
is bounded by 1 for t ≥ 0, the

right-hand side above is at most

Eπ

[
|Adj(S1)− Ãdj(S1)|

∣∣∣S1 ∈ PD1

]
, (3.299)

which tends to 0 in probability by (3.279) as well as the corresponding fact for Ãdj. In combination

with (3.289), this finishes the proof of the lemma.

3.8 Appendix

3.8.1 Moment calculations
Recall from (3.28) and (3.32) that for each polymer p, we have defined φp = 2−Np(p)

, and φ̃p =∏
v∈p 2

−Np(v)
. Additionally we introduce the notation

Φk =
∑
v∈H

φk
v (3.300)

for each k ≥ 0, and we recall from (3.96) and (3.41) the notation

Φlog =
∑
v∈H

log(1 + φv), ∆ =
∑

d∈DimersH

φd and ∆̃ =
∑

d∈DimersH

φ̃d. (3.301)

Note that these quantities depend on the side H ∈ {Even,Odd}, but for most of the following

moment calculations, the result will be identical for both sides and for notational convenience we

will not mention the side explicitly. The exception will be the covariance of Φlog for the even and

odd side, and there we will use the notation ΦEven
log and ΦOdd

log to distinguish between the two sides.

3.8.1.1 Singleton moments

Recall the following constants defined in (3.254) which turn out to be the expectations of Φk, or

equivalently 2d−1
times the kth moments of φv.

µk
1 =

1

2

(
2− 2k − 1

2k−1
p

)d

. (3.302)

We will also use the notation

σ2 = µ2
1 =

1

2

(
2− 3

2
p

)d

and σ =
√
σ2. (3.303)

We first collect the following moments of singleton variables and sums of singleton variables.

Lemma 3.34. The following facts hold for all p ∈ (0, 1).
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(a) For each v inH and each k ≥ 0, we have

E
[
φk
v

]
=

(
1− 2k − 1

2k
p

)d

, (3.304)

Var(φk
v) = E

[
φ2k
v

]
(1− o(1)). (3.305)

(b) For each k ≥ 0, we have

E[Φk] = µk
1, (3.306)

Var(Φk) = µ2k
1 (1− o(1)). (3.307)

Proof of Lemma 3.34.

(a) Since Np(v) is a sum of d independent Ber(p) variables,

E
[
φk
v

]
=
(
(1− p) + 2−kp

)d
=

(
1− 2k − 1

2k
p

)d

. (3.308)

For the second claim, it suffices to show that E
[
φk
v

]2 ≪ E
[
φ2k
v

]
, or in other words, that(

1− 2k − 1

2k
p

)2

< 1− 22k − 1

22k
p. (3.309)

The validity of this inequality for 0 < p < 1 can be checked by multiplying both sides by

22k and expanding the square; this gives

22k − 2 · 2k(2k − 1)p+ (2k − 1)2p2 < 22k − (22k − 1)p (3.310)

−2 · 2k(2k − 1) + (2k − 1)2p < −(2k + 1)(2k − 1) (3.311)

(2k − 1)2p < (2k − 1)(2 · 2k − (2k + 1)) (3.312)

(2k − 1)p < 2 · 2k − (2k + 1) = 2k − 1, (3.313)

which holds as p < 1.

(b) These claims follow from the previous part, using the fact that the number of vertices in

each side is 2d−1
. The claim about the variance also uses the independence of φv amongst

v ∈ H.

Next we obtain approximations for the mean and variance of Φlog which are used in Section

3.6.

Lemma 3.35. The following approximations hold for Φlog.

(a) For all p ∈ (0, 1), we have
Var(Φlog) = σ2(1 + o(1)) (3.314)
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(b) For p > 0.455, we have

E[Φlog] = µ1
1 −

µ2
1

2
+
µ3
1

3
+ o(σ) (3.315)

Proof of Lemma 3.35.

(a) Since x ≥ log(1 + x) ≥ x− x2

2
for all x ∈ [0, 1], using Lemma 3.34 (a), we have(

1− 1

2
p

)d

≥ E[log(1 + φv)] ≥
(
1− 1

2
p

)d

− 1

2

(
1− 3

4
p

)d

, (3.316)

and since x2 ≥ log2(1 + φv) ≥ x2 − x3 + 1
4
x4, we also have(

1− 3

4
p

)d

≥ E
[
log2(1 + φv)

]
≥
(
1− 3

4
p

)d

−
(
1− 7

8
p

)d

+
1

4

(
1− 15

16
p

)d

. (3.317)

Combining these, we obtain(
1− 3

4
p

)d

−
(
1− 1

2
p

)2d

+

(
1− 1

2
p

)d(
1− 3

4
p

)d

− 1

4

(
1− 3

4
p

)2d

(3.318)

≥ Var(log(1 + φv)) ≥ (3.319)(
1− 3

4
p

)d

−
(
1− 7

8
p

)d

+
1

4

(
1− 15

16
p

)d

−
(
1− 1

2
p

)2d

. (3.320)

Now for both the upper bound (3.318) and the lower bound (3.320), each term after the first

is exponentially smaller than the first term. This is clear by inspection for all terms other

than

(
1− 1

2
p
)2d

, and the fact that this term is also exponentially smaller than

(
1− 3

4
p
)d

follows from the same argument as in Lemma 3.34 above. This means that

Var(log(1 + φv)) =

(
1− 3

4
p

)d

(1 + o(1)), (3.321)

and so since Φlog is a sum of 2d−1
independent random variables of the form log(1 + φv),

we have

Var(Φlog) = σ2(1 + o(1)), (3.322)

since σ2 = 2d−1
(
1− 3

4
p
)d
.

(b) This time we use the fact that

x− x2

2
+
x3

3
≥ log(1 + x) ≥ x− x2

2
+
x3

3
− x4

4
(3.323)

for x ≥ 0. This gives

0 ≥ E[Φlog]−
(
µ1
1 −

µ2
1

2
+
µ3
1

3

)
≥ −µ

4
1

4
(3.324)



CHAPTER 3. A FAMILY OF PHASE TRANSITIONS 125

We thus want to show that µ4
1 ≪ σ, which is implied by(

2− 15

8
p

)2

<

(
2− 3

2
p

)
. (3.325)

The difference between the left-hand side and the right-hand side is

2− 6p+
225

64
p2, (3.326)

which has roots

6±
√

36− 225/8

225/32
≈ 0.4542, 1.2524. (3.327)

Therefore, for 0.455 < p < 1, we have µ4
1 ≪ σ, finishing the proof.

The following lemma gives the independence input for Lemma 3.23 allowing us to show that

the scaling limit of (ΦEven
log ,ΦOdd

log ) is a pair of independent Gaussians.

Lemma 3.36. For all p ∈ (0, 1),

Cov(ΦEven
log ,ΦOdd

log ) ≪ Var(Φlog). (3.328)

Proof of Lemma 3.36. First note that Cov(ΦEven
log ,ΦOdd

log ) ≥ 0 by the FKG inequality since both

random variables are decreasing in the percolation configuration. Now, since φv and φw are

independent when v ̸∼ w in Qd, we have

Cov(ΦEven
log ,ΦOdd

log ) =
∑

v∈Even,u∈Odd
v∼u

(E[log(1 + φv) log(1 + φu)]− E[log(1 + φv)]E[log(1 + φu)])

(3.329)

≤
∑

v∈Even,u∈Odd
v∼u

E[log(1 + φv) log(1 + φu)] (3.330)

≤
∑

v∈Even,u∈Odd
v∼u

E[φvφu], (3.331)

using the inequality log(1 + x) ≤ x for x ∈ [0, 1] at the last step. Now, when v ∼ w, there is
exactly one edge connecting them in Qd, and there are 2d− 2 edges which are incident to only

one of the two vertices. So φvφw ∼ 2−2·Ber(p)2−Bin(2d−2,p)
, where the two random variables in

the exponent are independent. Additionally, for each of the 2d−1
vertices v ∈ Even, there are d

vertices u ∈ Odd such that v ∼ u, and so we have

Cov(ΦEven
log ,ΦOdd

log ) = 2d−1d

(
1− 3

4
p

)(
1− 1

2
p

)2d−2

, (3.332)

which is≪ σ2
since

2 ·
(
1− 1

2
p

)2

= 2− 2p+
1

2
p2 < 2− 2p+

1

2
p = 2− 3

2
p. (3.333)

The conclusion thus follows by Lemma 3.35 (a).
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3.8.1.2 Dimer moments

Recall the following constants defined in (3.23) and (3.24), which turn out to be the expectations

of ∆ and ∆̃ respectively:

µ2 =
d(d− 1)

4

(
(2− p)2

2

)d

·
(
1 + (1− p)2

2− p

)2

, (3.334)

µ̃2 =
d(d− 1)

4

(
(2− p)2

2

)d

. (3.335)

Notice that the above two expressions differ only by a multiple which does not depend on d.
Additionally, the exponential orders of µ2 and µ̃2 are the same as that of

1
2d
(µ1

1)
2
. Intuitively, this

is because each φd and φ̃d behaves approximately like a product of two independent singleton

variables φv, since most of the neighbors of d are not neighbors of both vertices in d. Moreover,

there are the same number of singletons and dimers, up to a poly(d) factor.

Lemma 3.37. Recall the definitions of ∆ and ∆̃ from (3.41) above.

(a) For all p ∈ (0, 1), we have

E[∆] = µ2 and E
[
∆̃
]
= µ̃2. (3.336)

(b) For all p > 0.391, we have

Var(∆) ≪ 1 and Var(∆̃) ≪ 1. (3.337)

Additionally for p > 0.391, we have

E

[ ∑
d1∼d2

φd1φd2

]
≪ 1 and E

[ ∑
d1∼d2

φ̃d1φ̃d2

]
≪ 1, (3.338)

where d1 ∼ d2 if the neighborhoods of the two dimers overlap.

Proof of Lemma 3.37.

(a) Let us consider ∆̃ first. For d = {u, v}, we have

φ̃d = 2−Np(u)−Np(v) d
= 2−Bin(2d,p), (3.339)

and so by the same reasoning as in Lemma 3.34 (a), we have

E[φ̃d] =

(
1− 1

2
p

)2d

. (3.340)
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Now there are 2d−1 d(d−1)
2

possible dimers d ∈ DimersH, and so we have

E
[
∆̃
]
= 2d−1d(d− 1)

2

(
1− 1

2
p

)2d

= µ̃2. (3.341)

As for ∆, we must consider φd instead of φ̃d. Now for d = {u, v}, we know that u and

v share a neighbor; in this case, in fact, u and v share exactly two neighbors since their

binary string representations differ in exactly two bits, and swapping either one of these

bits leads to a shared neighbor. Each of these common neighbors is a neighbor of d in Qd,p

with probability 1− (1− p)2, since it is not a neighbor exactly when both relevant edges are

absent. There are also 2d− 2 vertices in the opposite side which are neighbors of exactly

one of u or v. So we have

φd
d
= 2−Bin(2,1−(1−p)2)−Bin(2d−2,p), (3.342)

where the two Binomials are independent. So we have

E[φd] =

(
(1− p)2 +

1

2
(1− (1− p)2)

)2(
1− 1

2
p

)2d−2

(3.343)

=

( 1
2
+ 1

2
(1− p)2

1− 1
2
p

)2(
1− 1

2
p

)2d

(3.344)

=

(
1 + (1− p)2

2− p

)2(
1− 1

2
p

)2d

. (3.345)

This differs from E[φ̃d] by the same factor as µ2 differs from µ̃2, and so we obtain E[∆] = µ2.

(b) First note that φd1 is independent of φd2 if d1 ∩ d2 = ∅, and for each d1 there are at most

2d2 dimers d2 for which this does not hold. So we have

Var(∆) ≤
∑

d1,d2∈Dimers
d1∩d2 ̸=∅

E[φd1φd2 ] (3.346)

≤
∑

d1,d2∈Dimers
d1∩d2 ̸=∅

√
E
[
φ2
d1

]
E
[
φ2
d2

]
(3.347)

≤ poly(d) · 2d · E
[
φ2
d

]
. (3.348)

Now using the expression for φd from the previous part, we see that

E
[
φ2
d

]
= cp · E

[
2−2·Bin(2d,p)

]
(3.349)

for some constant cp depending only on p. Now, as in Lemma 3.34 (a), we have

E
[
2−2·Bin(2d,p)

]
=

(
1− 3

4
p

)2d

. (3.350)
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Thus

Var(∆) ≲ poly(d) · 2d
(
1− 3

4
p

)2d

, (3.351)

and this is ≪ 1 when

(
1− 3

4
p
)2

< 1
2
, which happens for p > 2

3
(2 −

√
2) ≈ 0.3905.

Additionally, ∆̃ is a sum of i.i.d. random variables φ̃d ≤ φd, and so by the same reasoning

we have Var(∆̃) ≪ 1 as well.

The second statement, about the sums over d1 ∼ d2, follows by the same reasoning since

for any dimer d1 there are at most poly(d) dimers d2 which satisfy d1 ∼ d2.

3.8.2 Entropy approximations for binomials
Recall the binary (relative) entropy between two Bernoulli distributions with parameters p and q,
defined in (3.152) above:

Hp(q) = q log2
q

p
+ (1− q) log2

1− q

1− p
. (3.352)

The following lemma is standard; see for instance [Cov99, Page 353].

Lemma 3.38. For p, q ∈ [0, 1] with q ≥ p, we have P[Bin(n, p) ≥ nq] ≤ 2−n·Hp(q).

Next, we need a lemma which bounds the binary relative entropy in terms of a more easily

accessible quantity.

Lemma 3.39. For any 0 < p < x < 1 with x ≥ 10p, we have

Hp(x) ≥
1

2
· x log2(x/p)

We remark that the constant 10 is not the best possible constant here, although 5 seems to be

closer to being optimal.

Proof of Lemma 3.39. Recall from (3.152) that

Hp(x) = x log2
x

p
+ (1− x) log2

1− x

1− p
.
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Since x > p, 1− x < 1− p, and thus the second summand is negative. Further, the ratio between

the (negative) second summand and the first summand is

(1− x) log2
1−p
1−x

x log2
x
p

=
(1− x) log2

(
1 + x−p

1−x

)
x log2

x
p

(3.353)

=
(1− x) ln

(
1 + x−p

1−x

)
x ln x

p

(3.354)

≤
(1− x)

(
x−p
1−x

)
x ln x

p

(ln(1 + t) ≤ t)

=
1− p

x

ln x
p

=
p
x
− 1

ln p
x

. (3.355)

Now since we assumed that
p
x
≤ 1

10
and

t−1
ln t

is an increasing function of t > 0, the right-hand side

above is at most
0.1−1
ln 0.1

≈ 0.3908 < 1
2
, finishing the proof.

The following lemma is used repeatedly in Section 3.5 to show that various optimization

problems have valid solutions for a range of p which includes values slightly below
1
2
.

Lemma 3.40. For every fixedm ≥ 1, let

f(p) := inf
s∈(0,1)

ms+Hp(s), p ∈ (0, 1).

Then f is continuous and strictly increasing in p, and

f
(
1
2

)
= m+ 1− log2 (2

m + 1).

Proof of Lemma 3.40. Let us write g(p, s) = ms+Hp(s) for the objective function, and s
⋆(p) for

the minimizer. Then, to compute s⋆ = s⋆(p), note that g is convex in s, and thus it suffices to

equate its derivative to zero. The derivative ofHp(x) is log2(x/p)− log2((1−x)/(1− p)). Setting
∂g/∂s to zero, we get

m+

(
log2

s⋆

p
− log2

1− s⋆

1− p

)
= 0 ⇐⇒ s⋆

1− s⋆
= 2−m p

1− p
(3.356)

⇐⇒ s⋆ =
p

(1− p)2m + p
. (3.357)

In particular, s⋆ < p always. Observe that continuity of f follows from the continuity of Hp and

s⋆(p). The derivative of f is

f ′(p) =
∂g

∂p

∣∣∣
s=s⋆(p)

+
∂g

∂s

∣∣∣
s=s⋆(p)

· (s⋆)′(p) (3.358)

The second term is zero due to the optimality of s⋆. Further, since ∂Hp(x)/∂p is positive when
x < p, we have that f ′(p) > 0 always, showing that f is strictly increasing.
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Setting p = 1/2, we get s⋆ = 1/(2m + 1), and thus

f(1/2) = g(1/2, s⋆(1/2)) (3.359)

=
m

2m + 1
+

1

2m + 1
log2

(
1

1/2 · (2m + 1)

)
+

2m

2m + 1
log2

(
2m

1/2 · (2m + 1)

)
(3.360)

= m+ 1− log2(2
m + 1), (3.361)

as required.

Finally, the following lemma expresses the exponential quantity appearing in the dimermoment

calculations of Lemma 3.37 as the solution of an optimization problem.

Lemma 3.41. For all p ∈ (0, 1),

1

poly(d)
· 2d(1−2s⋆−2Hp(s⋆)) ≤

(
(2− p)2

2

)d

≤ poly(d) · 2d(1−2s⋆−2Hp(s⋆)), (3.362)

where s⋆ maximizes 1− 2s− 2Hp(s) over s ∈ [0, 1]. In particular, this implies that

(2− p)2

2
= 21−2s⋆−2Hp(s⋆). (3.363)

Proof of Lemma 3.41. By the same argument as in Lemma 3.34,

(2− p)2d

2d
= 2dE

[
2−Bin(2d,p)

]
= 2d

2d∑
k=0

2−kP[Bin(2d, p) = k]. (3.364)

Now a standard derivation using Stirling’s approximation (see e.g. [Cov99, Page 353]), we have

1

2d+ 1
22dH(k/2d) ≤

(
2d

k

)
≤ 22dH(k/2d), (3.365)

where

H(q) = −q log2 q − (1− q) log2(1− q) (3.366)

is the standard binary entropy function. This immediately implies that

1

2d+ 1
2−2dHp(k/2d) ≤ P[Bin(2d, p) = k] ≤ 2−2dHp(k/2d). (3.367)

Now using the fact that there are polynomially many terms in the sum (3.364), we find that

1

poly(d)
· 2d(1−2(k⋆/2d)−2Hp(k⋆/2d)) ≤ (2− p)2d

2d
≤ poly(d) · 2d(1−2(k⋆/2d)−2Hp(k⋆/2d))

(3.368)

for some fixed polynomials in the upper and lower bounds, where k⋆ ∈ {0, . . . , 2d} maximizes

the exponent 1− 2(k⋆/2d)− 2Hp(k
⋆/2d).
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Now, for any fixed p ∈ (0, 1), the function g(s) = 1− 2s− 2Hp(s) is concave. Thus it has a
unique maximum s⋆ ∈ [0, 1], and the optimizer k⋆ is one of the two points in {0, . . . , 2d} nearest

to s⋆ on either side. This means that

∣∣k⋆
2d

− s⋆
∣∣ ≤ 1

2d
, and so since g′(s⋆) = 0 we must have

|g(s⋆)− g(k⋆)| ≤ C

d2
(3.369)

for some constant C , by Taylor expansion. This combined with (3.368) finishes the proof.
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Chapter 4

Aspects of universality

The material in this chapter is based on [CG25a]. We consider the intriguing possibility of the
universality of the Gaussian multiplicative chaos, in light of the recent construction of its non-
Gaussian analogs. Along the way, we establish a novel high-dimensional central limit theorem in the
L∞-norm, which may be of independent interest.

4.0.1 The Gaussian multiplicative chaos
Random Gibbs measures arise quite naturally in the study of disordered systems in statistical

physics. For instance, a rather generic situation is when one wishes to understand how the

behavior of a system, often modeled as Gibbs measure over its possible states, is affected by the

disorder, modeled as a random environment. A key question then is, how sensitive is the Gibbs
measure to the environment? Of course, one needs to precisely define the nature of “sensitivity”

under consideration, and in fact, three chapters of this thesis, this, Chapter 5 and Chapter 3,

are devoted to this question under two different interpretations. The particular situation under

consideration in this chapter is the question of universality, that is, the Gibbs measure will exhibit

essentially the same characteristics regardless of the nature of the disorder.

More precisely, the Gibbs measure we will consider is the Gaussian multiplicative chaos (GMC).

This is a canonical random fractal measure, arising in multiple contexts in statistical physics and

quantum field theory. We will review its definition and some historical context shortly, but, as

is probably evident from the name, Gaussianity is rather central to this definition. Indeed, the

Gaussian case is the most important, but it turns to not be essential for the construction. Rather

recently, an analog of this measure, in certain contexts, was also constructed with non-Gaussian
disorder. Then a key question, posed in [Jun20], is how different are these two measures? As shown

recently in [KK24] for a certain range of parameters and in our work [CG25a] for the full range,

the two measures may be coupled so that they are, in fact, mutually absolutely continuous. In

some sense, this is also the best possible notion of similarity we can hope for.

To ground our discussions, let us spend a few moments on defining the relevant objects.

Suppose (X(x))x∈T is a log-correlated Gaussian field indexed by some compact1 metric space

1
The requirement of compactness is not necessary for the construction, but it will be convenient to restrict to
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T equipped with a measure σ(dx). Log-correlation means that the covariance K(x, y) (which
completely specifies the field) decays logarithmically in the distance d(x, y). By this we mean

K(x, y) = c · log+ d(x, y)−1 + some bounded function, c > 0, (4.1)

where log+ x = max(log x, 0) to avoid the singularity of log at large distances d(x, y). Scaling
the field by c−1/2

, it suffices to simply consider c = 1.
Then, the Gaussian multiplicative chaos associated to this field is, formally, defined as the

random measure

Mγ(A) “:=”

∫
A

exp

(
γX(x)− γ2

2
Var[X(x)]

)
σ(dx). (4.2)

The GMC was introduced by Kahane in [Kah85] as a mathematical model for energy dissipation

in turbulence, making rigorous a program initiated by Mandelbrot in [Man05]. Since then, this

construction has been rather crucial in quantum field theory and Liouville quantum gravity (see

[RV14] for a beautiful survey on this topic).

There are a couple of difficulties with (4.2). First, the field itself, specifically its value at a point

X(x), is not really well defined, since, as prescribed by (4.1), its variance its infinite. Secondly,

even if one succeeds to defineX(x) as a generalized function (and indeed such constructions exist,

defining X as a random distribution), the exponential of such a distribution is not well-defined

either.

To resolve these issues, Kahane considers the following procedure. First, we restrict to covari-

ances K(x, y) that admit a decomposition of the form

K(x, y) =
∞∑
i=1

Ki(x, y), (4.3)

where each Ki is a nonnegative, continuous, positive definite kernel. Each Ki is a well-defined

covariance, and therefore produces a well-defined, finite mean-zero Gaussian field Xi(x). Of
course, then it is reasonable to “define” the field X(x) as the

X(x) “:=”

∞∑
i=1

Xi(x), (4.4)

where each Xi is independent. We note that many important log-correlated fields satisfy such a

decomposition. For instance, arguably themost important log-correlated field, the two-dimensional

Gaussian free field (recall Figure 1.1 in the introduction), with the Green’s function (in 2D) as

covariance, admits such a decomposition. As an aside, such decompositions for the Green’s

function can also be chosen to be finite range, that is, each covarianceKi is 0when |x−y| is bigger
than some range ri. This observation and construction forms the basis of the modern, rigorous

approach to the renormalization group method (see the book [BBS19] for a detailed treatment).

this case. In particular, we encourage the reader to simply think about T = [0, 1]d, the unit cube in dimension d. This
chapter will mostly be focused on the case d = 1.
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Given this decomposition, one may construct the measure in (4.2) as follows. Define the

measures

Mk
γ (A) :=

∫
A

exp

(
γ

k∑
i=1

Xi(x)−
γ2

2

k∑
i=1

Var[Xi(x)]

)
σ(dx), (4.5)

which is simply (4.2) with X replaced by the approximator

∑k
i=1Xi, as in (4.4). Using the

independence of the fields Xi, one may show that for each Borel A, the sequence Mk
γ (A) is a

positive martingale in k, and therefore converges almost surely to a limit. Note that the counter-

term−γ2

2
Var[Xi(x)], which is the expectation of e

X(x)
(pretendingX(x) is well-defined), is crucial

to ensure that there is no drift in the measures, producing a martingale. In particular, observe

E
[
Mk

γ (A)
]
=

∫
A

E

[
exp

(
γ

k∑
i=1

Xi(x)−
γ2

2

k∑
i=1

Var[Xi(x)]

)]
︸ ︷︷ ︸

=1

σ(dx) = σ(A). (4.6)

In fact, one may show that the measuresMk
γ themselves converge weakly to a limiting, random

measureMγ , which we define as the GMC associated to the field X .

Let us briefly discuss the role of the parameter γ in the above description, which is perhaps

best seen by considering the second-moment of the mass of the entire set A = T . See Figure
4.1 below for simulations from different values of γ. Pretending for the moment that X(x) is
well-defined, one may compute (this may be made rigorous by considering the approximations

Mk
γ above)

E
[
Mγ(T )

2
]
=

∫
T×T

E
[
exp

(
γ[X(x) +X(y)]− γ2

2
(Var[X(x)] + Var[X(y)])

)]
σ(dx)σ(dy)

=

∫
T×T

exp

(
γ2

2
Var(X(x) +X(y))− γ2

2
(Var[X(x)] + Var[X(y)])

)
σ(dx)σ(dy)

=

∫
T×T

exp
(
γ2K(x, y)

)
σ(dx)σ(dy). (4.7)

To illustrate the behavior of this integral, let us further specialize to T = [0, 1]d and σ being

the Lebesgue measure. The log-correlation in (4.1) then implies that when e−k ≤ |x− y| ≤ e−k+1
,

the integrand is of order exp(γ2k). The σ-volume of this set is of order e−kd
, suggesting that the

integral stays finite only when γ2 < d. This is the so-called L2
-phase of the GMC, where the

martingales in (4.5) converge in L2
.

The failure of L2
convergence indicates that the measure of a set A is increasingly dominated

by rare events where it is very large. This should suggest that the measure is somehow fractal in
nature, where the mass is completely concentrated on a lower-dimensional subset of the space T .

Indeed, Kahane showed that the GMC measure is non-trivial (does not vanish the limit) for all

γ2 < 2d (and not simply γ2 < d) 2 and for each γ in this range, the measure is essentially supported

2
Beyond γ2 > 2d, the measure is trivial, at least under the current choice of the counter-term

exp
(
−γ2/2 ·Var[X(x)]

)
, but there are other approaches to achieve non-trivial limiting objects. The γ2 = 2d

case, called the critical GMC, is rather subtle and interesting (see [RV14] for details).
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on a subset of dimension d − γ2

2
. Rather sharp information is available about this support, but

requires some about of technical setup. Briefly and informally, suppose our decomposition (4.3) is

such that

∑k
i=1Ki(x, x) grows like log k. Then, the measureMγ is supported on the set of points

for which the value

∑k
i=1Xi(x) grows like γ log k (compare this to the typical value

√
log k), that

is,

lim
k→∞

∑k
i=1Xi(x)

log k
= γ. (4.8)

These points are large enough to not be dominated by the counter-term exp
(
−g2/2

Var
[X(x)]

)
, but

also not too large to be so rare that they are lost in the limit. These points have a special name,

they are called the γ-thick points of the field X . Then, to summarize, the GMC of parameter γ is

supported on the collection of γ-thick points of the underlying field.

In this chapter we will consider a particular log-correlated Gaussian field S(t) on [0, 1]. This
will be defined formally via the random Fourier series

S(t) :=
∞∑
k=1

1√
k

(
a
(1)
k cos(2πkt) + a

(2)
k sin(2πkt)

)
, (4.9)

where the coefficients a
(1)
k , a

(2)
k are i.i.d. standard Gaussian random variables. Note that the

variance of S(t) diverges logarithmically:

Var[S(t)] =
∞∑
k=1

1

k

(
cos2(2πkt) + sin2(2πkt)

)
=

∞∑
k=1

1

k
= ∞. (4.10)

In fact, more is true, although not immediately obvious: S(t) is a log-correlated field in the sense

of (4.1). Note that for s ̸= t,

Cov(S(t), S(s)) =
∞∑
k=1

1

k
(cos(2πkt) cos(2πks) + sin(2πkt) sin(2πks))

=
∞∑
k=1

cos(2πk(t− s))

k
, (4.11)

so that the field is stationary. Further, let us informally see why

∑∞
k=1 cos(2πkt)

/
k is logarithmic

in t > 0 (a rigorous computation may be found in [Jun20]). Suppose t is small. Then, up to k
of order 1/t, the cosine factor is positive and of constant order, totalling to a quantity of order∑1/t

k=1 1/k ≈ log(1/t). For kmuch larger than 1/t, the cosine term oscillates rapidly and essentially

cancels out, leaving log(1/t) as the main contribution.

Note that none of the computations above rely on the Gaussian nature of the variables, a
(1)
k , a

(2)
k .

In fact, one may consider the same series, but with non-Gaussian coefficients, and it will also turn
out to be log-correlated. In fact, it is also possible to construct the corresponding multiplicative

chaos, as was achieved in [Jun20] for a large class of non-Gaussian variables.
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0 1γ = 0.3 0 1γ = 1 0 1γ = 1.6

Figure 4.1: The GMC measure for the random Fourier series, for three different values of γ (using

the same noise). Note the fractal nature, the decaying support, and increasing singularity as γ
increases.

We finally arrive at the main question of this chapter. How related are the multiplicative

chaoses arising from the Gaussian and non-Gaussian Fourier series? [KK24] showed that for

γ > 1 (recall that the L2
phase is γ < 1, and the full non-trivial phase is γ <

√
2), the variables

may be coupled so that the two measures are mutually absolutely continuous. We point out that

traditionally, γ > 1 is harder regime to analyze, but in this case, the problem is easier since the

support is much smaller. We will see that in fact, this restriction will pop out of the constraints on

a high-dimensional CLT. Our primary contribution in this chapter is to show that this restriction

is superfluous. One may prove a much stronger CLT, allowing us to extend absolute continuity to

the entire (0,
√
2) regime.

The benchmark of absolute continuity may seem slightly strange at first glance. Since we

allow ourselves to couple the variables, can we not expect the measure to be completely equal?
The answer is no. Note that a discrepancy in just the first Fourier mode is enough to produce a

global multiplicative factor to the density. A rather illustrative case is when the non-Gaussian

variables are atomic, wherein this discrepancy seems rather unavoidable. As described earlier, the

GMC measures are supported on a lower-dimensional subset (of [0, 1]), and therefore, are singular

with respect to the Lebesgue measure. Absolute continuity of the two measures implies a shared

support. That is, the Gaussian and non-Gaussian multiplicative chaoses share the same set of thick
points, almost surely over the realizations of the noise variables. It should be clear that this is

a rather strong statement about the structure of exceptionally large points in the non-Gaussian

field.

To motivate the discussion ahead, let us set up some notation and spend a few moments on

the overall proof strategy. It will be necessary to distinguish between the two series, so we will

denote the non-Gaussian variables by a(1), a(2) as before, but the Gaussian ones will go by g(1), g(2).
Accordingly, the series and the corresponding multiplicative chaos measures will be denoted by

Sn,a(t), S∞,a(t) and µγ,a for the non-Gaussian case, and Sn,g(t), S∞,g(t) and µγ,g for the Gaussian

case.

Our approach to this problem (as was first done in [KK24]) will begin with a discretization of

the unit interval. For each dyadic scale k ∈ [2n−1, 2n), we will couple the variables on this scale,
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i.e., {a(1)k , a
(2)
k }k∈[2n−1,2n) and {g(1)k , g

(2)
k }k∈[2n−1,2n). Note that on this scale the frequencies are of

order 2n, so intuitively, if we manage to couple the variables so that the two series are close on a
mesh finer than 2−n, then we may expect them to be close everywhere. Without going into too many

details (which will be described later in Section 4.0.4), it is not even necessary to couple all of these

mesh points. Rather, it will suffice to couple only that subset of points which are sufficiently “thick”,
that is, comparable to γn (possibly up to universal constants depending on the discretization scheme),
after the previous dyadic scale has been revealed. By what was discussed earlier, the number of

such points is of dimension 1− γ2

2
, so their count is of order 2n(1−γ2/2)

. Therefore, to summarize,

and considering only the cosine terms for simplicity, we will attempt to couple the 2n−1
variables

{a(1)k } and {g(1)k } on this scale, so that∣∣∣∣∣
2n∑

k=2n−1

1√
k

(
a
(1)
k − g

(1)
k

)
vjk

∣∣∣∣∣ (4.12)

is small for all j, where j indexes the O(2n(1−γ2/2)) thick points {tj} of the previous scale, and

vjk = cos(2πktj). Phrasing this in a way that will reveal the essence of the problem, let us bundle

the entries vjk into vectors vk ∈ Rd
, where d = O(2n(1−γ2/2)). Then, the problem is to couple 2n−1

variables a
(1)
k and g

(1)
k so that the supremum norm∥∥∥∥∥

2n∑
k=2n−1

1√
k

(
a
(1)
k − g

(1)
k

)
vk

∥∥∥∥∥
∞

(4.13)

is small. The presence of the varying factor k−1/2
is not too crucial, and it will suffice to simply

control

N−1/2

∥∥∥∥∥
N∑
k=1

(
a
(1)
k − g

(1)
k

)
vk

∥∥∥∥∥
∞

, N = 2n−1. (4.14)

Evidently, this is a central limit theorem (CLT) type question, particularly, a high-dimensional
one. Note that as γ → 0, the dimension d = O(2n(1−γ2/2) is nearly N = O(2n), illustrating why
the problem is hard in this regime. [KK24] employs a CLT that is effective only when d≪ N1/2

,

which translates to 1− γ2/2 < 1/2 or γ > 1, explaining the restriction in their result. Our other

main contribution in this chapter is to overcome this barrier, exploiting the Fourier structure of

the vectors v.

4.0.2 High dimensional CLT
The usual classical central limit theorem says that for any fixed dimension d, if X1, X2, . . . , XN

are i.i.d. d−dimensional vectors with mean zero and covariance matrix Σ, then

1√
N

N∑
i=1

Xi
d

=⇒ Z (4.15)
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where Z ∼ N (0,Σ). One may ask a more quantitative version: how well can we couple the

two sides of (4.15) so that they are always close under some metric? This distance between two

measures is the Wasserstein distance (for that metric), and consequently, such CLTs have been

referred to as Wasserstein CLTs in the literature. The case of fixed dimension d is rather well

understood at this point, and any reasonable metric produces an N−1/2
convergence rate. Much

more interesting and subtle is the case when d grows with N . How fast can the growth be, still
achieving o(1) coupling error?

A significant amount of work has gone into studying the various aspects of the problem

(see [CG25a] for a more extended account). In this chapter, we will content outselves by briefly

discussing some of the highlights most important to the rest of the discussion. [Zha18] considered

the L2
-Wasserstein distance (denoted W2), and achieved a near optimal dimension dependent

bound:

Theorem 4.1 ([Zha18]). Suppose X1, X2, . . . , XN are i.i.d. mean-zero random vectors in Rd with
covariance Σ and ∥Xi∥2 ≤ κ. Then,

W2

(
1√
N

N∑
i=1

Xi, Z

)
≤ O

(√
d

N
κ logN

)
, (4.16)

where Z ∼ N (0,Σ).

The key idea in the proof of Theorem 4.1 is to apply a Lindeberg-type strategy, where the
non-Gaussian variables are replaced one-by-one with Gaussian variables, controlling the error at

each step. The primary tool to control this error is Talagrand’s transportation inequality, which
allows one to connect the L2

-Wasserstein distance to relative entropy, which enjoys powerful

tensorization properties:

Theorem 4.2 (Talagrand’s transportation inequality). Suppose X is a random vector in Rd with
law absolutely continuous with respect to that of the standard Gaussian variable Z in Rd (i.e., with
covariance matrix Id). Then,

W2(X,Z)
2 ≤ 2 ·KL(X||Z). (4.17)

Here KL(X||Z) denotes the Kullback-Leibler divergence (or relative entropy) between the laws of X
and Z .

Note that, in our setting (4.14), the random vectorsXi are actually a
(1)
i vi (a randommultiple of a

fixed vector vi), which are not only non-i.i.d., but also are particularly singular, in that the covariance
matrix is viv

T
i , a rank-one matrix. Therefore, the plausibility of a CLT in this setting relies on a

global homogenization taking place (for instance, no direction should be sparsely represented in

the ensemble {vi}). This rules out a Lindeberg-type approach. Further, we are interested in the

L∞-Wasserstein distance, not L2
, thus rendering Talagrand’s inequality inapplicable. One must

therefore search for new ideas.

Subsequent to [Zha18], Eldan, Mikulincer, and Zhai [EMZ20] used martingale embeddings
constructed by Eldan [Eld16] to obtain several new bounds for convergence in transportation
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distance and entropy, improving, among other things, the logarithmic factors in Zhai’s result. We

note the use of process-level embeddings in [EMZ20], which are referred to as “multidimensional

Skorokhod embeddings” in [Eld16]. In our setting, the randomness being one-dimensional, the

usual one-dimensional Skorokhod embedding will suffice.

Skorokhod embeddings have been a powerful tool to prove CLTs. Let us briefly review an

illuminating argument due to Strassen [Str67], who proves the following process-level CLT using

Skorokhod embeddings:

Theorem 4.3. SupposeX1, X2, . . . , are i.i.d. mean-zero random variables with variance 1 and finite
fourth moment. Let SN =

∑N
i=1Xi. Then, one may couple these variables to a standard Brownian

motion Bt so that
|SN −BN | = O

(
N1/4poly logN

)
, (4.18)

almost surely as N → ∞.

We briefly sketch the idea. The Skorokhod embedding theorem states that for any random

variableX with mean zero and variance one, it is possible to construct a Brownian motion Bt and

a stopping time τ so that Bτ
d
= X , with Eτ = 1 = VarX . In fact, due to the strong Markovianity

of Brownian motion, one may construct i.i.d. copies τ1, τ2, . . . so that Bτi −Bτi−1

d
= Xi, for each i.

Therefore, the gap in (4.18) is simply

|SN −BN | =
∣∣∣B∑N

i=1 τi
−BN

∣∣∣ = |BTN
−BN |, (4.19)

where TN =
∑N

i=1 τi. By usual CLT for the sum of i.i.d. variables (the conditions are satisfied on

τ on account of the moment assumptions on X), we have TN = N +O(N1/2) (poly log factors

may be inserted to obtain high probability bounds here). Thus, heuristically,

|BTN
−BN | =

∣∣BN+O(N1/2) −BN

∣∣ = O(N1/4), (4.20)

since Brownian motion drifts by O(
√
t) in time t. This justifies the occurrence of N1/4

in (4.18).

The formal proof requires a proper union bound over all N , but we omit the details here. But

hopefully this argument illustrates why the Skorokhod embedding is a powerful tool to prove

CLTs.

With this prelude, we finally arrive at our contributions in this chapter. At a high level, we

will use Skorokhod embeddings as well to prove a new high dimensional CLT with rank one

increments which will then be applied to prove the previously claimed universality of the GMC.

Several further ingredients will feature, including a seemingly new perturbation result on matrix

square roots which will be reviewed in Section 4.1.3. The CLT result is rather general and is

expected to be of wider interest.

4.0.3 Main results
Our first main result states the universality of the GMC in the sense of [KK24] for the random

Fourier series model. Suppose

{
g
(1)
i , g

(2)
i

}
i≥1

are i.i.d. standard Gaussian random variables, and
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{
a
(1)
i , a

(2)
i

}
i≥1

are i.i.d. random variables sampled from a common law µ, satisfying

Ea = 0, Var(a) = 1, E
[
eλa
]
<∞, (4.21)

for a ∼ µ and λ ∈ R. Recall that

Sn,a(t) :=
n∑

k=1

1√
k

(
a
(1)
k cos(2πkt) + a

(2)
k sin(2πkt)

)
, t ∈ [0, 1], (4.22)

and the analogously defined Sn,g(t). Further, define
3
the (prelimiting) random measures on [0, 1]

µn,γ,a(dt) :=
eγSn,a(t)

Zn,γ,a

dt, Zn,γ,a := EeγSn,a(t), (4.23)

As described above, µn,γ,g
d

=⇒ µγ,g, the usual Gaussian multiplicative chaos measure, and,

µn,γ,a
d

=⇒ µγ,a, the non-Gaussian multiplicative chaos measure constructed in [Jun20]. Our main

result is the following:

Theorem 4.4 (Universality of GMC). Let γ ∈ (0,
√
2). Then, there is a coupling of

{
a
(1)
i , a

(2)
i

}
i≥1

and
{
g
(1)
i , g

(2)
i

}
i≥1

such that
µγ,g ≪ µγ,a ≪ µγ,g,

that is, the multiplicative chaos measures are mutually absolutely continuous.

Natural higher dimensional analogues of the above theorem hold as well. We elaborate more

on this in Section 4.2.4 later.

As already mentioned, this extends [KK24] where the authors had proved the above result

for all γ ∈ (1,
√
2). The other main result, which consumes the bulk of our effort and is the

primary ingredient on our path to Theorem 4.4, is the following new high dimensional central

limit theorem.

Abstractly, suppose v1, v2, . . . , vn ∈ Rd
are n vectors (where d ≤ n) with ∥vi∥2 ≤

√
d for

all i, (in fact in our application we will have the stronger condition ∥vi∥∞ ≤ 1), and let µ be

a distribution on R with mean 0, variance 1, and with stretched-exponential tails, i.e., there are
constants C, c, α > 0 such that if a ∼ µ, then

P(|a| ≥ t) ≤ C exp(−ctα), for all t ≥ 0 (4.24)

(note that these conditions are satisfied by (4.21)). Define the normalized sums

Sa
n =

1√
n

n∑
i=1

aivi, a1, a2, . . . , an ∼ µ, i.i.d.,

Sg
n =

1√
n

n∑
i=1

givi, g1, g2, . . . , gn ∼ N (0, 1), i.i.d..

3
We switch our notation to µn,γ,a to remain consistent with the literature in this direction.
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Theorem 4.5. There is a coupling of Sa
n and Sg

n (and thus, of the collections {ai}i and {gi}i) such
that for any r ≥ 1, we have

∥Sa
n − Sg

n∥∞ ≲ r log1+
1
β n ·max

((
d∥U∥
n

)1/4

,

(
d

n

)1/2
)
,

with probability at least 1−O(n−r). Here, β = α
2+α

(see Remark 4.1 below) and ∥U∥ refers to the
spectral/operator norm of the matrix U defined as

U :=
1

n

n∑
i=1

viv
T
i .

Moreover, ≲ denotes, as usual, that there is a universal constant which when multiplied to the RHS
makes the LHS smaller.

A few remarks are in order. First, it is natural to wonder about the necessity of the various

hypotheses in the above statement. The d ≤ n hypothesis is natural since one does need more

randomness than dimensions to have a chance at homogenization per coordinate (a short coun-

terexample in the case d = n is provided later in Remark 4.3). The stretched exponential tail

assumption could potentially be relaxed but, as will be explained shortly (see Remark 4.1), will

indeed feature somewhat crucially in our arguments.

Finally, even though our setting is particularly singular compared to past results on account

of the low rank of the covariance matrices of the increments, as indicated earlier, it might be

instructive to compare Theorem 4.5 to theW2 bounds obtained in prior results in [Zha18; EMZ20].

Ignoring the logarithmic factor, both yield bounds of the form κ
√

d
n
, where κ is an assumed L2

bound on the involved random vectors. Translated to our setting yields aW2 bound of
d√
n
since

κ ≤
√
d by hypothesis in our case. Thus, note that thisW2 bound is consistent with an L∞

bound

of

√
d
n
(with the latter being stronger) while we get a bound of order ( d

n
)1/4 ignoring smaller

correction factors and assuming ∥U∥ is sub-polynomial in n. This leads us to believe that indeed√
d
n
is the optimal L∞

bound and the suboptimal 1/4 exponent stems from a perturbative bound

on matrix square roots which we will elaborate more on shortly.

We provide a short outline of the key ideas next, expanding upon the brief sketch at the end of

Section 4.0.1.

4.0.4 Idea of the proof
We first discuss the proof of the central limit theorem since that involves all the new ideas in the

chapter. Given this, the proof of Theorem 4.4 essentially follows from the arguments in [KK24].

The main difficulty in proving Theorem 4.5 is that the increments live in one dimensional

subspaces and hence are far from isotropic. As discussed above, this rules out an approach reliant

on a Lindeberg-type argument similar to the one implemented in [Zha18]. Thus, to prove a
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central limit theorem of the form of Theorem 4.5, one needs to capture the cancellations that

occur globally induced by increments occurring along a given direction multiple times across

the sum. We employ a pathwise analysis to accomplish this, inspired by the use of martingale

embeddings to derive CLTs going back to [Str67] (as in the short example in Theorem 4.3) and

more recently in the high dimensional case in [EMZ20]. However, while most prior works on CLT

consider smoother metrics such as the Wasserstein L2
metrics (which enjoys nice comparisons, of

which Theorem 4.2 is an example), here, on account of the application required for Theorem 4.4,

we seek to work with the harder L∞
norm. Further, the rank one nature of the increments is in

stark contrast to more commonly analyzed settings where the increments are more isotropic.

We will apply Skorokhod embeddings to construct the variables ai and gi using a common set

of Brownian motions, thereby coupling them. Let B1, B2, . . . , Bn
be n independent Brownian

motions with τi be i.i.d. stopping times (these are the Skorokhod embeddings) such that Bi
τi
= ai.

Then considering the stopped process

X i
t := viB

i
t∧τi ,

observe that Sa
n = 1√

n

∑n
i=1X

i
∞. Let us consider this differentially:

dX i = vi1t<τidB
i, (4.25)

and the quadratic variation process is d[X i]t = viv
T
i 1t<τi . By a change of variable, the process

1√
n

∑n
i=1X

i
t has the differential representation

d

(
1√
n

n∑
i=1

X i
t

)
=

√√√√ 1

n

n∑
i=1

vivTi 1t<τi · dWt,

whereWt is a standard d−dimensional Brownian motion (possibly different from the Bi
s). We

now compare this with the “averaged” process, replacing the indicators by their expectations:√√√√ 1

n

n∑
i=1

vivTi P(t < τi)dWt

whose infinite-time limit is indeed an embedding of the Gaussian vector Sg
n. This can be checked

directly by computing the limiting quadratic variation. Consequently, we reduce the problem to

the analysis of the (matrix valued) process tracking the error:√√√√ 1

n

n∑
i=1

vivTi 1t<τi −

√√√√ 1

n

n∑
i=1

vivTi P(t < τi).

The matrix Bernstein inequality implies that the matrices without the square root are close in

operator norm which then necessitates establishing a bound on the closeness of the square roots
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of two positive semi-definite matrices which are themselves close. While perturbative results of

such kind have been the object of extensive research, see for instance [Sch92; Car18], often such

bounds rely on estimates of the lowest singular value of such matrices which are unavailable for

the kind of matrices we will encounter. Instead, we prove a perturbative bound for square roots of

matrices analogous to what one has for real numbers which is of independent interest. It seems,

somewhat surprisingly, that such a bound hasn’t appeared in the literature before.

Given the CLT result, the proof of the GMC universality result Theorem 4.4 follows the strategy

in [KK24]. While a more detailed outline will be presented in Section 4.2, for the moment let us

simply mention that the proof proceeds by discretizing the model into a hierarchical model, i.e.,

comparing the log-correlated process Sn,a(t) to a model on a tree4 (akin to how branching random

walk is a, simpler-to-analyze, hierarchical proxy for the Gaussian free field), which reduces the

problem to a finite dimensional one. We will then apply the CLT result Theorem 4.5 to compare

the models with noise variables a and the Gaussians g on the tree. In the application we will take

n = 2m, and d will be essentially the support size of the GMC at that scale which is roughly the

set of γ-thick points and consequently has size approximately n1− γ2

2 which follows from a first

moment argument. We will need the closeness bound delivered by the CLT result to be summable

inm. Note that it is exponentially small inm for all γ ∈ (0,
√
2) only when ∥U∥ is sub-polynomial

in n. However, the worst case bound on ∥U∥ given by ∥U∥ ≤ tr(U) ≤ d, where the last inequality
follows since ∥vi∥22 = O(d) for all i ≤ n by the hypothesis in Theorem 4.5), makes the error

bound effective only when
d2

n
is small and consequently when γ ∈ (1,

√
2) recovering the result of

[KK24]. Thus, to obtain the result for all γ, we will prove that ∥U∥ is poly-logarithmic in n, i.e., U
is approximately isotropic. At this point we will crucially use that U admits strong connections to

a discrete Fourier transform (DFT), matrix (see e.g., https://en.wikipedia.org/wiki/DFT_matrix).

Remark 4.1. An assumption that will feature crucially in our proof is a stretched exponential

tail on the stopping time τ in our Skorokhod embedding of µ. This piece is furnished by [Saw72,

Theorem 1], which shows that a stretched exponential tail of parameter α for µ transfers to a

stretched exponential tail of parameter β for (a particular) Skorokhod embedding stopping time τ ,
where β = α

2+α
. See [Saw72, Section 2] for more details on the construction of such a τ .

4.0.5 Organization
The rest of the chapter is organized as follows. The upcoming Section 4.1 is devoted to the proof

of the CLT result Theorem 4.5. We want to draw particular attention to Section 4.1.3 where

perturbation results for square roots of positive semi-definite matrices are obtained. Given the

CLT result, Section 4.2 essentially follows the strategy of [KK24] to prove Theorem 4.4. Certain

standard arguments are included in the Appendix for completeness.

4
This tree will essentially follow the faster-than-dyadic partitioning of [0, 1] mentioned in the introduction.

https://en.wikipedia.org/wiki/DFT_matrix
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4.1 High dimensional CLT: Proof of Theorem 4.5
For the ease of reading we will break the argument into several short subsections each serving a

distinct purpose.

4.1.1 Construction of the coupling
Consider Brownian motions (in R)B1, . . . , Bn

, and define the processesX i
t via dX

i
t = vi1t<τidB

i
t

(with X i
0 = 0), where τi is the (a.s. finite) stopping time associated with Bi

as given by Remark

4.1 such that Bi
τi
∼ µ. Then, clearly X i

∞ has the same law as viai, and so

Φ∞ ∼ 1√
n

n∑
i=1

viai = Sa
n, where Φt :=

1√
n

n∑
i=1

X i
t .

Since dΦt =
1√
n

∑n
i=1 vi1t<τidB

i
t , its quadratic (co-)variation process is given by

d[Φ]t =
1

n

n∑
i=1

viv
T
i 1t<τidt = Γ2

tdt, Γt :=

√√√√ 1

n

n∑
i=1

vivTi 1t<τi .

It will be convenient to introduce the compact notation dΦt = VtdBt where B = (B1, · · · , Bn)
and Vt is the matrix with the ith column V i

t equal to
1√
n
vi1t<τi . At this point we apply a change of

variable justified by the following Lemma 4.6 to alternatively express Φt as

dΦt = ΓtdWt

for a Brownian motionW on Rd
(on a potentially extended probability space).

Lemma 4.6. Consider a centered Ito process Xt on Rd defined as dXt = AtdBt, where At ∈ Rd×n

is a matrix-valued process adapted to the Brownian motion Bt (in Rn). Then, there exists a standard
Brownian motionWt in Rd (on a potentially extended probability space) such that

dXt = QtdWt, Qt :=
√
AtAT

t ,

If Qt is invertible, thenWt is defined through dWt = Q−1
t AtdBt which is a martingale with

quadratic variation process having differential increment Idt. By Levy’s characterization (see

[KS91, Theorem 3.16]) this implies that this is a Brownian motion. In the case Qt is singular, the

proof is only a bit more complicated and the details are provided in the appendix.

Continuing with the proof of Theorem 4.5, this representation suggests that a potential

Gaussian approximator of this process would try to match the infinitesimal covariance structure

of Φt at each time t via a deterministic proxy. Consequently, it is natural to introduce a process

Ψt defined via

dΨt = GtdWt, Ψ0 = 0, where Gt :=
√

EΓ2
t .
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It is clear that Ψ∞ is Gaussian, so it suffices to verify that it has the same covariance structure as

Sg
n, which is

Cov

(
1√
n

n∑
i=1

vigi

)
=

1

n

n∑
i=1

viv
T
i =: U.

This follows from the SDE for Ψt since

d

dt
Cov(Ψt) = GtG

T
t

= EΓ2
t

= E

[
1

n

n∑
i=1

viv
T
i 1t<τi

]
= Upt,

where

pt := P(τ > t).

Then,

Cov(Ψ∞) = U

∫ ∞

0

ptdt = UEτ = U.

Thus, Ψ∞ has the same law as Sg
n, and therefore the pair (Φ∞,Ψ∞) is a valid coupling of Sa

n and

Sg
n. Note that the probability space supporting the coupling is the extended probability space on

whichWt is defined.

4.1.2 Bounding the error per coordinate
To establish the promised bound on the coupling error ∥Sa

n − Sg
n∥∞ in Theorem 4.5, we will

investigate the gap per coordinate. This gap will turn out to have light tails, enabling a union

bound over all d coordinates.
Without any loss of generality, let us consider the first coordinate of the gap process, i.e.,

Φ1
t −Ψ1

t (we will use superscripts to denote the coordinate). By definition,

Φ1
t −Ψ1

t =

∫ t

0

eT1 (Γs −Gs)dWs,

where eTi denotes the i-th coordinate vector in Rd
. A useful tool to understand the tails of this

process is to consider its quadratic variation, which is given by

[Φ1 −Ψ1]t =

∫ t

0

∥∥eT1 (Γs −Gs)
∥∥2
2
ds ≤

∫ t

0

∥Γs −Gs∥2ds, (4.26)
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where, as before, we use the notation ∥·∥ for the operator (spectral) norm of a matrix (note that

in the above inequality we use the straightforward bound

∥∥eT1A∥∥22 ≤ ∥A∥2 for any symmetric

matrix A). At this point, it is helpful to recall the form of Γs and Gs:

Γs =

√√√√ 1

n

n∑
i=1

vivTi 1s<τi , (4.27)

Gs =
√
EΓ2

s. (4.28)

Letting

χi
s = 1s<τi − ps, (4.29)

we may write

Γs =

√√√√ 1

n

n∑
i=1

vivTi χ
i
s + psU,

using the notation U = 1
n

∑n
i=1 viv

T
i introduced earlier. Since G2

s = EΓ2
s = psU , the gap Γs −Gs

is given by

Γs −Gs =
√
As + psU −

√
psU, As :=

1

n

n∑
i=1

viv
T
i χ

i
s. (4.30)

Since As is an average of n independent, mean zero matrices, it will, by matrix concentration

estimates, have small operator norm. Now observe that if As is small in operator norm, we expect√
As + psU ≈

√
psU allowing us to bound ∥Γs −Gs∥. This leads us to consider perturbations of

square roots of positive semi-definite matrices, which we discuss next.

4.1.3 Perturbations of square roots of positive semi-definite matrices
General results probing the spectral properties of the gap

√
P +Q−

√
P , where P is a positive

semi-definite matrix and Q is a perturbation matrix, have a significant history. But most, if not

all, of these results seem to rely on the largeness of the lowest eigenvalue of P (see [Sch92] for

instance) a quantity that is often hard to control and is expected (through numerical experiments)

to be particularly small in our setting. Note on the other hand that for non-negative real numbers:

|
√
p+ q −√

p| ≤ √
q (4.31)

independent of p, while if p≫ q, then the above bound can be improved to O( q√
p
). Since only a

bound of the latter kind is what seems to be available in the literature, one of our key inputs is the

following result analogous to (4.31).
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Lemma 4.7 (Square-root gap). Suppose P,Q are symmetric matrices such that both P and P +Q
are positive semi-definite. Then, ∥∥∥√P +Q−

√
P
∥∥∥ ≤

√
∥Q∥.

We will use the well-known monotonicity property of square-roots of positive semi-definite

matrices. That is, if 0 ⪯ A ⪯ B then

√
A ⪯

√
B, where ⪯ denotes the positive semi-definite

order. A quick proof is provided in the appendix (see Lemma 4.15).

Proof of Lemma 4.7. First notice that by scaling it suffices to assume that ∥Q∥ = 1 since if it is 0
then there is nothing to prove. We thus have to prove that

−I ⪯
√
P +Q−

√
P ⪯ I.

Let us first show

√
P +Q−

√
P ⪯ I or equivalently

√
P +Q ⪯

√
P + I. Since both sides are

positive semi-definite, by the monotonicity of the square-roots it suffices to show that P +Q ⪯(√
P + I

)2
= P +I+2

√
P . This inequality holds sinceQ ⪯ I and 2

√
P is positive semi-definite.

Similarly, to show that

√
P ⪯

√
P +Q + I , we can square both sides to reduce things to

showing that P ⪯ P +Q+ I + 2
√
P +Q. The proof can now be concluded by observing that

(Q+ I) and 2
√
P +Q are positive semi-definite matrices with the former a consequence of the

assumption that ∥Q∥ = 1.

4.1.4 Bounding the operator norm of As

Returning to the problem at hand, Lemma 4.7 now allows us to bound the gap in (4.30) as

∥Γs −Gs∥ ≲
√

∥As∥. (4.32)

Note that above the positive semi-definite requirement is automatically satisfied by virtue of the

definitions in (4.27). We will now justify the claim that As is small in operator norm with high

probability via the matrix Bernstein inequality. The version we use here is quoted from [Ver18,

Theorem 5.4.1], which we restate below.

Lemma 4.8 (Matrix Bernstein inequality). Let M1, . . . ,Mn ∈ Rd×d be independent, centered,
symmetric random matrices with ∥Mi∥ ≤ R, almost surely. Let σ2 = ∥

∑n
i=1 EM2

i ∥. Then, for any
x > 0, we have

P

(∥∥∥∥∥
n∑

i=1

Mi

∥∥∥∥∥ ≥ x

)
≤ 2d · exp

(
−3

2
· x2

3σ2 +Rx

)
.

Applying the lemma withMi =
1
n
viv

T
i χ

i
s (recall the definition of χi

s from (4.29)) which are

centered symmetric matrices will yield the desired bound on As =
∑n

i=1Mi (see (4.30)). Note that
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for this application

σ2 =
1

n2

∥∥∥∥∥
n∑

i=1

(viv
T
i )

2 · Var(χi
s)

∥∥∥∥∥
≤ d

n
· ps
∥∥∥∥ 1n∑ viv

T
i

∥∥∥∥
=
d

n
· ps∥U∥.

Here the first inequality uses that Var(χi
s) = ps(1 − ps) ≤ ps, and (viv

T
i )

2 ⪯ dviv
T
i (⪯ is the

positive semi-definite order) for all i, on account of the uniform bound by hypothesis ∥vi∥2 ≤
√
d.

To determineR, we simply note that since |χi
s| ≤ 1, one may bound ∥Mi∥ = 1

n
|χi

s|
∥∥vivTi ∥∥ ≤ d

n
,

and thus we will take R = d
n
. Substituting these quantities into Lemma 4.8 we obtain the tail

bound

P(∥As∥ ≥ x) ≤ 2d · exp

(
−3

2
· x2

3 · dps∥U∥
n

+ dx
n

)
.

Straightforward algebra reveals that

P(∥As∥ ≥ xm) ≤ e−m, (4.33)

where

xm := max

(√
4dps∥U∥

n

(√
log(2d) +m

)
,
4d

3n
(log(2d) +m)

)
.

The (simple) calculations needed to obtain the above expression is recorded in Lemma 4.16 applied

with a = 3 · dps∥U∥
n

, b = d
n
, c = 3/2, C = 2d (we will need d ≥ 2 to satisfy logC ≥ 1).

At this point, for notational simplicity, we will assume ∥U∥ ≥ d
n
. If that is not the case, one

simply needs to replace all the occurrences of ∥U∥ by ∥U∥ ∨ d
n
in the remainder of the argument

which we will refrain from doing. This assumption then allows us to redefine xm to be the

following larger quantity, for which (4.33) continues to hold,

xm := 2

√
d∥U∥
n

(log(2d) +m).

That is, for anym ≥ 0, we have

∥As∥ ≤ 2

√
d∥U∥
n

(log(2d) +m), with probability ≥ 1− e−m, (4.34)

for any s > 0.
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4.1.5 Bounding the quadratic variation
Armed with the above estimates, let us return to bounding the quadratic variation by controlling

the middle integral in (4.26). The integral will be split into two parts. The first part will be over

s ≤ s⋆ with s⋆ ≥ 1 chosen an appropriate poly log n number. On this interval we will bound∥∥eT1 (Γs −Gs)
∥∥
2
by ∥Γs −Gs∥. Via (4.32), we will apply the concentration in (4.34) to bound the

latter. This is done since the integral over [0, s⋆] will yield a multiplicative factor s⋆ which we can

only allow to be sub-polynomial in n. The remainder of the integral will be treated via direct first

moment arguments used to bound

∥∥eT1 (Γs −Gs)
∥∥2
2
. While the computations appear shortly, it is

worth remarking at this point that we can control the second part of the integral using moment

arguments since the vectors vi have L
2
norms bounded by

√
d, whereas the probability of any τi

exceeding s⋆ is super-polynomially small.

Before proceeding, for convenience, let us recall that

Γs =

√√√√ 1

n

n∑
i=1

vivTi 1τi>s,

where U = 1
n

∑n
i=1 viv

T
i and that G2

s = EΓ2
s = psU . We begin implementing the above strategy

by computing:

[Φ1 −Ψ1]t ≤
∫ s⋆

0

∥Γs −Gs∥2ds+
∫ t

s⋆

∥∥eT1 (Γs −Gs)
∥∥2
2
ds

≲
∫ s⋆

0

∥As∥ds+ d

∫ t

s⋆

(
1

n

n∑
i=1

1τi>s + ps

)
ds. (4.35)

Here we use (4.32) for the first term and the following crude bound for the second term:∥∥eT1 (Γs −Gs)
∥∥2
2
≲
∥∥eT1 Γs

∥∥2
2
+
∥∥eT1Gs

∥∥2
2

= eT1 Γ
2
se1 + eT1G

2
se1

= eT1

(
1

n

n∑
i=1

viv
T
i 1τi>s

)
e1 + eT1 psUe1

=
1

n

n∑
i=1

v2i,11τi>s + ps
1

n

n∑
i=1

v2i,1

≤ d

(
1

n

n∑
i=1

1τi>s + ps

)
,

where the last step invokes the assumption that ∥vi∥∞ ≤ ∥vi∥2 ≤
√
d for all i. Since∫ ∞

s⋆

1τi>sds = max(0, τi − s⋆),



CHAPTER 4. ASPECTS OF UNIVERSALITY 150

the bound (4.35) for t = ∞ reduces to

[Φ1 −Ψ1]∞ ≲
∫ s⋆

0

∥As∥ds+
d

n

n∑
i=1

max(0, τi − s⋆) + d

∫ ∞

s⋆

psds. (4.36)

Next we control each of the terms separately. Note that even though (4.34) provides an upper

bound on ∥As∥, it is a one-point estimate, which needs to be extended to the entire integral via a

suitable union-bound argument:

Bounding
∫ s⋆
0
∥As∥ds. Given the one-point estimate in (4.34), we will discretize the integral

and employ some regularity estimates to extend the bound to the entire interval [0, s⋆]. The
regularity estimate will rely on showing that the τi are not too crowded, i.e. no small enough

interval of times contains more than one τi. To show this, it will be useful to assert that the law of

τi is sufficiently smooth. While one maybe able to construct Skorokhod embeddings so that the

corresponding stopping time τ has a reasonably smooth distribution, the requirements for us are

rather mild, and we will achieve it by slightly perturbing the law of our noise variables ai instead.
Density bound: Let a′i := ai + εi with εi = ±n−r

uniformly at random (independent of ai), with r,
a large enough constant chosen later. Crucially, one may choose a Skorokhod embedding of εi,
say τ εi which is continuous (given by the first hitting time of ±n−ε

for Brownian motion), and

thus, one may Skorokhod-embed a′i as τ
′
i = τi + τ εi , a continuous random variable with density

bounded by O(n2r). That τ εi has density bounded by O(n2r) is immediate since it has the same

distribution as n−2r
times the first hitting time of ±1 for a Brownian motion and the latter has a

bounded density. The same bound transfers over to τ ′i since convolution of two random variables

one of whose densities is bounded by O(n2r), yields a random variable with the same bound on the
density regardless of the distribution of the other random variable.

We next show that indeed the perturbation of the noise variables can be performed without

affecting the sought coupling between a and g. Since,

n− 1
2

∥∥∥∥∥
n∑

i=1

viai −
n∑

i=1

via
′
i

∥∥∥∥∥
∞

≤ n− 1
2

n∑
i=1

∥vi∥∞ · |εi| ≤ n−(r−1), (4.37)

(since ∥vi∥∞ ≤
√
d ≤

√
n by hypothesis) we may replace ai by a

′
i (and τi by τ

′
i ), which we do in

the sequel, with a (deterministic) additional coupling error of at most n−(r−1)
.

However, having replaced ai by a
′
i, to match variances, we now replace gi by g

′
i, where g

′
i is

Gaussian withVar(g′i) = Var(gi)+Var(εi) = 1+n−2r
. Since ∥gi − g′i∥TV ≤ O

(
Var(g′i)−Var(gi)

Var(gi)

)
=

O(n−2r) (this follows from a straightforward computation, but for a concrete reference, see [BU87,

Corollary 2]), gi and g
′
i can be coupled to be equal with probability≥ 1−O(n−2r). A union bound

over all the variables show that {gi}i and {g′i}i can be coupled such that

Sg
n = Sg′

n , with probability ≥ 1−O(n−r), (4.38)

when r ≥ 1 (we will account for this additional probability error in the final bound).
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Having the luxury of the above density bound, let us continue with the discretization parti-

tioning [0, s⋆] into N ≤ s⋆n
k
intervals I1, . . . , IN , each of length at most n−k

(for some k ≥ 1 to
be chosen later). For a given interval Ij ,

P(at least two τ ′i land in Ij) ≲ n2+4r−2k,

and by a union bound,

P(there is some interval with at least two τ ′i) ≲ N · n2+4r−2k ≲ s⋆ · n2+4r−k.

With a choice of, say, k = 5r + 3, the probability is at most O(n−r).
The bound (4.34) on ∥As∥ implies via a union bound that with probability ≥ 1−O(e−m),

sup
s∈∂

∥As∥ ≲

√
d∥U∥
n

(log(2d) + log(N + 1) +m)
d≤n,s⋆≥1

≲

√
d∥U∥
n

(k log n+ log s⋆ +m),

where ∂ denotes the N + 1 boundary points of the intervals {Ij}. To extend this supremum

throughout [0, s⋆], we will now use that fact that with probability 1−O(n−r), no interval Ij has
two τ ′is. Let Ij = [s−, s+] be one of the intervals. Then for any s ∈ [s−, s+],

∥As − As−∥ =

∥∥∥∥∥ 1n
n∑

i=1

viv
T
i χ

i
s −

1

n

n∑
i=1

viv
T
i χ

i
s−

∥∥∥∥∥.
At most one 1τ ′i>s differs from 1τ ′i>s− , so

∥As − As−∥ ≤ 1

n
sup
i

∥∥vivTi ∥∥+ |ps− − ps| ≲
d

n
+ n−r,

since by the density bound of τ ′i stated above, ps− − ps ≤ P(s− < τ ′i ≤ s+) ≲ n2r−k ≲ n−r
. As

r, d ≥ 1, we have

∥As − As−∥ ≲
d

n
.

Since ∥U∥ ≥ d
n
(recall that we have been assuming that since the beginning of this argument

for simplicity), with probability ≥ 1−O(e−m + n−r) we have∫ s⋆

0

∥As∥ds ≲ s⋆ ·

(√
d∥U∥
n

(k log n+ log s⋆ +m)

)
. (4.39)

We now move on to the second term in (4.36).

Bounding 1
n

∑n
i=1max(0, τi − s⋆). Note that since we replaced τi by τ

′
i in the previous step,

the quantity we are interested in is

1

n

n∑
i=1

max(0, τ ′i − s⋆).
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The expectation of this quantity is

Emax(0, τ ′i − s⋆) ≤ Emax(0, τi − s⋆) + Eτ εi ≤ E[τi1τi≥s⋆ ] +O(n−2r).

By Cauchy-Schwarz inequality we have

E[τi1τi≥s⋆ ] ≤
√

E[τ 2i ] · E[1τi≥s⋆ ] ≲ exp
(
−Ω(s⋆

β)
)
, (4.40)

due to the stretched-exponential tails of τ , see Remark 4.1 for the precise definition of β. Therefore,
by Markov’s inequality, with probability 1− n−r

,

1

n

n∑
i=1

max(τ ′i − s⋆, 0) ≲
exp
(
−Ω(s⋆

β)
)
+O(n−2r)

n−r
.

Let us choose s⋆ of order log
1/β n such that exp

(
−Ω(s⋆

β)
)
= O(n−2r). Then, with probability

1− n−r
,

1

n

n∑
i=1

max(0, τ ′i − s⋆) ≲ n−r.

We now arrive at the final term in (4.36).

Bounding
∫∞
s⋆
psds. One may rewrite this term as (again recalling that τi is now τ ′i )∫ ∞

s⋆

psds =

∫ ∞

s⋆

P(τ ′i > s)ds (4.41)

= E
[
(τ ′i − s⋆) · 1τ ′i>s⋆

]
(4.42)

≤ E
[
τi′ · 1τi′>s⋆

]
(4.43)

≤ O(n−2r), (4.44)

using (4.40) and the choice of s⋆ above.
Combining the bounds established above, we may convert (4.36) to read (still a′ replacing a

and g′ replacing g)

[Φ1 −Ψ1]∞ ≲ s⋆ ·

(√
d∥U∥
n

(k log n+ log s⋆ +m)

)
+ n−r+1, (4.45)

with probability ≥ 1−O(e−m + n−r), for everym ≥ 0 (we used dn−r ≤ n−r+1
above). Recalling

our choice s⋆ = O(log1/β n), and using m = r log n and that ∥U∥ ≥ d
n
, we may simplify the

bound to

[Φ1 −Ψ1]∞ ≲ log
1
β n ·

(√
d∥U∥
n

· r log n

)
,

with probability ≥ 1−O(n−r), whenever r ≥ 1, since k = 5r + 3.
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In the next lemma (Lemma 4.9) we record the well known result bounding the value of a

martingale in terms of its quadratic variation. Invoking this we obtain the following bound on

|Φ1 −Ψ1|: ∣∣Φ1
∞ −Ψ1

∞
∣∣ ≲ r log1+

1
β n ·

(
d∥U∥
n

)1/4

,

with probability ≥ 1−O(n−r). A union bound over all the d coordinates then produces the same

bound

∥Φ∞ −Ψ∞∥∞ ≲ r log1+
1
β n ·

(
d∥U∥
n

)1/4

,

but with probability ≥ 1−O(n−r+1). At this point, recall the coupling error incurred due to the

replacement of the {ai} by {a′i}, and of {gi} by {g′i} in (4.37) and (4.38) respectively. Incorporating
this error (and returning to Sa

n and Sg
n), we have

∥Sa
n − Sg

n∥∞ ≲ r log1+
1
β n ·

(
d∥U∥
n

)1/4

+ n1−r,

with probability 1−O(n−r+1)−O(n−r) = 1−O(n−r+1). Choosing r ≥ 4, the term n1−r
can be

shown to be smaller than the first term in the above error bound. Replacing r by 2r finishes the
proof.

Remark 4.2. Note that we had remarked right after the statement of Theorem 4.5 about the

sub-optimality of the exponent 1/4 in the error bound

(
d∥U∥
n

)1/4
and that we expect it to be

1/2. The source of the 1/4 stems from the square root error bound in Lemma 4.7. As discussed

preceding the latter lemma, the bound can be improved to have a linear dependence of ∥Q∥, if the
smallest eigenvalue of P is large enough, which we expect to the case for us. However, we do not

pursue this and getting the optimal error bound is left as an open problem.

The following classical result used above quantifies bounds on the tail of a martingale in terms

of its quadratic variation. The straightforward proof is provided in the appendix.

Lemma 4.9. Let Bt be a Brownian motion on [0,∞) equipped with a natural filtration and Vt be an
adapted process on [0,∞). Define Xt via dXt = VtdBt with X0 = 0. Then, if there existsM, ε > 0
such

P([X]∞ > M) < ε,

then

P
(
sup
t

|Xt| >
√

2M log(C/ε)

)
< 2ε,

for a universal constant C .
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Remark 4.3. Note that the bound in Theorem 4.5 is effective only when d≪ n. Thus, one may

wonder about the plausibility of such a statement for larger values of d. Intuitively it is perhaps

clear that the dimension d needs to be smaller than the number of samples to lead to a CLT and

here we present a quick example with d = n where indeed a statement of the kind of Theorem

4.5 cannot possibly hold. Let v1, v2, . . . , vn form the columns of a DFT matrix of size n, say U.
Then UU † = I. Now let g and a be vectors of i.i.d. Gaussians and random variables distributed

according to µ respectively. Then for any coupling of g and a, note that ∥U(g − a)∥22 = ∥g − a∥22.
Hence, E∥U(g − a)∥22 ≥ nW 2

2 (g, a), thereby indicating that the L∞
norm of U(g − a) cannot be

small with high probability.

We now prove Theorem 4.4 using as input Theorem 4.5.

4.2 Application to the multiplicative chaos: Proof of
Theorem 4.4

We start by briefly recalling the proof strategy outlined in Section 4.0.4 in a bit more detail before

presenting formal arguments. Given that we will essentially follow the steps from [KK24], to keep

things brief and avoid repetition, we will mostly focus on indicating the key steps and highlighting

the essential differences from the proof of [KK24]. The interested reader is referred to [KK24] for

a more detailed exposition.

• Reduction to a hierarchical model. The first step is to discretize the continuous model

of the random Fourier series corresponding to variables a (and g) to a discrete hierarchical model
(defined in [KK24, Section 2.1]). This reduces things to a finite dimensional problem. Hierarchical

models such as branching random walk have long served as tractable proxies for more complicated

log-correlated fields such as the Gaussian Free Field. Thus, this discretization step can be viewed

as a counterpart in the analysis of the random Fourier series model.

The hierarchical model is also log-correlated and has a corresponding multiplicative chaos

(again by the results of [Jun20] in the non-Gaussian case), denoted µ̃γ,a (and µ̃γ,g). The effectiveness

of this approximation lies in the fact that µγ,a and µ̃γ,a are mutually absolutely continuous, for any

γ ∈ (0,
√
2) (see [KK24, Proposition 2.3]). We will slightly simplify the hierarchical construction

and present it below, but the key point is that it now suffices to show that µ̃γ,a and µ̃γ,g are

mutually absolutely continuous.

Crucially, the finite dimensional reduction is what will allow us to apply the CLT result

Theorem 4.5 to compare the hierarchical models for the non-Gaussian variables a and Gaussians

g.
However, as will be apparent shortly, the number of vertices in the hierarchical model at level

m is 2m (with poly(m) corrections) corresponding to the partial sum in (4.22) for k ∈ [2m−1, 2m)
which involves 2m independent random variables. Thus, in the notation of Theorem 4.5, d ≈
n ≈ 2m which presents a difficulty since the effectiveness of Theorem 4.5 relies on d being much

smaller than n. The key observation in [KK24] which goes back to the earlier alluded to property

of the fractal nature of the GMC, is that it suffices to compare the two measures on their effective
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supports at scalem whose sizes are in fact much smaller than 2m. These are given by the thick

points allowing us to take d to be polynomially small compared to n, which we turn to next.

• Thick points suffice. The multiplicative chaos measures are supported on γ-thick points
of the corresponding processes. Postponing more formal definitions to later, any point t in the

support of µγ,a must satisfy Sn,a(t) ≈ mγ log 2 for all large m. This continues to hold in the

hierarchical models as well (this is a general feature of log-correlated processes).

Further, such “thick vertices” are polynomially rare, in the sense that the collection of γ-thick
vertices at levelm, i.e.,

Tm,γ,a := {v : Sn,a(v) ≥ mγ log 2},

where v is a vertex at levelm, has cardinality of the order of 2
m

(
1− γ2

2

)
(see (4.68) for a bound on

a related object) up to poly(m) corrections, which follows by a first moment computation.

• Coupling at thick points. Since at levelm, the number of thick vertices is polynomially

(in 2m) smaller than the number of variables which is of order 2m, Theorem 4.5 may be invoked to

couple the Gaussian and non-Gaussian values so that the gap between Sn,a and Sn,g is uniformly

small (in fact, summably so inm) on all the thick vertices, with high probability. This is achieved

in Lemma 4.14. A key component of this step is the observation that the vectors vi used in this

application are columns of a DFT matrix of size 2m · poly(m), and thus the corresponding matrix

U may be shown to be sufficiently isotropic (Lemma 4.13) which is crucial to the effectiveness of

Theorem 4.5.

• Proof of absolute continuity. After the coupling is produced, it remains to show that

under this coupling, µ̃γ,a and µ̃γ,g are indeed mutually absolutely continuous. Informally, the

reason behind this is that under the coupling, on the supports of the chaos measures, S∞,a − S∞,g

is O(1). The formal argument for this part is carried out in [KK24] and this part of their argument

is γ-independent and hence works for the entire regime (0,
√
2). The Radon-Nikodym derivative

between µ̃γ,a and µ̃γ,g is constructed by first considering the densities between the measures

constructed using the hierarchical process at levelm, which are piecewise-constant functions and

pose no definitional issues. These densities can then be shown to converge to a limit with the

limit then shown to be a valid density between µ̃γ,a and µ̃γ,g. Some more details are spelled out

after the proof of Lemma 4.14, but the reader is encouraged to refer to [KK24] for the full proof.

4.2.1 The hierarchical model
We now precisely define the hierarchical model, closely following [KK24, Section 2.1].

• First define a sequence of (almost dyadic) partitions Pn of [0, 1] via

Pn :=

{
q

2nf(n)
: q = 0, . . . , 2nf(n)

}
, n ≥ 1,

where f(n) = n4
. The partition Pn corresponds to level n of the hierarchical model, which is

“responsible” for frequencies 2n−1, . . . , 2n − 1 of the Fourier series. As in [KK24], the additional

polynomial factor f(n) is necessary to ensure that the meshing is finer than the frequency scale.
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• Define the mesh points at level n ≥ 1, recursively, as

Sn := Sn−1 ∪ Pn, S0 = {0, 1}, (4.46)

and let τn(1) < τn(2) < . . . < τn(|Sn|) be the ordering of Sn, and let In(j) be the interval

[τn(j), τn(j + 1)), where j < |Sn|.
Note that the partition {In+1(·)} is a refinement of the partition {In(·)}, producing a hierar-

chical structure consisting of intervals In(j) at level n, with children In+1(j
′) at level n+ 1, such

that In+1(j
′) ⊆ In(j). Abstractly, we will refer to nodes of this tree by v, and the corresponding

interval as I(v). Denoting the nodes at level n asNn, for each node v ∈ Nn we will define t(v) as
the element in Pn which is the left endpoint of I(v).

• For each node v ∈ Nn, we define the contribution per vertex

Xa(v) =
2n−1∑

k=2n−1

1√
k

(
a
(1)
k cos(2πkt(v)) + a

(2)
k sin(2πkt(v))

)
, (4.47)

Xg(v) =
2n−1∑

k=2n−1

1√
k

(
g
(1)
k cos(2πkt(v)) + g

(2)
k sin(2πkt(v))

)
, (4.48)

and let the partial sums be defined as

S̃a(v) =
∑
w⪯v

Xa(w), S̃g(v) =
∑
w⪯v

Xg(w), (4.49)

where w ⪯ v denotes that w is an ancestor of v in the tree (note that this is equivalent to

I(v) ⊆ I(w)).
Using these partial sums, one may define a measure µ̃n,γ,a on [0, 1] with a piecewise constant

density via

µ̃n,γ,a(dt) :=
eγS̃a(t)

Zn,γ,a

dt, Z̃n,γ,a := EeγS̃a(t), (4.50)

where, by slight abuse of notation,

S̃a(t) = S̃a(v), for t ∈ I(v). (4.51)

As discussed earlier, results from [Jun20] show that the measures µ̃n,γ,a converge weakly a.s.

to a measure µ̃γ,a for which we have the following result.

Lemma 4.10 ([KK24, Proposition 2.3]). For any γ ∈ (0,
√
2), the measures µγ,a and µ̃γ,a are

mutually absolutely continuous.

In the sequel, we will therefore focus on proving the following, which, combined with Lemma

4.10 will complete the proof of Theorem 4.4.
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Lemma4.11 (Analog of [KK24, Proposition 2.7]). There is a coupling
{
a
(1)
k , a

(2)
k

}
k≥1

and
{
g
(1)
k , g

(2)
k

}
k≥1

such that µ̃γ,a and µ̃γ,g are mutually absolutely continuous.

A natural approach is to construct this coupling hierarchically, i.e., at each step n, to couple{
a
(1)
k , a

(2)
k

}2n−1

k=2n−1
with

{
g
(1)
k , g

(2)
k

}2n−1

k=2n−1
, such that S̃a(v) and S̃g(v) are close for all v ∈ Nn.

However, as alluded to earlier, the number of leaves at level n is O(2n) (up to poly(n) correc-
tions), while the number of random variables involved in (4.47) is O(2n) which by the discussion

in Remark 4.3 poses a serious obstruction to the existence of such a coupling. To circumvent this

difficulty, the key observation (as already noted in [KK24]) is that it suffices to construct a coupling

such that S̃a(v) and S̃g(v) are close at vertices v which are thick points. More precisely, to ensure

that the thickness of a vertex only uses information from past scales, we will consider the coupling

at a vertex v only if their parent, denoted π(v) is (γ − δ)-thick (in either Sa or Sg). Summarizing,

we will attempt to couple at Sa(v) and Sg(v) if and only if π(v) ∈ Tn−1,γ,a ∪ Tn−1,γ,g where Tℓ,γ,a

is the collection of (γ − δ)-thick points at level ℓ for S̃a:

Tℓ,γ,a := {v ∈ Nℓ : Sa(v) ≥ ℓ((γ − δ) log 2)}.

Let us refer to these “children of thick parents” as Kn,γ,a. We will also set

Kn,γ = Kn,γ,a ∪ Kn,γ,g. (4.52)

As in the Gaussian case, which was known earlier, see e.g., [RV14], it was shown in [KK24,

Lemma 3.1] that the multiplicative chaos measure µ̃γ,a is supported on the set of points which

are (γ − δ)-thick, i.e., all sufficiently deep ancestors are (γ − δ)-thick (while sharper results are

expected to be true and are known in the Gaussian case, for our purposes a small δ slack will

suffice).

To quickly motivate the log 2 factor, note that for any v ∈ Nn, the contribution to the variance

of Sa(v) from the ancestor w ∈ Nℓ at any level ℓ ≤ n is:

2ℓ−1∑
k=2ℓ−1

1

k

(
cos2(2πkt) + sin2(2πkt)

)
= log 2 +O(2−ℓ), (4.53)

and thus, Var(Sa(v)) = n log 2 +O(1). It may be helpful to the reader to note that this suggests

that the setting may be compared to a branching random walk where each edge of the binary

tree has an associated standard Gaussian variable of variance log 2. Thick points are those whose

values are a constant multiple of the maximum value.

We now arrive at our main coupling result for any subset K ⊆ Nn (throughout, one should

think of K as the set of vertices at level n with (γ − δ)-thick parents, as discussed above). The

proof is a direct application of our CLT in Theorem 4.5. A related statement appeared in [KK24,

Lemma 2.5], which stipulated essentially that |K| ≤ 2
n
2 . As already alluded to, this was proven as

an immediate consequence of a high dimensional CLT result which goes back to [Yur78]. The

latter result was covariance agnostic and hence our improvement allowing us to take |K| as large
as 2n is crucially reliant on showing that the relevant covariance matrix has small spectral norm.
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Lemma 4.12 (Coupling). Fix n ≥ 1. For any subset K ⊆ Nn such that |K| ≤ 2n, there is a coupling

of
{
(a

(1)
k , a

(2)
k )
}2n−1

k=2n−1
and

{
(g

(1)
k , g

(2)
k )
}2n−1

k=2n−1
such that,

P

(
sup
v∈K

|Xa(v)−Xg(v)| > poly(n)

(
|K|
2n

)1/4
)

≲ 2−n,

where poly(n) denotes a fixed polynomial in n.

Proof. We will first rephrase the problem in terms of Theorem 4.5. Let us write k− = 2n−1, k+ =

2n − 1 (the lower and upper bounds on k, respectively) and define the random vectors ψ
(1)
k , ψ

(2)
k ∈

RK
as

ψ
(1)
k :=

√
k−

k
ϕ
(1)
k , ψ

(2)
k :=

√
k−

k
ϕ
(2)
k , where ϕ

(1)
k , ϕ

(2)
k ∈ RK

satisfy (4.54)(
ϕ
(1)
k

)
v
:= cos(2πkt(v)),

(
ϕ
(2)
k

)
v
:= sin(2πkt(v)), v ∈ K, k ∈ [k−, k+]. (4.55)

With this notation,

Xa =
1√
k−

k+∑
k=k−

a
(1)
k ψ

(1)
k + a

(2)
k ψ

(2)
k ,

where we think of Xa as a vector in RK
mapping v → Xa(v). A similar expression also holds for

Xg.

Note that by definition, since k− ≤ k, we have
∥∥∥ψ(1)

k

∥∥∥
∞
,
∥∥∥ψ(2)

k

∥∥∥
∞

≤ 1 and hence their L2

norms bounded by

√
|K|. Since the number of random variables is 2 · (k+ − k− +1) = 2n = 2k−,

the conditions of Theorem 4.5 are satisfied by the random vector
Xa√
2
. The corresponding matrix U

is then

U = 2−n

k+∑
k=k−

ψ
(1)
k

(
ψ

(1)
k

)T
+ ψ

(2)
k

(
ψ

(2)
k

)T
.

However, since k− ≤ k, we have that U ⪯ V where

V = 2−n+1

k+∑
k=k−

ϕ
(1)
k

(
ϕ
(1)
k

)T
+ ϕ

(2)
k

(
ϕ
(2)
k

)T
.

Consequently, ∥U∥ ≤ ∥V ∥, and it suffices to bound ∥V ∥. At this point we will crucially use

the fact that the matrix V bears a strong resemblance to a DFT matrix allowing us to control its

spectral norm via the upcoming lemma. To compactify the expression for V , note that if we define

complex vectors ζk ∈ CK
as

(ζk)v := exp(2πιkt(v)), v ∈ K, ι =
√
−1, (4.56)
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then for any v, w ∈ K we have

Re
(
ζkζ

†
k

)
vw

= Re(exp(2πιkt(v)− 2πιkt(w)))

= cos(2πkt(v)− 2πkt(w))

= cos(2πkt(v)) cos(2πkt(w)) + sin(2πkt(v)) sin(2πkt(w))

=

(
ϕ
(1)
k

(
ϕ
(1)
k

)T)
vw

+

(
ϕ
(2)
k

(
ϕ
(2)
k

)T)
vw

.

Thus, Re
(
ζkζ

†
k

)
= ϕ

(1)
k

(
ϕ
(1)
k

)T
+ ϕ

(2)
k

(
ϕ
(2)
k

)T
, and hence,

V = Re

(
2−n

k+∑
k=k−

ζkζ
†
k

)
. (4.57)

Applying the following Lemma 4.13 we obtain

∥U∥ ≤ ∥V ∥ ≲ n10.

Therefore, by Theorem 4.5 with r = 1 and α = 1 (and thus β = 1/3), we have that

sup
v∈K

|Xa(v)−Xg(v)| ≲ log4/3(2n)

((
|K|n10

2n

)1/4

+

(
|K|
2n

)1/2
)

≲ poly(n)

(
|K|
2n

)1/4

,

with probability ≥ 1−O(2−n).

4.2.2 Spectral norm bounds using the Fourier structure
Lemma 4.13. For any subset K ⊆ Nn such that |K| ≤ 2n as in Lemma 4.12, for V as in (4.57),

∥V ∥ ≲ n10.

Proof. Let f(n) = n4
as in the hierarchical construction. Note that any K in the hypothesis

corresponds to points 0 ≤ t1 < t2 < . . . < tm ≤ 1 such that for each i, there is an ℓ ≤ n with

ti · 2ℓ · f(ℓ) ∈ Z. Note that since all the tis are distinct, we havem ≤
∑n

i=1 2
i · f(i) = 2n+1 · f(n).

Since the vectors ζk in (4.56) are indexed by k ∈ [k−, k+], to simplify the index set, define the

vectors v0, . . . , v2n−1−1 ∈ Cm
by vk = ζk′ where k

′ = k + 2n−1.
For notational convenience, we will replace n by n+1 so that there are 2n vectors in total and

not 2n−1
and proceed to bound the spectral norm of

W = Re

(
1

2n

2n−1∑
k=0

vkv
†
k

)
.
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It will be convenient to partition the points ti into layers and analyze the contributions of each
part to the spectral norm. The partition will involve two index parameters. One corresponding to

which level of the hierarchical tree the point first appeared. The second corresponds to the shift

at that level needed to make it a dyadic point. Note that each level ℓ introduces 2ℓℓ4 many new

points. Thus, there are at most ℓ4 possible shift values r for points appearing first at level ℓ.
For each ℓ ≤ n, define

Jℓ = {1 ≤ j ≤ m : ℓ is smallest such that tj · 2ℓ · f(ℓ) ∈ Z},

and then partition Jℓ = ∪f(ℓ)−1
r=0 Lr

ℓ via

Lr
ℓ = {j ∈ Jℓ : (tj · 2ℓ · f(ℓ)) mod f(ℓ) = r}, 0 ≤ r < f(ℓ).

One may partition each vector vk as

vk =
∑
ℓ,r

vk,ℓ,r,

where vk,ℓ,r ∈ Cm
inherits the values of vk on the indices in Lr

ℓ (with other entries set to 0). Then,

2nW = Re

( ∑
k,ℓ,r,ℓ′,r′

vk,ℓ,rv
†
k,ℓ′,r′

)

=
∑

ℓ,r,ℓ′,r′

Re

(∑
k

vk,ℓ,rv
†
k,ℓ′,r′

)
For any vector ψ ∈ Rm

the quadratic form is then

2n · ψTWψ =
∑

ℓ,r,ℓ′,r′

∑
k

ψTRe
(
vk,ℓ,rv

†
k,ℓ′,r′

)
ψ (4.58)

≲
∑

ℓ,r,ℓ′,r′

∑
k

|⟨ψ, vk,ℓ,r⟩| · |⟨ψ, vk,ℓ′,r′⟩| (4.59)

≤ (nf(n))2 · sup
ℓ,r,ℓ′,r′

∑
k

|⟨ψ, vk,ℓ,r⟩| · |⟨ψ, vk,ℓ′,r′⟩| (4.60)

≲ (nf(n))2 · sup
ℓ,r,ℓ′,r′

∑
k

|⟨ψ, vk,ℓ,r⟩|2 + |⟨ψ, vk,ℓ′,r′⟩|2 (4.61)

≲ (nf(n))2 · sup
ℓ,r

∑
k

|⟨ψ, vk,ℓ,r⟩|2 (4.62)

where in the first inequality we use the fact that if v, w ∈ Cm
, then

ψTRe
(
vw†)ψ = ψ†

(
vw† + wv†

2

)
ψ

= ⟨ψ, v⟩⟨ψ,w⟩+ ⟨ψ,w⟩⟨ψ, v⟩

≲ Re
(
⟨ψ, v⟩⟨ψ,w⟩

)
≤ |⟨ψ, v⟩| · |⟨ψ,w⟩|
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since Re
(
ab
)
≤ |a| · |b| for complex a, b. For a fixed ℓ, r,∑

k

|⟨ψ, vk,ℓ,r⟩|2 = ψT

(∑
k

vk,ℓ,rv
†
k,ℓ,r

)
ψ

To finish the proof, in light of (4.62), it will thus suffice to show that∥∥∥∥∥∑
k

vk,ℓ,rv
†
k,ℓ,r

∥∥∥∥∥ ≤ 2n.

Observe that any entry (j, j′) of the matrix above is 0 if either j or j′ is not in Lr
ℓ . Thus, fix

j, j′ ∈ Lr
ℓ , and note that(∑

k

vk,ℓ,rv
†
k,ℓ,r

)
jj′

=
∑
k

(vk,ℓ,r)j(vk,ℓ,r)j′ (4.63)

=
∑
k

exp(2πι · k′ · (tj − tj′)), (4.64)

where recall k′ = k + 2n. Since j, j′ ∈ Lr
ℓ , we have

(tj − tj′) · 2ℓ · f(ℓ) mod f(ℓ) = 0.

Thus, (tj − tj′) · 2ℓ =: q ∈ Z. Then (4.64) is

2n−1∑
k=0

exp
(
2πι · (k + 2n) · q

2ℓ

)
since ℓ≤n

=
2n−1∑
k=0

exp

(
2πι · kq

2ℓ

)
= 2n · 1q=0,

by usual geometric sums of roots of unity. Thus,∑
k

vk,ℓ,rv
†
k,ℓ,r =

{
2n · 1j=j′ j, j′ ∈ Lr

ℓ ,

0 otherwise,

It is clear that this matrix has norm exactly 2n (unless Lr
ℓ is empty, when it is 0), concluding the

proof.

4.2.3 Combining the pieces
Applying Lemma 4.12 to K = Kn,γ defined in (4.52), we obtain the following corollary, which is

the analog of [KK24, Lemma 2.6].

Lemma 4.14. There is a coupling of
{
a
(1)
k , a

(2)
k

}
k≥1

and
{
g
(1)
k , g

(2)
k

}
k≥1

such that for any n ≥ 1,

sup
v∈Kn,γ

|Xa(v)−Xg(v)| ≤ poly(n) · 2−
n(γ−δ)2

8 ,

with probability ≥ 1−O(n−2).
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In fact, as will be apparent, the failure probability can be made exponentially small in n by

changing a few parameters but for our purposes only their summability will be important.

Proof. Let us first estimate the size of Kn,γ . Recalling (4.49), note that,

E|Kn,γ| ≤ poly(n) · |Nn−1| ·
[
sup
v

P(S̃a(v) ≥ (n− 1)((γ − δ) log 2)) (4.65)

+sup
v

P(S̃g(v) ≥ (n− 1)((γ − δ) log 2))

]
, (4.66)

where the supremum is over v ∈ Nn−1, and the poly(n) is a crude upper bound for the branching

factor of the tree. In fact both the probability terms above will be essentially the same owing to

the one dimensional central limit theorem. Formally, note that

S̃a(v) =
∑
w⪯v

Xa(w) =
2n−1−1∑
k=1

1√
k

(
a
(1)
k cos(2πkt(wk)) + a

(2)
k sin(2πkt(wk))

)
,

where wk is the depth ℓ ancestor of v with ℓ defined via 2
ℓ−1 ≤ k < 2ℓ (in particular, v is the depth

n− 1-ancestor of itself since it is at level n− 1). The following precise expression of the Laplace

transform was obtained in [Jun20, Lemma 6]

Eexp
(
(γ − δ)S̃a(v)

)
= exp

(
(γ − δ)2

2
E
[
S̃a(v)

2
]
+Oγ(1)

)
, (4.67)

where Oγ(1) denotes a term bounded as a function of γ (and not n). This establishes a form of the

one dimensional CLT which will suffice to establish that the probability of v being a thick point is

at an exponential scale the same as in the Gaussian case. Note that in the latter, one does not have

the O(1) correction in (4.67).

Using a variance computation (as in (4.53)), we obtain that

E
[
S̃a(v)

2
]
= (n− 1) log 2 +O(1),

and thus

Eexp
(
(γ − δ)S̃a(v)

)
= exp

(
(γ − δ)2

2
(n− 1) log 2 +Oγ(1)

)
.

The probability that v is (γ − δ)-thick is then, by Markov’s inequality,

P
(
S̃a(v) ≥ (n− 1)((γ − δ) log 2)

)
= P

(
exp
(
(γ − δ)S̃a(v)

)
≥ exp

(
(γ − δ)2(n− 1) log 2

))
≲ exp

(
(n− 1) log 2

(
(γ − δ)2

2
− (γ − δ)2

))
= 2−(n−1)

(γ−δ)2

2 .
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The Gaussian case has the same proof from (4.67) onwards. Substituting this into (4.66) we obtain

E|Kn,γ| ≲ poly(n) · 2
n

(
1− (γ−δ)2

2

)
, (4.68)

and thus, again by Markov’s inequality, we have that

P

(
|Kn,γ| ≥ poly(n) · 2

n

(
1− (γ−δ)2

2

))
≤ n−2, n ≥ 1,

where poly(n) refers to a fixed polynomial in n. Call this event E. Note that E does not reveal

the noise determining Xa(v) and Xg(v), and thus we may condition on it and apply Lemma 4.12

to obtain

sup
v∈Kn,γ

|Xa(v)−Xg(v)| ≲ poly(n)

(
|Kn,γ|
2n

)1/4

≲ poly(n) · 2−
n(γ−δ)2

8

with probability≥ 1−O(2−n). Therefore, the unconditional probability is at least (1−O(2−n))(1−
P(E)) ≥ 1−O(n−2), finishing the proof.

Remark 4.4. Note that the bound in Lemma 4.14 is effective as soon as γ > 0 (for sufficiently

small δ), while the corresponding bound in [KK24, Lemma 2.6] is effective only when γ > 1. This
is the key improvement which allows our result to extend to the entire range of γ ∈ (0,

√
2). The

main reason for the improvement is that Theorem 4.5 quantifies the dependence of the coupling

error on the “isotropy” of the vectors, as encoded by ∥U∥. Observe that, in the notation for Lemma

4.12, the trivial bound on ∥U∥ is tr(U) which is O(|K|), since the individual vectors have norms

on the order of

√
|K|. This bound would have led to a coupling error of

(
|K|2
2n

)1/4
(up to poly(n)

factors). This recovers the results of [KK24], since the bound is small only when K ≪ 2n/2,
something that happens for Kn,γ only when γ > 1. The explicit CLT result used in [KK24, Lemma

2.4] which goes back to [Yur78] was covariance agnostic. Thus, explicitly pinning down the role of

U in the coupling error in Theorem 4.5, and exploiting the DFT structure of U to obtain a poly(n)
bound on ∥U∥ in Lemma 4.13, are crucial in obtaining a bound that is effective for all γ > 0.

At this point, only the last missing piece in the proof of Lemma 4.11 outlined before Section

4.2.1 remains. This part is verbatim [KK24, Section 3]. We discuss the broad steps here, and refer

the reader to [KK24] for more details.

Define for each t ∈ [0, 1],

R̃n,γ(t) :=
exp
(
γS̃g(v)

)/
Z̃n,γ,g

exp
(
γS̃a(v)

)/
Z̃n,γ,a

,

using the notation from (4.50) and (4.51). Note that a natural candidate for the Radon-Nikodym

derivative dµ̃γ,g/dµ̃γ,a is the limit of R̃n,γ as n→ ∞. The proof for this claim is divided into three

steps: Almost surely (in the noise variables, i.e, P-a.s.),
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(A) Convergence. R̃n,γ(t) converges to a value in (0,∞) for µ̃γ,a-a.e. t, as well as for µ̃γ,g-a.e.

t.
(B) Density behavior. For all Borel A ⊆ [0, 1], we have

lim
n→∞

∫
A

R̃n,γ(t)µ̃γ,a(dt) = µ̃γ,g(A),

lim
n→∞

∫
A

R̃n,γ(t)
−1µ̃γ,g(dt) = µ̃γ,a(A).

(C) Uniform integrability. The family {R̃n,γ(·)}n≥1 is uniformly integrable with respect to

µ̃γ,a and {R̃n,γ(·)−1}n≥1 is uniformly integrable with respect to µ̃γ,g.

The proof of Lemma 4.11 given the above steps follows from standard analysis arguments.

Step A yields a limiting Radon-Nikodym derivative, say R̃∞,γ , and the convergence is in L1
due

to uniform integrability (Step C). Further, uniform integrability allows limits to commute with

integration in Step B, yielding a valid limiting derivative.

Establishing the claims in steps A-C is more technically involved, and we refer to [KK24,

Section 3] for the details.

We end by discussing higher dimensional generalizations which was also touched upon in

[KK24].

4.2.4 Higher dimensional multiplicative chaos
While the main object in the chapter was a log-correlated process on the unit interval, as was

already observed in [KK24], the results have natural higher dimensional analogues. For simplicity,

we consider the unit cubes. ForD = [0, 1]d, let λk be the k
th
smallest eigenvalue (with multiplicity)

of−∆ (the Laplacian) inDwithDirichlet boundary conditions, and lethk denote the corresponding
eigenfunction, normalized so that ∥hk∥L2(D) = 1. Given this we can consider the following series

analogous to (4.22), given by

Sn,g(x) :=
1

(2π)d

n∑
k=1

gkλ
− d

4
k hk(x), x ∈ D, (4.69)

where g = (gk)k∈Np denote a sequence of i.i.d. standard Gaussian random variables. One can

similarly define Sn,a(x) for a generic i.i.d. sequence of mean zero, variance one random variables

a = (ak)k∈Np . The Sn,g(·) process was considered in [Dup+17] termed as the log-correlated

Gaussian process on D. The associated multiplicative chaos measure is then µγ,g . The analogous

a counterparts make sense following [Jun20] (this is because we are restricting to the case of the

cubes and for more general domains one needs certain regularity properties of the eigenfunctions

hk). The measures are non-degenerate now whenever γ ∈ (0,
√
2d) with the L2

regime being

γ ∈ (0,
√
d). The arguments in this chapter generalize verbatim to prove that a and g can be

coupled so that µγ,g and µγ,a are mutually absolutely continuous to each other under the coupling

for all γ ∈ (0,
√
2d) while as in the d = 1 case, the arguments in [KK24] cover the regime

(
√
d,
√
2d).
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Analogous to (4.47), one may now consider the blocks

Xa(x) =
∑

λk∈(22(n−1),22n]

λ
−d/4
k akhk(x), (4.70)

Xg(x) =
∑

λk∈(22(n−1),22n]

λ
−d/4
k gkhk(x), (4.71)

The arguments from here on are particularly simplified by the fact that the eigenfunctions hk
are the tensor product of d one dimensional eigenfunctions. That is,

hk(x1, x2, . . . , xd) = f1(x1)⊗ f2(x2)⊗ · · · ⊗ fd(xd)

where for any 1 ≤ i ≤ d, fi(xi) = sin(2πkixi) or cos(2πkixi), for some non-negative integers

ki with the corresponding λk =
∑d

i=1 k
2
i . It follows that λk ≈ k

2
d and hence the above sums

have about 2nd terms in them. Thus, we can follow the one dimensional strategy and define the

hierarchical model with a mesh which is a d-fold tensor product of the one dimensional mesh

constructed in (4.46) allowing to apply the CLT result with vectors wi now admitting again a

tensor structure v1⊗v2⊗· · ·⊗vd where vj are the vectors appearing in (4.54). The only remaining

thing worth pointing out then is that the corresponding matrixW =
1

2nd

∑
k:λk∈(22(n−1),22n]

hkh
T
k is

then in a positive definite sense upper bounded by the matrix

W̃ = U ⊗ U ⊗ · · · ⊗ U︸ ︷︷ ︸
d times

where U = 1
2n

∑2n

j=1

[
uju

T
j + vjv

T
j

]
where uj and vj are given by the restrictions of sin(2πjx)

and cos(2πjx) on the 2nn4
mesh points. Eigenvalues of W̃ are now products of eigenvalues of

U hence implying that ∥W̃∥ = ∥U∥d. Since ∥U∥ is sub-polynomial in n by the arguments as in

Lemma 4.13, so is ∥W∥.

4.3 Appendix
We finish with the outstanding proofs of some of the statements which have featured in our

arguments.

Proof of Lemma 4.6. The result is clear if Qt is always full rank, since via Levy’s characterization

([KS91, Theorem 3.16]) that a d-dimensional Brownian motion is the only continuous martingale

with quadratic variation It, one may check that Q−1
t dXt is a Brownian motion. However, the

invertibility fails in general, so we start by considering the “completion”Wt defined via

dWt = Q+
t dXt +

√
I −Q+

t QtdB
′
t, Y0 = 0,
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for an independent Brownian motion B′
t, where Q

+
t is the pseudo-inverse of Qt. Using Levy’s

characterization it is easy to check thatWt is a Brownian motion since

d[W,W ]t = Q+
t d[X,X]t

(
Q+

t

)T
+ (I −Q+

t Qt)dt

(a)
= Q+

t Q
2
t (Q

+
t )

Tdt+ (I −Q+
t Qt)dt

= Idt.

Step (a) above invoked the fact that the quadratic variation of X is

d[X,X]t = AtA
T
t dt = Q2

tdt.

To finish the proof, we will show that dXt = QtdWt by showing that the difference process Yt
satisfying dYt = dXt −QtdWt has zero quadratic variation (implying that Yt ≡ 0, since it is also
a continuous martingale, and starts at zero). Note that

dYt = dXt −QtdWt = dXt −Qt

(
Q+

t dXt +
√
I −Q+

t QtdB
′
t

)
= (I −QtQ

+
t )AtdBt −

(
Qt

√
I −Q+

t Qt

)
dB′

t

and thus the quadratic variation is

d[Y, Y ]t =
[
(I −QtQ

+
t )AtA

T
t (I −Q+

t Qt) +Qt(I −Q+
t Qt)Qt

]
dt.

Direct computations show that both terms above are zero, which finishes the proof. To see this

for the first term, recall that Q2
t = AtA

T
t , implying

AtA
T
t (I −Q+

t Qt) = Q2
t −Q2

tQ
+
t Qt = 0

sinceMM+M =M for any positive semi-definite matrix A. For the second term, we have

Qt(I −Q+
t Qt)Qt = Q2

t −QtQ
+
t Q

2
t = 0,

again for the same reasons.

Lemma 4.15 (Square-root is monotone). If A ⪯ B for two symmetric d× d positive semi-definite
matrices (with ⪯ denoting the positive semi-definite order), then

√
A ⪯

√
B.

Proof. It is cleaner (and equivalent) to show that ifA2 ⪯ B2
thenA ⪯ B. Further, by a perturbation

argument, one may reduce to the case when A is strictly positive definite.

For any vector v ∈ Rd
, we have

vT (B − A)v = vTA
1
2 (A− 1

2BA− 1
2 − I)A

1
2v
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so that A ⪯ B ⇐⇒ I ⪯ A− 1
2BA− 1

2 (when A is invertible). In terms of eigenvalues, this is the

same as λmin(A
− 1

2BA− 1
2 ) ≥ 1, which, by similarity, is equivalent to λmin(BA

−1) ≥ 1.
Further, by the positive semi-definiteness of B, we have that

vTA− 1
2BA− 1

2v = (A− 1
2v)TB(A− 1

2v) ≥ 0,

so that A− 1
2BA− 1

2 is positive semi-definite, implying that λmin(BA
−1) ≥ 0.

By exactly the same reasoning, the provided condition A2 ⪯ B2
is equivalent to

λmin(A
−1B2A−1) ≥ 1.

But

A−1B2A−1 = (BA−1)T (BA−1),

so λmin(A
−1B2A−1) ≥ 1 =⇒ λmin(BA

−1) ≥ 1, since a priori, we have that λmin(BA
−1) ≥ 0.

This can be seen by considering the quadratic form of v, the eigenvector of BA−1
corresponding

to λmin(BA
−1) (the existence of which is guaranteed by the similarity of BA−1

to the symmetric

matrix A− 1
2BA− 1

2 ) with respect to (BA−1)T (BA−1). This concludes the proof.

The following simple result contains a computation that allows us to derive effective bounds

from Bernstein’s inequality.

Lemma 4.16. Suppose a random variable X ≥ 0 satisfies

P(X ≥ x) ≤ C · exp
(
− cx2

a+ bx

)
, x ≥ 0,

for constants a, b, c, C > 0 with logC ≥ 1. Then, for allm > 0,

P(X ≥ xm) ≤ e−m,

where

xm := max(x1,m, x2,m)

x1,m :=

√
2a

c

(√
logC +m

)
x2,m :=

2b

c
(logC +m).

Proof. To start, note that a+ bx ≤ 2 ·max(a, bx) implying

cx2

a+ bx
≥ min

(
cx2

2a
,
cx

2b

)
.

If x ≥
√

2a/c
(√

logC +m
)
= x1,m, then

cx2

2a
≥
(√

logC + t
)2

≥ logC +m,
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since logC ≥ 1. If x ≥ (2b/c)(logC +m) = x2,m, then

cx

2b
≥ logC +m.

Thus, if x ≥ xm = max(x1,m, x2,m), then

P(X ≥ xm) ≤ C · exp
(
− cx2

a+ bx

)
≤ C · exp(−(logC +m)) ≤ e−m,

as required.

We end this section with the brief proof of Lemma 4.9.

Proof of Lemma 4.9. The proof follows from a direct application of the Dubins-Schwarz theorem

[KS91, Theorem 4.6], which states that for any continuous martingale Xt, there is a Brownian

motion W (on a potentially extended space) such that Xt = W[X]t . Let A be the event that

[X]∞ ≤M . On A,
sup
t

|Xt| ≤ sup
s≤M

|Ws|.

Standard Brownian estimates imply

P
(
sup
s≤M

|Ws| > x

)
≲ P(|WM | > x) ≲ exp

(
−x2/2M

)
.

Consequently,

P
(
sup
t

|Xt| >
√
2M log(C/ε)

)
≤ P(Ac) + ε ≤ 2ε,

for a universal constant C .
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Chapter 5

Spectral features and chaotic properties

The material in this chapter is based on [CG25b]. We consider the Edwards-Anderson model, a
lattice spin-glass notoriously difficult to both analyze and simulate. We take the first steps towards a
probabilistic understanding of the spectral properties of its ground state.

5.1 Introduction
Our goal in this chapter will be to introduce yet another perspective on the analysis of Gibbs

measures, in particular, their ground states, using a tool that has proved quite fruitful in the study

of noise sensitivity. To set the stage, we will consider the Edwards-Anderson (EA) model [EA75], a

canonical lattice-based model for spin glasses.

One may define this model on a general graph G = (V,E), although we will mostly be

interested in the case where G is a subgraph of the integer lattice Zd
, primarily d = 2. The usual

Ising model for ferromagnets, in this general setting, is a Gibbs measure on spin configurations
σ ∈ {−1,+1}V with the Hamiltonian given by

HIsing(σ) = −
∑

e=(u,v)∈E

σuσv, (5.1)

and the overall measure, as usual, is

Ising(σ) ∝ exp(−βHIsing(σ)), β = inverse temperature. (5.2)

Note that the Ising model encourages neighboring spins to align, which is why it is a model for

ferromagnets. The EA model, on the other hand, replaces the interactions between the spins

with i.i.d. random potentials. Formally, let us associate to each edge e ∈ E as standard Gaussian

variable Je ∼ N (0, 1), called the couplings. Given this underlying disorder, the EA model has the

random Hamiltonian

H(σ) = HEA(σ) =
∑

e=(u,v)∈E

Jeσuσv, (5.3)
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and we define the EA measure to be the random measure given by

EA(σ) ∝ exp(βH(σ)). (5.4)

Note that we flipped the convention by replacing−βH(σ)with βH(σ) in the exponent. Therefore,
the EA measure favors configurations that maximize H(σ), which will simplify some of the

discussion below. Of course, none of these changes the outcomes since the coupling Gaussians

are symmetric.

Both (5.1) and (5.3) are free boundary Hamiltonians, that is, no specific boundary conditions

have been imposed on the spins. Consequently, the energy of a spin configuration σ matches

that of its flip −σ (where each coordinate is negated). As a result, for instance, the Ising measure

(5.2) has two metastable phases in low-temperature, one with mostly positive spins and the other

with mostly negative spins. This global flip symmetry will also come up in our analysis of the EA

model later.

For lattice graphs G, the EA model is extremely challenging to analyze in d ⩾ 2. However,
when G is complete, the model is much more tractable, although still extremely nontrivial. This

special case is the well-known Sherrington-Kirkpatrick (SK) model, see [SK75; Pan13]. While the

SK model has been studied in great detail, most of the same questions for the EA model remain

open notwithstanding a significant amount of non-rigorous literature devoted to predictions,

albeit often without consensus, of possible behaviors. See for example, [BM85], or [NS03] for a

more mathematical treatment.

We now spend a few moments on setting up the necessary notation and background for our

analysis.

5.2 The spectral sample
We will use V = {(i, j) ∈ Z2 : 1 ⩽ i, j ⩽ n} to denote the vertex set of the n× n subgrid of Z2

endowed with nearest neighbor edges (the arguments are not planar in nature and will hold in

any dimension as will be remarked later but for concreteness we fix the dimension to be 2 for the
moment). It is easily seen that the ground state σ = argmaxσH(σ) is unique with probability 1,

on account of the continuity of Gaussians, up to a global sign flip (that is, ±σ are both ground

states). Thus, for instance, to understand correlations, one must consider the relative spin for two

vertices u, v ∈ V , i.e., the product σuσv . This ground-state correlation is the primary focus of this

chapter.

From this point onwards, σ will denote the ground state of H(σ), that is, the maximizer
of (5.3) upto sign.

Observe that σuσv is simply a function of the couplings {Je}. In this chapter, we adopt a

dynamical perspective on the problem: how senstitively does σuσv react to perturbations of the

unlying disorder variables {Je}? This is the subject of disorder chaos which was introduced in the

context of spin glasses in [FH86; BM87]. While for the “mean field” SK model (i.e., every vertex
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interacts with everyone else, and thus face a “mean field” from the rest of the vertices), there has

been impressive progress [Cha14; Cha09; AC16; Che13; Che14; CP18; Eld20], a rigorous study of

the same question in the EA setting was initiated only recently in [Cha23]. Related results may

also be found in [AH20; ANS19]. While there are many natural perturbation models, a particularly

canonical one (at least when the underlying disorder variables are i.i.d. standard Gaussians) is to

evolve each of them along independent stationary Ornstein-Uhlenbeck (OU) flows. These processes
are cousins of the Brownian motion, with the crucial property of stationarity, that is, the law at

any time is always standard Gaussian (assuming a Gaussian initialization). The OU process admits

the following well known SDE representation:

dXt = −Xtdt+
√
2dBt.

We will evolve each coupling Je independently according to an OU J t
e (t ⩾ 0) such that J0

e = Je.
In fact, one may show that for any fixed t > 0 the following representation holds:

J t
e = e−tJ0

e +
√
1− e−2tJ ′

e

where J ′
e is an independent standard Gaussian. Let the ground state at time t under the OU flow

be denoted by σt
, so that σ0 = σ.

As is common in investigations of noise-sensitivity properties, a rather fruitful technique is to

consider the Fourier expansion of σuσv , as a function of the couplings, which we now turn to. Note

that, relaxation properties of the relative spin can then be used in the study of chaotic properties

of the ground state through its site overlap, i.e., R(t) = 1
|V |⟨σ

0, σt⟩. Since the right hand side is

well defined only up to a sign, it is natural to consider R(t)2 ∈ [0, 1], which can be expanded

into a sum of relative spin terms as in (5.6) below. In this formulation, it is of interest to find the

smallest scale of t at which R(t) becomes o(1), i.e. when σ0
and σt

are nearly orthogonal to each

other.

Since our couplings are Gaussian, the appropriate Fourier basis is provided by the Hermite poly-
nomials. For one Gaussian variable, say ξ, the Hermite polynomials are one-variable polynomials

hk(x) of degree k (k ⩾ 0), satisfying the orthonormality relations

Ehk(ξ)hm(ξ) =

{
1, if k = m,

0, otherwise.

The Hermite polynomials may be obtained via a direct Gram-Schmidt orthonormalization (with

respect to N (0, 1)) applied to the monomials, and the first few of them are given by h0(x) =
1, h1(x) = x, h2(x) = 2−1/2(x2 − 1), h3(x) = 6−1/2(x3 − 3x). One may decompose any (L2

)

function f of one Gaussian variable ξ as

f(ξ) =
∞∑
k=0

αkhk(ξ), αk = E[f(ξ)hk(ξ)].

In our setup, we require an analogous expansion for functions of multiple Gaussians {Je}, the
appropriate Fourier basis for which may be simply obtained by taking tensor products of Hermite
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polynomials. For eachmulti-index k = (ke)e∈E ∈ NE
p (wewill use the notationNp = {0, 1, 2, . . .}),

define the corresponding basis function

hk({Je}) =
∏
e∈E

hke(Je).

Given the above, we may Fourier-expand σuσv as follows:

σuσv =
∑
k∈NE

p

αkhk({Je}), where αk = E[σuσvhk({Je})]. (5.5)

It should be intuitive that α0 = E[σ0
uσ

0
v ] = 0, but let us detail a short argument for the

same. Essentially, this follows from the fact that the annealed distribution (averaged over the

Gaussians) of σ is uniform on {−1, 1}V up to a global sign flip (to clarify, the “unannealed”,

also called “quenched” distribution of σ, where the disorder {Je} is not averaged but fixed, is

simply supported on the two ground states ±σ of H). One way to see this is via the observation

that for any spin vector τ ∈ {−1, 1}V , the mapping J(u,v) → Jτ
(u,v) := τuJ(u,v)τv is a measure

preserving bijection between the Gaussian variables {Je}e and {Jτ
e }e. Now this map keeps the

quadratic forms H(σ) from (5.3) invariant. Namely, H(σ) = Hτ (στ ) where στ = τσ with the

latter being the pointwise product and Hτ
is the quadratic form where {Je}e in (5.3) is replaced

by {Jτ
e }e. This is because, owing to the fact that τ 2w = 1 for any w, for each edge e = (u, v),

σuJeσv = σuτuτuJeτvτvσv = στ
uJ

τ
e σ

τ
v . Thus the ground state corresponding {Jτ

e }e is obtained by

multiplying pointwise by τ the ground state corresponding to {Je}e. This proves that the annealed
ground state distribution is invariant under pointwise multiplication by any τ ∈ {−1, 1}V and

hence must be uniform.

Recalling that ground state at time t under the OU flow is denoted by σt
, using (5.5), we now

arrive at the key observable, the covariance between σt
uσ

t
v and σ

0
uσ

0
v :

Cov(σt
uσ

t
v, σ

0
uσ

0
v) = E

[
σt
uσ

t
vσ

0
uσ

0
v

]
− E

[
σt
uσ

t
v

]
E
[
σ0
uσ

0
v

]︸ ︷︷ ︸
=0

(5.6)

=
∑

k,m∈NE
p

αkαm · E
[
hk({J t

e})hm({J0
e })
]

(5.7)

=
∑

k,m∈NE
p

αkαm ·
∏
e∈E

E
[
hke(J

t
e)hme(J

0
e )
]
. (5.8)

This is the moment where the usefulness of the Fourier approach becomes apparent. It is a fact that

for any two Hermite polynomials hk, hm, the covariance E[hk(J0
e )hm(J

t
e)] is zero if k ̸= m, and is

e−kt
if k = m. This follows from the fact that the Hermite polynomials hk are eigenfunctions of

eigenvalues −k of the generator of the OU process, see for instance [Cha14]. Consequently,

Cov(σt
uσ

t
v, σ

0
uσ

0
v) =

∑
k∈NE

p

α2
k

∏
e∈E

e−ket =
∑
k∈NE

p

α2
ke

−|k|t, (5.9)
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where we define |k| =
∑

e∈E ke, to be referred to as the weight of k. Therefore, if the Fourier
expansion of σuσv is mostly supported on large weight terms, the decorrelation will be faster.

Note that since σuσv = ±1, the result above for t = 0 is simply the Parseval’s Fourier isometry

result, i.e.,

1 = Var(σuσv) =
∑
k∈NE

p

α2
k.

The above allows an interpretation of the Fourier coefficients as a probability mass function.

Definition 5.1. The spectral (probability) measure µ on NE
p , a sample from which is termed as

the spectral sample, is given by

µ(k) = α2
k. (5.10)

In this chapter, instead of integer vectors, we will deal with the more geometric object, their

supports. For any such k, let Ek = {e ∈ E : ke ⩾ 1} be the support of k. With the above

definition, for any S ⊆ E, define

µ(S) =
∑

k:Ek=S

µ(k),

so that µ(S) is a probability measure on the subsets of edges. We will often use µ to denote the

distribution on NE
p as well as the distribution on subsets of edges, and the context will make it

clear which one is being referred to. An useful fact to keep in mind here is that |S| ⩽ |k| for any
k such that Ek = S.

With the definition above, the right hand side of (5.9) may be rephrased as∑
k∈NE

p

α2
ke

−|k|t = Ek∼µ

[
e−|k|t], (5.11)

Thus a large size of the typical spectral sample implies faster de-correlation properties.

A seminal success story in the study of noise sensitivity is the investigation of spectral

properties of crossing events in critical percolation carried out in [BKS99; GPS10]. A particularly

important outcome was a rather detailed understanding of the corresponding spectral sample

and its fractal properties. Drawing a parallel, one may speculate that even in the EA model, the

spectral sample continues to exhibit fractal behavior. One particular manifestation of it could be

its support size |Ek|.
Given the above preparation and background, we are now in a position to state our main

results.

5.3 Main results
Our starting point is the following recent result established in [Cha23] relying on an observation

regarding the symmetry of the problem, which we will review shortly.
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Proposition 5.1. [Cha23, Lemma 1] If Ek does not connect x and y, then αk = 0.

Thus, the spectral sample, with probability one, connects x and y, making the analogy with

percolation more apparent. In particular, the spectral sample is guaranteed to have size at least

d = d(x, y) where the latter is the L1
distance between x, y. The general geometric question we

wish to answer is whether there exists κ > 0 such that the typical size of the spectral sample is of

the order of d1+κ. As already alluded to, numerical findings in [BM87] seem to support such a

statement.

The results in this chapter are far from answering this question, but we are hopeful that the ideas

here are useful in this direction. Note that Proposition 5.1 states that a hard connectivity constraint

is necessary to have non-zero spectral mass. However, our results will be more probabilistically

quantitative in nature.

We begin by stating an initial version of our result. Recall our base graph with vertex set

V , the n× n grid ([1, n] ∩ Z)2. Let u = (1, n/2), v = (n, n/2) where we assume that n is even.

Therefore, u and v are the endpoints of the “middle diameter” of the grid (see Figure 5.1 below).

Our first result says that the line L connecting u and v has exponentially small mass under the

spectral measure µ defined in Definition 5.1.

Theorem 5.2. There exists c > 0 such that the following holds. Consider the n × n grid V
with nearest neighbor connections, and consider the vertices u = (1, n/2), v = (n, n/2), such
that ∥u− v∥ = n − 1 (here ∥·∥ is the Manhattan or L1 distance). Consider the horizontal line
L = {

(
(k, n/2), (k + 1, n/2)

)
: 1 ⩽ k < n} (see Figure 5.1) connecting u and v (this is a collection

of edges rather than vertices, since spectral samples are subsets of edges). Then

µ(L) ⩽ exp(−cn),

where µ is the spectral measure for σuσv defined in (5.10).

Thus, the above proves that all but an exponentially small amount of mass is concentrated

on sets with size strictly bigger than ∥u− v∥ = n− 1. The following is a stronger quantitative
conclusion.

Theorem 5.3. In the same setup as in Theorem 5.2, the following holds. There exists ε, c > 0,
independent of n, such that for all large n,∑

|S|⩽(1+ε)n

µ(S) ⩽ exp(−cn).

As is apparent, the degree of the improvement over Proposition 5.1 is not dramatic. However

the proof strategy is based on certain geometric observations which we hope can be leveraged

further in the future as well as be of broader interest.

Remark 5.1. The above statements consider the vertices u = (1, n/2), v = (n, n/2) and not any

pair of vertices for a reason. Namely, there is a unique shortest path between the points, i.e., the
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straight line. While, as the proof of Theorem 5.3 will show, one may indeed take u and v to be

vertically separated from each other by εn for some small constant ε, the current argument does

not allow us to take a large vertical separation, such as u = (1, n/2), v = (n, n), since the number

of shortest paths between the two is at least ecn for some universal constant c > 0 rendering a

union bound of an estimate of the form in Theorem 5.2 useless. Finally, while, for simplicity, we

have chosen to present the results in two dimensions, the arguments presented are not planar and

work in any dimension yielding the same conclusions as is also the case in [Cha23].

Remark 5.2. Later (see Remark 5.4), we will show that a lower bound (up to a logarithmic term)

matching the upper bound in Theorem 5.2 also holds. Thus, proving a version of Theorem 5.3

where (1+ε) can be replaced by a growing to infinity sequence εn remains a very interesting open

problem. In a recent paper [CKS24] the study of the Fourier spectrum in positive temperature

models was initiated which is another very interesting direction.

Remark 5.3. To illustrate a concrete application of Theorem 5.3, let us recall the decorrelation for-

mula (5.9), and its restatement in terms of the spectral measure in (5.11). Simply using Proposition

5.1, it is easy to see that

E|k|∼µ

[
e−|k|t] ⩽ ES∼µ

[
e−|S|t] ⩽ exp(−nt), (5.12)

because µ(S) = 0 unless |S| ⩾ n. Therefore, at timescale t = α/n for some α > 0, the correlation
is at most e−α

. With Theorem 5.3, we may improve this to

ES∼µ

[
e−|S|t] ⩽ ∑

n⩽|S|⩽(1+ε)n

µ(S)e−|S|t +
∑

|S|>(1+ε)n

µ(S)e−|S|t

⩽ e−cn · e−nt + e−(1+ε)nt

⩽ 2 · exp(−min{cn+ α, (1 + ε)α}).

For α ≪ n, i.e., t ≪ 1, the (1 + ε)α term is smaller, suggesting a bound 2e−(1+ε)α
, extracting a

small improvement over (5.12).

5.4 Proofs
To set the context for the proofs, we begin by reviewing the proof of Proposition 5.1 from [Cha23].

Proof of proposition 5.1. Consider the effect of fixing the couplings {Je} for all e ∈ S ⊆ E. We
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will refer to this collection as JS for brevity. The conditional expectation of the relative spin is

E[σuσv | JS] = E

∑
k∈NE

p

αkhk({Je})
∣∣∣ JS


=
∑
k∈NE

p

αk · E
[
hk({Je})

∣∣∣ JS]

=
∑
k∈NE

p

αk · E

[∏
e∈E

hke(Je)
∣∣∣ JS].

However, due to the independence between the couplings of different edges, E[hke(Je) | JS] =
hke(Je) for all e ∈ S and = 0 for all e /∈ S. Thus,

E[σuσv | JS] =
∑
k⊆S

αk ·
∏
e∈S

hke(Je),

where k ⊆ S is used to mean that ke = 0 for all e /∈ S (i.e., Ek ⊆ S). Consequently,

E
[
E[σuσv | JS]2

]
=
∑
k⊆S

α2
k, (5.13)

using the orthonormality of the Hermite polynomials. Therefore, to show Proposition 5.1, it

suffices to prove that if S does not connect u and v, then E[σuσv | JS] = 0.
Now we introduce the key observation from [Cha23]. Since S does not connect u and v, we

may find a cutset C separating u and v (a collection of edges C ⊆ E such that any path from u to

v must contain some edge e ∈ C) with the further property that C is disjoint from S. For instance
C could be taken to be the set of boundary edges of the connected component of u induced by the

edges in S. Consider the configuration of couplings {J ′
e} obtained by flipping the signs of all the

edges along C , that is:

J ′
e =

{
−Je e ∈ C

Je e /∈ C
.

It is not difficult to see that the ground state σ′
for {J ′

e} can be obtained from σ simply by flipping

the signs of all the spins on “one side” of the cutset, that is

σ′
w =

{
−σw, w ∈ Vu(C)

σw, w ∈ Vv(C)
,

where the sides areVu(C) = {w ∈ V : there is a path from u to w that does not use any edge in C}
and Vv(C) (defined similarly). This choice of σ′

preserves the energy along every edge, i.e.,

J ′
eσ

′
uσ

′
v = Jeσuσv , and reversing the roles of Je and J

′
e shows that σ

′
is indeed optimal. Note that
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choosing Vu(C) to be the flipped side was arbitrary, reflecting the aforementioned global sign flip

symmetry.

This, in particular, implies that even freezing the disorder on S, the distribution of σuσv is
symmetric owing to the symmetry of the variables along C , none of which are frozen. Hence

E[σuσv | JS] = 0, (5.14)

concluding the proof of Proposition 5.1.

With this preparation, we may begin the proof of Theorem 5.2 to present our main idea in the

simplest form.

Proof of Theorem 5.2. Following the discussion preceding (5.13), we will first show

|E[σuσv|JL]| ⩽ exp(−cn), with probability at least 1− exp(−cn), (5.15)

for some c > 0. This suffices since, owing to |σuσv| = 1, the above implies that

E
[
|E[σuσv|JL]|2

]
≤ e−cn

(5.16)

for some c > 0.

u v

L

e⋆

Figure 5.1: The setup for Theorem 5.2. The blue edges form a “vertical” cutset separating u and v.

We will consider the set of blue edges as in Figure 5.1. Since these edges form a cut-set

separating u and v, flipping the signs of the couplings along these edges will flip the sign of the

relative spin σuσv. However, since we condition on JL, which freezes Je⋆ for the blue edge e
⋆
on

L, its sign cannot be flipped. This brings us to the following key new observation.
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With a positive probability (independent of n), the edge e⋆ has a “local barrier” around it
which essentially decouples its status from the relative spin σuσv and thereby we are not

required to flip it anymore and flipping every other blue edge suffices.

This will upper bound the conditional expectation by a constant away from 1. To make it

exponentially small, we will argue that with exponentially small failure probability one can always

locate a barrier along L and consider a cutset passing through it.

e

u v

Figure 5.2: The barrier configuration around e. The couplings along all the dashed red edges are

⩽ 1 in absolute value, and those along the solid blue edges are ⩾ 100 in absolute value. We refer

to the horizontal axis containing e as the central horizontal axis. The top-right corner which will

be a useful reference point in the arguments is made solid.

We first specify what a barrier configuration will be for us. Referring to Figure 5.2, the dashed

red edges in the figure are assumed to have couplings of absolute value ⩽ 1 (let us call the

collection of such edges as Low), while the solid blue edges have couplings of absolute value⩾ 100
(analogously let us denote this collection as High). The key property of this configuration is the

following. Consider any e ∈ L not too close to u or v (distance of 2 to each end suffices). If the

couplings are such that this barrier configuration Barrier(e) occurs surrounding e (that is, the
edges around e satisfy the constraints of this configuration), then σuσv is the same as that if the

sign of the coupling Je were flipped (to −Je). In other words, the relative spin σuσv is oblivious
to the sign of Je in this configuration. Further, the occurrence of Barrier(e) is measurable with

respect to the the absolute values, and hence independent of the signs of the couplings occurring in
the description of the event and hence also independent of all the remaining couplings including

in particular Je. The next lemma records this formally.

Lemma 5.4. For any e, such that the event Barrier(e) is defined (meaning that the all the edges
participating in the event are at distance at least two from u and v), its probability is uniformly
bounded away from zero. If σ is the ground state, then for any configuration as in Figure 5.2,
irrespective of the value of Je, it must be that for any 1 ≤ i ≤ 9,

σwi
σwi+1

J(wi,wi+1) > 0.

Here w1 denotes the top-right corner as marked in the figure, and w2, . . . , w10 denotes the remaining
boundary vertices traversed in the anti-clockwise direction. Thus, this determines σwi

for all 1 ≤ i ≤
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10 and in particular σuσv is independent of Je. Consequently, if one flips the sign of Je, σuσv remains
unchanged.

Proof. Since the first claim is trivial owing to Gaussians being fully supported we focus on the

latter claims.

First note that owing to the global flip symmetry, we can assume σw1 = 1. Let us assume

that σ does not satisfy the conclusion of the lemma and arrive at a contradiction. Let σ̂ be the

spin configuration which agrees with σ off the vertices wi where 1 ≤ i ≤ 10 and define σ̂wi

inductively for i going from 2 to 10 by the relation σwi−1
σwi

= sign J(wi−1,wi). We will now show

that H(σ̂) > H(σ) which finishes the proof of this claim. Since, by hypothesis, there exists at

least one 1 ≤ i ≤ 9 such that σwi
σwi+1

J(wi,wi+1) < 0, it follows that

H(σ̂)−H(σ) ≥ 2 min
1≤i≤9

|J(wi,wi+1)| − 2
∑
e∈Low

|Je| ≥ 200− 42 = 158. (5.17)

The proof of the final claim is a consequence of the domain Markov property, i.e., fixing σwi
for

1 ≤ i ≤ 10, decouples σ outside the box and inside the box. Thus it follows that σu and σv (note
that σw1 is pinned to be 1) are independent of Je which finishes the proof.

We now proceed with the remainder of the proof. Denote by |J | the collection of absolute

values |Jf | for all edges f (not just those on L). Let us call the set of all such |J | which have at

least one edge e ∈ L such that the event Barrier(e) occurs as Good. Since Barrier(e) occurs with
constant probability and there are linear in n many such events supported on disjoint edges, and

thereby independent, any of whose occurrences imply Good we have

P(Good) ≥ 1− exp(−cn), (5.18)

for some c > 0.
The upcoming Lemma 5.5 shows

E
[
σuσv

∣∣∣ JL, |J |] = 0 if |J | ∈ Good. (5.19)

This implies (5.15) and by (5.16) finishes the proof. To see why (5.15) follows from the above

display, note that

E
[
σuσv

∣∣∣ JL] = P
(
|J | ∈ Good

∣∣∣ JL)E[σuσv ∣∣∣ JL, |J | ∈ Good
]

+ P
(
|J | /∈ Good

∣∣∣ JL)E[σuσv ∣∣∣ JL, |J | /∈ Good
]
. (5.20)

The first term is zero by (5.19) and the second term is bounded in absolute value by P(Goodc |
JL). Markov’s inequality and (5.18) imply that P(Goodc | JL) ≤ e−cn

with probability at least

1− e−cn
for some absolute constant c > 0 which proves (5.15).

Finally, (5.13) implies that ∑
S⊆L

µ(S) ≤ e−cn
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for some c > 0. Since any S which is a strict subset of L fails to connect u and v, by Proposition

5.1, ∑
S⊆L

µ(S) = µ(L).

This finishes the proof, modulo the proof of Lemma 5.5 which we now present.

Lemma 5.5. As claimed in (5.19), we have

E
[
σuσv

∣∣∣ JL, |J |] = 0 if |J | ∈ Good. (5.21)

Proof. Suppose e⋆ is an edge on L such that Barrier(e⋆) has occurred. Let us now reiterate the

randomness that has been revealed due to the above conditioning. This includes JL and |Je| for
all e /∈ L. Thus the variables {sign(Je) : e /∈ L} are still independent uniform {±1} random

variables. In particular, among the vertical cut-set C of blue edges going through e⋆, as shown
in Figure 5.1, while the absolute values of all of them are revealed, only the sign of Je⋆ is frozen.
However, by Lemma 5.4, on Barrier(e⋆), the sign of σuσv does not depend on the value and hence

the sign of Je⋆ . This allows us to implement the cut-set flipping argument outlined before (5.14)

verbatim. More precisely, let Ĵ be the Gaussian configuration where

Ĵe =

{
−Je e ∈ C, e ̸= e⋆

Je e otherwise.
.

and J ′
is the same as Ĵ except the sign of e⋆ is flipped too. Since Barrier(e⋆) occurs, σuσv for J

′
and

Ĵ are the same. Further, by the argument before (5.14), σuσv for J and J ′
are of opposite signs and

hence the same holds for J and Ĵ . Since the signs of all the edges e ∈ C, e ̸= e⋆ conditioned on

{JL, |J |, |J | ∈ Good} are i.i.d. uniform {±1}, it follows that σuσv is even conditionally uniformly

distributed on {±1} which finishes the proof.

Remark 5.4. In this remark, as indicated in Remark 5.2, we show how one may also obtain a

lower bound counterpart to Theorem 5.2. Consider the set L̂ given by L and all the edges which

share a vertex with one of the edges in L. An argument similar to (5.17) can be employed to

prove that |E(σuσv | JL̂)| = 1 with probability at least e−cn logn
, that is, σuσv is deterministic after

revealing JL̂. Consider the event that Je > 100 for all e ∈ L and |Je| < 1
n
for all e ∈ L̂ \ L. On

this event, for all the vertices w including v, incident on edges e ∈ L, it must be must be the case,

provided that σu is pinned to be 1, that σw = 1 and hence in particular σuσv = 1. To see this, note
that any configuration σ such that σu = 1 but σw ̸= 1 for some w as above has strictly smaller

energy than σ̂ which agrees with σ off L but is equal to 1 for all such w. The difference in energy

being at least 100− 2 · n · 1
n
. The 100 term appears because of the energy change from edges in L

whereas the 2 · n · 1
n
term is due to the edges adjacent to L, (there are at most 2n such edges in

two dimensions and the constants have to be modified accordingly in higher dimensions). Now
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the probability of the above event is at least e−cn logn
(there are order n independent edges, each

forced to be in a range with probability of order 1/n), and hence this, by (5.13), implies that∑
L⊂S⊂L̂

µ(S) ≥ e−cn logn, (5.22)

for some c > 0. Since the number of such subsets S is ecn, it follows that there must be a set S
such that µ(S) ≥ e−cn logn

and L ⊂ S ⊂ L̂. Above the constant c is always positive but its value
is allowed to change from line to line.

Remark 5.5. The reader may notice that while we had claimed that our arguments are not

planar, it might not be completely obvious what the analogous barrier construction is in general

dimensions. It turns out that the right generalization is the following. Consider a box centered

at e of side lengths, say 3 in the direction of e and 2 in the other d − 1 directions. Now take a

spanning tree of the surface of the box (which is connected) rooted at the one of the corners and

force the edges of the tree to have high values and hence color them blue, whereas every other

edge adjacent to the blue edges are red edges and have low values. This by an argument as in (5.17)

allows one to conclude that for the ground state σ, the spins σu of all the vertices on the surface

of the box are determined iteratively by exploring the spanning tree from the root ensuring that

σuσvJ(u,v) > 0 for every edge (u, v) in the tree.

We will next prove Theorem 5.3 by upgrading the proof of Theorem 5.2. This is based on the

observation that the proof of Theorem 5.2 does not truly require the conditioned set S to be L
and small deviations from it may be tolerated. The sets connecting u and v having size at most

(1 + ε)n must have long stretches of horizontal segments allowing us to implement an argument

like the one for Theorem 5.2 as well have small entropy or total count permitting a union bound

to conclude that the total spectral mass across all of them is small.

Proof of Theorem 5.3. The theorem is an immediate consequence of the following lemma by a

union bound and observing that ε log(1+ε
ε
) can be made arbitrarily small by choosing ε small

enough.

Lemma 5.6. There exists c, c2 > 0 such that for all small ε > 0 there exists a collection C of at most
exp
(
n · ε ·

(
log
(
1
ε

)
+ c2

))
sets C such that the following holds.

1. For any S of size at most (1 + ε)n which connects u and v there exist a C ∈ C such that
S ⊆ C.

2.
∑
S⊂C

µ(S) ⩽ exp(−cn) for all C ∈ C .

The lemma has two parts. The first part is a combinatorial or counting statement. The second

part essentially follows by the argument for Theorem 5.2. We begin with the first part.
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Proof of 1. Consider any S as in the statement of the lemma. LetW = 5 (the width of the barrier

in Figure 5.2), and suppose, for simplicity, thatW divides n (a simple modification of this argument

will work otherwise). Partition the grid into n/W columns of width W , and let Ij be the j-th
column. This will be thought of as a collection of edges e = (u, v) where u = (x1, y1) and
v = (x2, y2) where x1 ≤ x2 and y1 ≤ y2 and x1 − 1 ∈ [jW, (j + 1)W ). Note that since S is a

subset of edges that connects u and v, we must have that |Ij ∩ S| contains a connected set of size

at leastW for each j. However, for small enough ε, on account of the constraint |S| ⩽ (1 + ε)n,
there also must be linearly many of the columns Ij , say at least 50% of them, where |Ij ∩S| = W ,

that is, Ij ∩ S is a “straight sequence of edges” of lengthW (We call such columns “straight”, and

call their collection straight(S). Here j and Ij may be identified and consequently we may say

either j ∈ straight(S) or Ij ∈ straight(S); see Figure 5.3 for an illustration.). To see this suppose

that only θ-fraction of these columns are straight. Then, the remaining (1− θ) fraction of them

satisfy |Ij ∩ S| ⩾ W + 1, resulting in a total edge-count of at least

θ · n
W

·W + (1− θ)
n

W
· (W + 1) = n ·

(
1 +

1− θ

W

)
.

This must be ⩽ (1 + ε)n, so we must have

θ ⩾ 1− εW.

We will now classify the different Ss according to their straight parts, that is, two sets S, S ′
fall

in the same class G if straight(S) = straight(S ′), and for each j ∈ straight(S), Ij ∩ S = Ij ∩ S ′
.

We will identify G with the collection J of indices j such that Ij is straight, and the collection

Y = {yj : j ∈ J} of the y-coordinates of the edges in Ij ∩ S.
Since there are at least (1 − εW ) · n

W
straight segments out of a total of

n
W
, the number of

ways to choose J is at most∑
m⩾(1−εW )·n/W

(
n/W

m

)
≤ exp

(
n · ε ·

(
log ε−1 + c1

))
. (5.23)

The above bound follows from the standard Chernoff bound for Binomials and standard asymptotics

(as ε→ 0) of the entropy functional appearing in the Chernoff bound.

Now let us fix the set J and consider the number of ways of choosing Y . Note that any path

connecting u and v in S must contain every straight segment Ij ∩S for j ∈ J . Thus a crude upper
bound on the number of ways to choose Y is the number of ways to connect u and v using at

most (1 + ε)n edges since, given the set J , such a path exactly recovers the straight segments we

are seeking.

The path counting problem is straightforward. There are at most (1 + ε)n steps. At least n of

them must be of the form {(x, y), (x+ 1, y)}. The remaining edges can be of the three remaining

types, i.e., going left, north or south.
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u v

I1 I2 I3 I4 I5 I6

y5

y3

Figure 5.3: Quantities involved in the proof of Lemma 5.6. The solid red edges form the set

S. The columns I3 and I5 (shaded in blue) are “straight” (note that I3 is straight even though

its left-boundary has some edges in S). The group G for this set is defined by J = {3, 5} and

Y = {y3, y5} as shown in the figure. Note that S is not stipulated to itself be connected and hence

may contain additional edges outside the path connecting u and v.

Therefore, the overall count is at most∑
m⩽(1+ε)n

∑
r⩽εn

(
m

r

)
· 3r ⩽ ε(1 + ε)n2 ·

(
(1 + ε)n

εn

)
· 3εn (5.24)

⩽ ε(1 + ε)n2 · exp
(
n · ε ·

(
log

(
1 + ε

ε

)
+ c2

))
, (5.25)

where c2 is another absolute constant. Putting together equations (5.23) and (5.25), the total

number of choices of G is at most

exp
(
3n · ε ·

(
log ε−1 + c3

))
, (5.26)

for all ε small enough, where c3 is universal.
For each G, consider the set SG given by the union of the straight segments present in any set

S ∈ G (this is well defined by the definition of G) and all the edges present in every remaining

column as well as all the vertical edges on the boundaries of the straight columns. See for instance

Figure 5.4. Since for any S ∈ G we have S ⊂ SG, taking C = SG and the collection C to be {SG}G
finishes the proof of the first part.

Proof of 2. The argument now proceeds in the same way as for Theorem 5.2 and it suffices to show
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u v

I1 I2 I3 I4 I5 I6

y5

y3

Figure 5.4: Illustration of SG where G corresponds to the one in Figure 5.3. The edges in SG are

shown in blue. Note that the boundaries of the columns I3 and I5 are also included in SG .

that for any G as in the proof of 1., with probability at least 1− exp(−c5n),∣∣∣E[σuσv ∣∣∣ JSG

]∣∣∣ ⩽ exp(−c5n),

for some constant c5 > 0 for all small enough ε > 0.
By choosing ε < 1

2W
, one may ensure that at least half of the columns Ij are straight. Each

such segment is the central horizontal axis of a barrier configuration with constant probability

independently across each segment. On the event that a barrier occurs (let us call it Good as

before), conditioning on JSG and |J | allows flipping the signs of the variables along a vertical

cutset passing through the middle of the straight segment witnessing the barrier configuration,

showing that

E
[
σuσv

∣∣∣ JSG , |J |,Good
]
= 0.

This finishes the proof.

Remark 5.6. We conclude by remarking that the higher dimensional version of the above

argument is essentially the same where instead of columns we consider slabs of widthW , i.e., the

set of all points whose x coordinate lands in an interval of the type [jW, (j + 1)W ).
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